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Chapter 1
What are the Mind and Body?
What are the mental and physical worlds? How do they stand
in relation to each another? How do they interact? This book
oers unconventional answers to these questions. It proposes that
the mental world is our primary reality, and that the physical
world is a construct that we build out of our conscious experiences.
This is the opposite of the conventional view, which says that
the physical universe is our only reality and that the conscious
mind is somehow reducible to a physical process locked inside
a material brain. In the following chapters, I shall say why I
reject that conventional view and why I advocate the opposite
theory of `mental monism', which was originally put forward by
the philosopher George Berkeley in the eighteenth century.

1.1 The mind-body problem

The mind-body problem is the usual name given to the philosophical controversy that has been raging for several centuries over the
disputed and foggy territory that lies at the border between the
two worlds | the mental and the physical. It has been painstakingly dicult to get and articulate the right answer to the above
questions, as is evidenced by the extensiveness, and polemic intensity, of the writing in this area. Nonetheless I believe the eort
of understanding and solving the mind-body problem will almost
certainly be worth while.
The mind-body problem is worth studying for its own sake.
It can plausibly be regarded as the most important problem in
philosophy and the one that impinges most directly on the idea
we hold of ourselves. In addition to its own worth, though, an
inquiry into how the mind relates to the body may throw some
light on a range of phenomena that are widely believed to exist, yet
1

still stand outside the realm that has been recognised by systematic science: the paranormal. The present volume addresses only
the philosophical mind-problem: the next volume in this series
applies the philosophy to a proposed solution of the problem of
paranormal phenomena.
The conscious mind and the physical brain have sometimes
been conceived of as real things of fundamentally dierent kinds.
Nowadays, however, there is a consensus amongst natural scientists that the mental world is reducible in some sense to the physical world and that physical things are the only sort of thing that
really exist. Indeed, it could be described as a powerful orthodoxy
rather than as merely a consensus. Claims for the existence of
non-physical entities or beings are now normally dismissed out of
hand by the scientic community. (Notwithstanding that belief in
the supernatural is burgeoning outside the scientic community.)
I shall advance arguments against this conventional belief.
And I shall oer further arguments for the opposite thesis that
the mental world is the only one that really exists. The physical
world, I shall claim, is a useful ction that has been concocted out
of the raw material of our mental life.
There are three main camps in this debate, and I will use
the following broad terms to refer to them. Physical monism (or
physicalism for short) is the theory that only physical things exist
mental monism (or mentalism) is the theory that only mental
things exist and mind-body dualism (or just dualism) is the hybrid
theory that both mental and physical things exist and that neither
can be reduced to the other. There are variants and vigorously
contended interpretations of these positions, and I shall rene the
denition of these positions later.

1.2 History of the mind-body problem
I shall oer a brief and opinionated impression of the history of this
debate, to set it in context. If you want a more extensive account,
I would recommend a collection of readings, such as Jonathan
Glover's The Philosophy of Mind, or David Chalmer's book,
The Conscious Mind.

1.2.1 The ancient world
The ancient Greeks did not address the questions that bother
modern philosophers under the rubric of the mind-body problem.
The nearest they came to our concept of mind was the \psyche",
which is better translated as \soul" or \spirit" than as \mind".20
Jonathan Barnes even suggested translating it as \animator",2
emphasising that the dening characteristic of the psyche is that
the possession of it is constitutive of being alive, or `animate'.
There was, however, no implication of consciousness in psyche:
for instance, a plant had a psyche that made it grow and regulated its growth, even though it had no conscious awareness.
Furthermore, the Greeks were untroubled by the question of how
the psyche stood in relation to material things. This was because
they had only a weakly developed concept of the nature of physical
matter and physical causation, so the psyche and its operations
did not stand out as being uniquely dierent from other natural
phenomena.
The ancient schools of philosophy largely centred on Socrates
(d. 399 BCE), his follower Plato (d. 347 BCE), and Plato's follower and rival Aristotle (d. 322 BCE). As Socrates never put his
philosophy in writing, we rely on Plato's written dialogues of what
he had said. There is much in Plato's books about the psyche,
but not on the conscious mind as we now understand this term.
Apparently following the much earlier philosopher Pythagoras (b.
circa 570 BCE), Plato held the psyche to be separable from the
body and to transmigrate from one life to another. It is conceivable that this belief may have come to Greece from the much more
ancient Vedic tradition in India, or from Egypt. After Plato, Aristotle wrote a great deal, and is considered a greater systematiser.
He catalogued and analysed the psyche's properties and functions,
but he did not consider it as a self-existent entity as Plato had.
In his book on the psyche (usually referred to by its Latin name
De Anima, or in English as On the Soul), Aristotle wrote:
one should not ask if the soul and the body are one, any
more than one should ask of the wax and the shape or in
general of the matter of anything and that of which it is the
matter.3
Plato formed what is sometimes regarded as the rst philosoph-

ical school, called the Academy after the Akademe garden near
Athens in which Plato taught (which in turn was named after
the Greek hero Akademos). This lasted for a millennium, until the Roman emperor Justinian closed the Academy and other
non-Christian schools in 529 CE. Within that period, Platonism and Aristotelianism gave way to what is somewhat misleadingly called Neo-Platonism. Peter Kingsley, in his book Ancient
Philosophy, Mystery, and Magic argues strongly that NeoPlatonism was really a return to the older, deeper, and truer
theories of Pythagoras and his follower Empedocles, which Plato
and Aristotle had misunderstood and distorted. Neo-Platonism
is generally held to have started with Ammonius, who taught
in the cultural centre of Alexandria, and his dedicated follower
Plotinus (204-270 CE). It was the writings of the Roman citizen
Plotinus that laid the foundations for subsequent developments
in Neo-Platonism. Over the subsequent centuries, these turned
out to be highly inuential in western philosophy. That inuence
was transmitted especially via Proclus (415-485 CE), who was the
last head of the Athenian school before Justinian closed it down,
and later through Pseudo-Dionysius (6th century CE), who had
an immense impact on the subsequent formation of early Christian thought. (Nevertheless the earlier master Plotinus himself
was not a Christian, and probably would have despised it as he
despised Gnosticism).
Plotinus wrote about the \nous", which again is sometimes
translated as \mind", but is not really what we mean by the term
\conscious mind", and is better translated as \pure intellect" or
\reason". He held that all reality stems from an ineable God or
`One', which gives rise to the world we know through successive
emanations. The rst emanation is the realm of nous, the second
that of the psyche, then nally the manifest world. In the resurgence of interest in Neo-Platonism in the eighteenth century,
George Berkeley, in his later work Siris, claimed Plotinus as an
adumbrater of his own philosophy. This is true of what might be
called the esoteric side of Berkeley's work. In the present book,
however, our concern is with the more exoteric part of Berkeley's
philosophy, his mental monism. The thrust of Plotinus' thinking, which was centred on his concept of nous, has to do with the
deep, rationally apprehensible structure of the universe, whereas

Berkeley's mental monism has to do with the qualitative contents
of conscious experience.
As far as the ancients were concerned, then, the nature of the
mind and body was not a focal point of interest. We must wait
until after the the Dark Ages and the Renaissance to see this issue
come to the fore.

1.2.2 The Enlightenment

The modern mind-body problem can be traced back to Descarte's
book, Discourse on Method, published in the seventeenth century. In the Cartesian philosophy, there is a world of material
objects, which are extended in three-dimensional space and there
is a world of minds, which are unextended and indivisible entities,
which receive information from, and issue commands to, their corresponding brains. Descartes had no idea of how minds and brains
achieved their interaction. His only oering on that point was the
groundless claim that the interaction was channelled through the
pineal gland in the brain.
During the seventeenth century, there was a sea-change in the
conception of the world held by thinkers living in the European
civilisation. The scientic revolution began. Leading thinkers now
construed the world as only a mechanical system: an assembly of
mathematically denable objects moving in a three-dimensional
space. George Berkeley famously held out against the bacillary
advance of the new thinking. He argued that Sir Isaac Newton's
idea of matter was unintelligible and he heroically defended a radically alternative view: that our experienced lives are a dream in
God's mind.
We will return to examine this vital period in more detail
below.

1.2.3 The twentieth century

The Newtonian tide reached its high-water mark at the beginning
of the twentieth century, in the schools of the behaviourists and
positivists. Whereas earlier scientists had been content with the
humble claim that they had no use for the hypothesis of the supernatural, the philosopher A.J.Ayer (see his Language, Truth
and Logic) and the psychologist B.F.Skinner (see his Beyond
Freedom and Dignity) trespassed into metaphysics. Here, they

explicitly denounced the whole conceptual framework of substantive spiritual and mental entities, which they said were literally
nonsensical. This was the nadir of the West's spiritual comprehension of the world: a culture in which the norm for intelligent
and educated people was to believe that they themselves and the
world around them comprised nothing but mindless pieces of matter meshing together in accordance with blind and immutable laws
of mathematical physics.
The physicalists, however, lost their nerve in the second half
of the century. People were uncomfortable with the outlandish
implications of behaviourism, as it denied the reality of such important things as their emotions. People began to give more credence to what was depreciatingly called `folk psychology'. Most
people held it to be obvious that they had mental experiences
(even if they believed that those experiences were somehow really
brain processes and they identied themselves with their bodies),
and the positivist-behaviourist assertion that they were mindless
was increasingly seen as the sophistry that it had always been.
At the same time, the physicalist philosophers found themselves
outanked by the physicists themselves, as the implications of
Schrodinger's wave mechanics came to be more widely known.
Quantum mechanics was born at the turn of the century but, so
awesome were its implications, that it took several decades to percolate through to the popular imagination and into the other half
of C.P. Snow's `two cultures'. While philosophers were proclaiming that the tangible objects of Newtonian physics were the only
things that existed, the physicists themselves found it necessary
to dispense with the Newtonian world altogether and replace it
with a mathematical construct which was literally unimaginable,
and communicable only through mathematical formulae. The
quantum-mechanical realm was as far removed from the mundane
world of tables and chairs as was the Berkeleian realm of spirits.
In the 1950s, the discovery of mind-altering drugs such as lysergic acid diethylamide brought the West face-to-face with the
vast and rich hinterland of the mind. Those doors of perception
were slammed shut, however, after the explosion of unfettered recreational use of psychotropic agents in the 1960s, which brought
the inevitable clamp-down and the ensuing psychedelic dark age.

1.2.4 Now
Now, at the end of the 1990s, work is being done on many fronts to
bring a better understanding of the mental and spiritual worlds.
There is increasingly a feeling that the world is vastly richer
than physicalist science has made it out to be. This feeling runs
against the grain of the scientic community, of course. Even
those scientists who acknowledge that the conscious mind exists
at all nevertheless regard the understanding of it as a comparatively minor addition to our knowledge of the world. Time and
again, one comes up against the view that science has already explained most of the things in the universe, and consciousness is
just one of the loose ends waiting to be tied up. I think this view
is mistaken. On the contrary, I think that science has explained
a very small part of the universe, and is completely oblivious of
most of reality. As Swami Nikhilananda wrote of the early rishis,
or seers, of Hinduism:
By means of such spiritual disciplines as severe self-control
and concentration they discovered that the realm of the
mind was innitely more real, interesting, and deep than
the realm of gross physical matter.23
Outside the disciplined connes of physical science, this realisation
has become commonplace. That realisation has, however, sent the
pendulum swinging too far in the opposite direction. In the ebb
of materialism, there has been a plague of pseudo-science and
pseudo-philosophy, which is given free rein in the loose federation
of movements generally referred to as the New Age Movement
(which also has a lot of good things in it).
This adverse development is characterised by the following features. First, a movement away from the classical approach of
deriving one's beliefs by a reasoned inference from established
empirical evidence and instead basing one's beliefs on a mix of
guess-work (under the guise of `intuition') and the ex cathedra
pronouncements of authority gures, on whose behalf the designation `guru' has been hijacked. Second, a disinclination to dene
terms or analyse concepts. Third, a tendency to incorporate technical terms lched from specialist elds, without engaging with
the ideas of that eld: the terminologies of quantum mechanics
and Indian and Chinese religion and folklore commingle promis-

cuously, divorced from their parent cultures, and unencumbered
by xed meanings.
We must acknowledged that New Age thinkers are lling a
gap left open by the retreat of the scientic community from a
broad range of humanly important elds. Scientists have failed to
take seriously the challenge of giving an explanatory account of
consciousness and its multi-faceted manifestations in the psychic
and spiritual phenomena that many people claim as part of their
daily lives. Large numbers of scientists see t to mock and dismiss
these phenomena without even a cursory acquaintance with the
research literature that has been produced by the small minority
who have laboriously worked in these elds.
We may hope that this turning-away from the traditions of
rational philosophy and honest, open-minded science will be displaced by a solid and encompassing eort to incorporate consciousness rigorously into the framework of scientic understanding.
Even a reviewer on the hard-headed Economist magazine has
taken note of the increased focus of interest on this eld:
One of the odder features of recent intellectual life is the
irresistible rise of \consciousness studies". For most of
this century consciousness was an academic no-go area.
But for some reason the topic has exploded during the last
decade.1 (The Economist, 1st May 1999)
Some people have suggested that one contributory factor in the
resurgence of interest in consciousness is due to the broader perspectives that were induced by the widespread use of psychotropic substances in the 1960s, which are now gradually percolating through to the senior echelons of academia. A lot of students who tripped in the 1960s say that it at least made them
aware that there was `another world'. That in itself may have led
to an interest in studying consciousness. But there is another,
deeper consideration here. In the clinical use of substances such
as lysergide, the main psychological benet is to push the subject's consciousness into a new space, doing which in itself has a
lasting therapeutic eect of enabling the subject to re-apprehend
the world, nding new connections and new concepts and engaging new motivational energies. We could consider, as a possibility, that the same transformative experience acted upon future

academics on a large scale. But the rigid structure of academia
prevented this transformed awareness from bearing fruit until the
aected individuals had risen to positions of power within the universities. The undergraduates of the 1960s are now able to channel
funding in these areas of scholarship and research without having
to get approval from an untripped older generation. At the risk of
losing our bearings, we could develop this model further. There
are neurological reports that a comparable experience, somewhat
like a religious ecstasy, can be induced by stimulating particular
centres of the brain. There are endless anecdotal reports that the
same, or a similar, phenomenon can occur spontaneously or in response to environmental stimuli. According to the work of Jacques
Vallee, there are large numbers of incidents in which people experience hallucinations of angels or aliens, in conjunction with
developing both apparent psi abilities and a deepening interest in
religion and spirituality. So, one is led to wonder whether there
is a larger pattern of societal growth going on here. For instance,
Vallee sees it as global `control system' that is directing human
psychological evolution in a particular direction. In the model as
he has formulated it, it implies either teleology or intervention by
intelligent entities, neither of which strike me as plausible. If this
control system really exists, I would expect it to be more like a
natural feedback process, perhaps operating in something like the
Jungian collective unconscious. I don't have any hard information to back up these wild speculations, and I realise they will be
anathema to most academics, and even to most regular people.
But hypotheses along these lines do have a certain currency, and
not just on the irrational fringes of the New Age, so we need to
examine them critically and assess them, rather than just ignoring
them.
Interestingly, scientic research into the human eects of hallucinogens is just beginning to pick up again too. After a hiatus
of three decades, brought on by such abusers as Timothy Leary
and Charles Manson, legal experimentation on the clinical use of
LSD is now permitted.
Another frontier of research into the mind, parapsychology, is
also beginning to see some cracks open up in the cultural blocks
opposing it. Nevertheless, despite solid experimental evidence, the
existence of psi phenomena is still vehemently disputed by many

leading gures in science. This places a block on serious, funded
research in this area, so psi studies have tended to fragment and
to be inltrated by people who care nothing for the standards of
either scholarship or science. Also, it means that there is an obsessive pursuit of yet more experimental data to prove yet again
that psi exists, rather than moving ahead to formulating theoretical foundations for understanding psi. (In the second book in
this series, Paranormal Phenomena and Berkeley's Metaphysics, I shall put forward a Berkeleian model of the conscious
mind as a theoretical paradigm for understanding psi.)
Having taken a fast-forward look at the history of the mindbody problem, I now want to zoom in on a particularly crucial
period, the era of Newton and Berkeley.

1.3 Genesis of the modern philosophy of mind

The period of the late seventeenth century and the early eighteenth century saw an extraordinary development in philosophical
thinking about the nature of the mental and physical worlds. The
thinking of this period has played a pivotal role in the philosophy
of mind.
The French philosopher Rene Descartes (1596-1650) rst laid
out the agenda in his book, Discourse on Method (1637),
which was amplied in two further books, Meditations on the
First Philosophy (1641) and the Principles of Philosophy
(1644). Central to the Cartesian view was the dualism between
the world of matter that is extended in space and behaves according to rigid laws, and the world of mind, which is not extended in
space and is capable of rational thought. In England, a few decades later, John Locke (1632-1704) wrote his Essay Concerning
Human Understanding (1690), which laid the grounds for empiricism, according to which all the ideas that we possess stem
ultimately from sensations arising in our bodily sense organs. We
have no other source of knowledge, he maintained.
We may think of this as an elaboration of Cartesian dualism,
in which Locke speculated on the structure of the immaterial mind
and how it gleaned its knowledge of the material world. Somewhat Locke's contemporary, the Irish philosopher George Berkeley (1685-1753) published the revolutionary Treatise Concerning the Principles of Human Knowledge in 1710, followed

up by the exegetical Three Dialogues Between Hylas and
Philonous in 1713, which together presented the theory of mental monism (also known as `subjective idealism') | according to
which there is no independent material substrate that supports
our perceptions, and objects exist only when perceived. This
we may think of as the consummation of a line of thinking that
Descartes had initiated. For, if the mind is utterly dierent from
the material world, then it is inconceivable that we could ever
really engage with that world, and we must conclude (a) that our
attempts to refer to it fail completely and (b) that what we take to
be the material world has no real existence. Finally the Scottish
philosopher David Hume (1711-1776), in his Treatise of Human Nature (1740), propounded an extreme form of scepticism,
in which he denied the reality of even those residual entities that
Berkeley allowed | such as the self, and causality.
In parallel with these philosophical upheavals, Sir Isaac Newton (1642-1727) initiated what can only be described as the birth
of modern science. In his two major works, Principia Mathematica (1687) and Opticks (1704), together with papers that
he presented at the Royal Society (then recently founded by King
Charles II, in 1660), he put in place a method of investigating the
physical world, and an attitude toward those investigations, that
has had immeasurably great impact.
People had for a long time been puzzled by what makes the
world tick. For instance, why does an apple fall out of the tree? To
say that it is due to `gravity', is only to label it, without explaining it. On its own, that is no better than Aristotle's supposition
that it was the spirit of the apple that wanted to move toward
the Earth. Newton's master-stroke was to realise that we do not
really need to answer that question. If we can establish precise
laws governing something that happens regularly, such as the pull
of gravity, and if we can express those rules in mathematical formulae, then we have all we need. We can then calculate the motions of planets, and accomplish feats of engineering by harnessing
the laws of physics. In the fullness of time even such marvels as
powered ight (which seems to defy gravity) were achieved, not
by understanding the nature of physical forces, but by knowing
the laws that these forces obey. As long as we have an equation
that tells us just how quickly an apple will fall, we do not need to

know what really makes it fall: we can just label it `gravity' and
get on with the computations.
The importance of this shift in intellectual consciousness cannot be over-estimated. For millennia, thinkers had pondered on
why the natural world behaved as it did, and had been held back
by not being able to get any answers. Now, in a single great leap of
lateral thinking, Newton dismissed that whole line of enquiry and
set the enterprise of science as we know it on its course. Today,
throughout the scientic community, it has become an article of
faith so deeply ingrained that scientists do not need to articulate
it: all that science is concerned with is to describe the regular
patterns of the world and to codify them in precise laws it is not
concerned to discover the ultimate nature of the universe or what
ultimately drives the universe | such questions belong to metaphysics, which scientists universally deride as a sterile word-game.
The scientic method itself is a good thing, in so far as it can
help use to discover genuine regularities in the world we inhabit. It
has, however, been accompanied by a grotesque metaphysic that
has wreaked deep harm to the intellectual culture of the West. It
is paradoxical that scientists, who openly mock metaphysics, are
unwittingly propagating a metaphysical belief of their own. For,
whereas the scientic method rests on the modest claim that it can
investigate only the mathematical rules of regularity that govern
the world, the scientic metaphysic makes the bolder claim that
reality consists of nothing but what can be described by those
mathematical rules. It is a claim that excludes from reality God
and the soul, and even our own conscious experience. As I have
said, this metaphysic is not a genuine part of the scientic method
that Newton ushered in, but his followers have sadly embraced it
as if it were. It has, moreover, entered into the fabric of scientic
thinking so insidiously that most scientists today are incapable
of entertaining the idea that there is a fundamentally dierent
category of reality | a mental or spiritual reality, distinct from
the physical world.
George Berkeley saw very clearly that this perverse metaphysic
was hitching a ride on the scientic revolution that was then
powering through the intellectual world of the seventeenth and
eighteenth centuries. He launched erce attacks on the scientic
metaphysic, which he rightly believed threatened to compromise

the foundations of religious belief. And he developed an opposing
metaphysic, namely mental monism, (subjective idealism), which
says that we have our being in God, not in the physical world. Indeed, Berkeley forcefully, and famously, maintained that physical
matter itself was just a ction.
Stated out of context, Berkeley's philosophy may sound paradoxical. As Berkeley himself repeatedly insisted, however, if we
clear the materialist assumptions from our minds, then his theory
can be seen as plain common sense.
The name `subjective idealism' refers to theory that `ideas' are
the basic constituent of reality, the word `idea' being meant in the
seventeenth-Century sense of any direct object of conscious experience | such as thoughts, colours, emotions, beliefs, intentions. It
is a `subjective' idealism as it arms the reality only of ideas that
are beheld by a conscious subject | such as you or me, or God
| as opposed to an `objective' idealism, in which ideas somehow
exist by themselves.
If we may use a modern metaphor, Berkeley saw the world as a
life-long, multi-channel `virtual reality', with God as the computer
that is driving the system. More romantically, we might say that
our lives are dreams in God's mind. The essential points are
as follows. The material world that physicists describe with their
equations is a convenient ction reality is only what we experience
in our conscious minds and God gives us our experiences, which
appear to us as if they depicted an outside world.
The use of the G-word in this context shocks people who have
been trained in scientic disciplines. In part, this is because the
label of \God" has often been used as the ultimate explanatory
cop-out. The most famous examples of this were advanced in the
Victorian era, in the intellectual battles that were fought over the
theory of evolution of Charles Darwin (1809-1882), which he had
published in his Origin of the Species (1859) and The Descent of Man (1859). Committed to the thesis that God had
created the material world very much as it is now, but with the
human race limited to one couple, Christian apologists devised
endlessly devious pseudo-arguments to rebu the scientic arguments to the contrary. The existence of the fossilised remains
of extinct animals and plants, such as the dinosaurs and the ancestors of present-day species, was accounted for by supposing

that they had mischievously been planted by Satan with a view
to deceiving mankind and leading us away from God. Such an
account is, however, explanatorily impotent. It merely displaces
the thing to be explained, the explanandum, from one area to another, without in the process explaining anything. To be sure, it
is conceivable that fossils are Satanic artefacts, but for that claim
to function as an explanation, we would also need an explanatory
account of Satan himself, and moreover an explanation of how
Satan had made the fossils and embedded them in rock that had
apparently not been disturbed for millennia | which the Christian apologists were unable to provide. To say that one mystery
is due entirely and inexplicably to another mystery is to explain
nothing.
In this way, the very idea of God as a bona de part of our understanding of the world became tainted with its use in chicanery.
Sadly, in the eyes of the scientic establishment, it has never lost
that taint, and any attempt to re-introduce it is met with blind
rejection. This is a pity because, as this book aims to show, there
are good reasons for believing that (a version of) the concept of
God is required for a full explanatory account of the world.
We must, though, take care not to load the idea of God with
the cultural baggage that has traditionally been dumped on it in
all cultures. Precisely what Berkeley meant by `God', and precisely what I shall mean by the term, we will consider in later
chapters. First, we must justify our approaching the concept of
God at all, by showing that science in its present form cannot
furnish us with answers to crucial questions about the nature of
the mind and body. We shall begin, in the next chapter, by scrutinising what science makes of the mind.

1.4 Dening terms

In this section, I shall try to make clearer the signicance of some
of the terms that are used with specic meanings in the philosophy
of mind. It is one thing to know how words are used in everyday
life. It is another to grasp their usage in philosophy. English as
it is employed in life generally has a kaleidoscopic multiplicity of
meanings. Philosophy, however, requires us to narrow down the
denotations of words so that they can carry precise thoughts. This
in itself may frustrate people who are new to philosophy. I am

reminded of the language of law, where common words must also
be given narrower denitions in order that tightly dened laws can
be given expression. (Consider, for example, Sir Ernest Gowers'
quotation of the legal denition of a wiping rag, in his Complete
Plain Words.)
I have attended classes in philosophy, in which condent, knowledgeable, and intelligent people were enraged by what seemed to
them to be chicanery and verbal game-playing.
On the one hand, the importance of getting clear denitions of
our terms cannot be over-estimated. This is because philosophy
takes us beyond the sphere of mundane life, where we could rely
on informally acquired common meanings of terms. On the other
hand, we must avoid losing sight of the real phenomenon of consciousness that we want to understand.
An additional obstacle to understanding is that philosophers
themselves make their own deliberate, theory-laden alterations to
the denitions of terms in order to bolster their theories. Some
philosophers may therefore disagree with my `clarications' on the
grounds that they conict with the denitions that are required
by their own theories. My defence is only that what I give below
is intended to capture what these words convey in their most
common usage.

1.4.1 Physicalism, mentalism, and dualism

Some people do not agree that there is a philosophical mind-body
problem. They say there is only the practical neuropsychological problem of describing in full detail the observable correlation
between brain events and mental events, the latter being dened
by verbal reports and overt actions. (David Chalmers makes the
distinction by calling the philosophical mind-body problem the
`Hard Problem', which is not a very informative phrase.) On the
other hand, many who do agree that there is a philosophical problem say it is intractable or unimportant, and dismiss it or even
ignore it. Or, perhaps they regard it merely as an intellectual exercise of no consequence. It is unpopular to pursue the philosophical
problem further in the belief that a solution is both possible and
worth seeking. In the past few years, though, there has been a
resurgence of interest in the subject, propelled by such collective
events as the biennial conference, Toward a Science of Con-

sciousness, spearheaded by the Center for Consciousness Studies

at the University of Arizona.
Amongst the well-known philosophers, we nd three main camps
(which I mentioned above):

Dualist theories

These assert the existence of both the mind and the brain.
Dierent theories assert a variety of relationships between the
mind and the brain | for example: (a) that events in the brain
completely determine events in the mind or (b) that there is
some two-way interaction between the mind and the brain or
(c) that the mind and the brain are causally unconnected but
happen to run in perfect synchrony.

Physical monist theories

Contrary to common sense, theories of physical monism deny
the existence of the mind. They assert, for example, that mental entities are illusory or that their names do not refer to anything (as e.g. the word \it" does not refer to anything in the
sentence, \It is raining", or the word \mind" refers to nothing
in the expression, \I am in two minds whether to go the cinema
or not").

Mental monist theories

Again contrary to common sense, they deny the existence of
physical things. They assert, for example, that physical things
are illusory or that they are ctional.
In the twentieth century, a fourth group of theories arose, which
attempted to weasel out of the problem by claiming that it rests
upon an incorrect usage of language. Most famously, Gilbert
Ryle in his Concept of Mind (1949) maintained that utterances about the physical world and those about the mental world
belonged to two separate spheres of language, and that the whole
mind-body problem was really a pseudo-problem arising out of a
\category-mistake".25
According to these theories, the unease one feels about propositions that relate the mind to the brain is only a confusion about
how to use the language. It should therefore be remedied by therapy or training, not by establishing new facts about the nature
of the world. These theories concede that a spatial or causal relationship between mental and physical things is inconceivable.

They do not, however, proceed beyond that elementary conclusion. Instead, they dismiss | unanswered | questions about the
ontological nature of mind and matter and about why we have the
strong intuitive impression that the mind resides inside a material
head and interacts with electro-chemical brain processes.
A particularly seductive theory of this genre was sketched by
Ludwig Wittgenstein. In his posthumously published Philosophical Investigations (1953), he argued for what may be
seen as a more sophisticated version of Ryle's theory. He regarded
every system of discourse as a `language-game'. Sentences about
the physical world may be regarded as one language-game sentences about one's private mental experiences may be regarded as
another. Each language-game is associated with a way of life: it
is integral with our social behaviour. A sentence that does not
t into any established game is invalid. On this view, sentences
about the precise location of the mind in the physical world do
not belong to any acceptable game. They are therefore an abuse
of language.
Compare the two sentences, \I have a pain in my stomach"
and, \I have a pain in my pocket". The Wittgenstinian account
of why the latter is meaningless is that it is not a legitimate part
of any language-game. Wittgenstein likewise deals with the whole
mind-body problem by saying that any sentence which attributes
a physical location to the mind is outside any valid language-game.
And that, he claims, is all there is to say about it.
Wittgenstein's conception of language was excessively conservative and did not allow for the possibility of innovation in
language-games. A good illustration of this is where Wittgenstein
(writing in the 1940s) says it would be nonsensical to refer to a
person walking on the moon. Such a proposition would lie outside
any established language-game. Astronautics has since produced
a system of discourse (or `language-game' as Wittgenstein would
have called it) in which it is meaningful to talk of people walking
on the moon. Likewise, neuropsychology has yielded a discourse
having legitimate sentences that relate the mind to the brain |
and in which a philosophical underpinning is needed to guide the
interpretation of those sentences.
Trying to explain away the mind-body problem by referring
to our use of language is doomed to fail. Language is created by

humankind and we can therefore choose to use it eectively to
communicate about any bona de question.
Nevertheless, Wittgenstein's innovative concept of languagegames does capture an important feature of the mind-body problem. I will return to this concept later, not with a view to dismissing the mind-body problem but in order to explore how these
language-games interact.

1.4.2 Scope of physicalism and mentalism

Two points may need clarifying here. First, people often misapprehend the scope of physical monism, by regarding only matter
as physical. (Hence physical monism is sometimes called by the
misnomer \materialism".) It is to be emphasised that `the physical' encompasses not only matter but also energy in all its diverse
forms (thermal, kinetic, mechanical potential, chemical potential,
etc.) and all specically physical attributes such as mass, velocity, and temperature. (I shall regard the Freudian phrase \mental
energy" as a metaphor and not as describing a type of physical
energy.)
I regard as being part of the physical world only those attributes that are `specically physical', because I wish to exclude what
one might call `logical' attributes, which include the following: discrete quantity, such as the number of apples in a basket relative
continuous quantity, such as the ratio of two lengths of wood and
geometric forms, such as a triangle represented by three sticks of
wood. These logical attributes can also be abstracted from the
mental world. I shall regard such abstract entities as making up a
third world, which I shall consider later. Meanwhile, let us restrict
the discussion to the mental and physical realms.
Second, it is common for people to misunderstand the statement of mental monism. If one says, \This desk does not exist
only our perceptions of it do", then a layperson's reply may be,
\I can touch it, feel it, and sit on it. If it fell on my foot then
I should feel pain. Therefore it exists." The layperson assigns a
privileged status to her tactual perceptions, as if they gave her
a direct link with a physical reality, and as if the assertion of an
object's non-existence would be refuted by a sensation of touch
associated with the object. This is perhaps attributable to her
unfamiliarity with hallucinations in faculties other than vision or

audition. So, I must emphasise that `the mental' encompasses the
full range of perceptual and introspective faculties, not just seeing
and hearing.
For example, I once had a dream in which I climbed up some
concrete steps. Besides seeing the steps clearly, I could also feel
their rough surfaces with my ngers, could feel their resistance
to pressure against my hands, could feel my body being lifted up
against the pull of gravity as I climbed the steps. Yet these steps
existed only in my mind.

1.4.3 Irrealism and solipsism

The most common misunderstanding that people have of the thesis
that I wish to advance is that it says \There is no reality", or
\Nothing at all exists". A less extreme misunderstanding is that
it says \Only I exist". These positions are, I think, completely
untenable, and have nothing at all to do with mental monism.
I am not sure why mental monism is so readily and comprehensively misunderstood. One possibility is this. We have
a deeply ingrained preconception that the mental world is an illusion. Based on that belief, if one hears the claim that \Nothing but the mental world exists", then one is apt to interpret it
as saying \Nothing but illusions exists", which is tantamount to
saying \Nothing exists". To me, it seems an astonishing feat of
Orwellian double-think24 to hold the belief that one's own mind
does not exist. For one's own self-existence is actually the only
direct and incontrovertible piece of knowledge that one possesses,
and the claim that one does not exist is disproved by the very act
of stating that claim | as Rene Descartes famously recognised in
his motto, \Cogito ergo sum" ("I think, therefore I am"). Yet the
plain fact is that many people, and not just wayward philosophers, are rmly of the opinion that their minds do not exist. The
only explanation I can think of is that they are making an error
of identication: they are identifying themselves with their bodies, not their minds. With that mistaken identication in force,
two things follow: rst, it is of no consequence to believe that
the mind is an illusion, for that does not then imply one's own
non-existence second, it is of serious consequence to believe that
the physical world is an illusion, for that would indeed imply one's
own non-existence. If the cause of the misunderstanding really is

such a case of mistaken identity, then before approaching a discussion of mental monism one should step back and bear in mind
that a correct apprehension of what is being said in this book requires a shift in one's sense of identity. It requires that you think
of yourself as a mind, not a body.
(There is a danger here that this proposed shift of identication | of identifying oneself with one's intangible mind rather
than one's solid esh and bone | will be taken to be opposed
to the rising tide of holism as it is expressed in the growth of
complementary medicine and in the movement toward integrative
physical disciplines such as yoga. No such opposition is intended.
For, the so-called integration of mind and body that characterises
these trends is not, strictly speaking, an integration with the body
as such, but rather with the sensations that are intimately associated with the body. In yoga, for instance, there is an emphasis
on mindful awareness of one's breathing. What this amounts to is
an awareness of the mental experiences associated with breathing,
not with the physical process of breathing, which is at one remove
from consciousness. Needless to say, this will be rejected by the
practitioners of complementary medicine and yoga, who will insist that they are literally integrating mind and body. They are,
however, simply wrong on that point, for reasons that will emerge
during the course of this book.)
We may use the unqualied term `irrealism' to denote the theory that nothing at all exists. In philosophy, this term is usually
qualied by whatever it is that is supposed not to be real. Thus,
`physical irrealism' denies the reality of the physical, and `mental
irrealism' denies the reality of the mental. On this understanding,
mental monism is `realist' with regard to the mind and `irrealist'
with regard to the body. My assertion is that unqualied irrealism, the claim that nothing whatsoever is real, is untenable.
Besides irrealism, the other main claim against mental monism
conates it with solipsism, which says that only oneself exists:
solipsism says that no other thing exists, and no other minds exist.
The rst problem we encounter with this view is an operational
one. If only one person exists, then I can distinguish two options:
(i) that person is me (ii) that person is somebody else. The
second option is immediately disproven by the fact that I am able
to propose the theory at all. On the other hand, if I am the only

person who exists, then it makes no sense for me to try to persuade
anybody else of this claim, because | by hypothesis | there is
nobody else to be persuaded. So, my very claim of solipsism
would undermine any attempt to argue for it. It is `pragmatically
self-refuting', even though it is not logically self-refuting. Hence
solipsism is untenable in practice, even though it is not disprovable
in logic. (As an aside, I would mention that we can conceive of
telepathic evidence for the existence of other minds, provided that
the telepathic experience is self-verifying. That kind of experience
will be considered in the next volume.)

1.4.4 The term \mind"

I do not know any good denition of the word `mind'. That is
not, I think, a big problem, because the word is in common use
and most people know how to use it correctly in everyday circumstances. Nevertheless, some people, namely philosophers of
certain schools, nd using the word dicult. Therefore, I shall
discuss some misconceptions and some examples of its correct usage.
Some people think that the word \mind" means \the functioning of the brain". Now, consider people living several centuries
ago, or uneducated folk in remote settlements, or young children | who do not know that the brain exists, or do not know
that its electrical signals govern the muscular contractions that
give rise to a person's movements. For these people, the word
\mind" cannot mean \the functioning of the brain". For them,
the word would have only its correct meaning, which is the
system of private sensations, memories, thoughts, intentions,
dreams, etc that a person has. Even if one were to insist that
the word \mind" may be used to mean \the functioning of the
brain", one must nevertheless concede that there is an ordinary
usage in which the word means a person's private sensations
and such-like. It is that latter usage that is employed in this
book.
I was once asked whether, by \mind", I mean \spirit". My
answer is no. The word \spirit" is not employed in everyday
life in the same way as the word \mind" is. Suppose that I
were to close my eyes and visualise my bedroom. It would be
normal usage to say that I am seeing the room \in my mind"

I would not say that I am seeing it \in my spirit" or anything
like that. Or suppose that I recall some cello music. It would
be normal usage to say that I am hearing it \in my mind" I
would not say that I am hearing it \in my spirit". I have only
a vague idea of what people mean by \spirit", but it is clear
from the normal usage of the words \mind" and \spirit" that
they may not be regarded as synonyms. In George Berkeley's
philosophy, the term \spirit" has a specic and clearly dened
meaning, namely the agent of perception and volition, and is a
component of the mind.

1.4.5 The terms \dream" and \hallucination"

Mental monism is sometimes expressed by saying that the totality
of one's experiences is a dream or hallucination. It has been objected that this is a contradiction in terms. The objections go like
this. (a) A dream is a series of perceptions that occur when one
is asleep but one does not spend all of one's life asleep hence the
totality of one's experiences cannot be a dream. (b) An hallucination is a series of perceptions that are caused by an hallucinogenic
drug such as LSD or by insanity but I spend most of my life sane
and without taking any hallucinogenic drugs, hence the totality
of my waking experiences cannot be an hallucination.
The objections are weak because they mistake the accidental
properties of dreams and hallucinations for essential properties.
The words \hallucination" and \dream" each denote merely a
series of perceptual images that do not correspond to an objectively real physical world.
The word \dream" is usually employed if the perceptions occur
when the perceiver is asleep. There have been instances of dreams
continuing after the dreamer has woken, the image of the dream
being superimposed on the sensory impressions that are produced
by the sense organs. In those instances, it would still be a proper
usage to refer to those perceptions as a dream, even though the
person is awake. For the sake of argument, we could imagine the
dream stopping and then starting up again an hour later, while
the person is awake. In that case, I think we would be equally
justied in calling the perceptions a dream or an hallucination,
especially if there were a continuity of content in the perceptions.
The word \dream" is also the term in normal use in so-called

`lucid dreaming', in which the dreamer is fully aware of the fact
that she is dreaming and possesses the full cognitive and reective
powers of being awake.
It would seem that being awake does not, strictly speaking,
exclude calling one's perceptions a \dream". Nevertheless, doing
so without qualication might mislead the reader into thinking
that the dreamer is asleep. For instance, if I told someone that
her whole life was a dream, she would reasonably take this to be
an assertion that she is a latter-day Rip van Winkle, and had
been asleep and dreaming since her birth. To avoid this misunderstanding, a mental monist should not say simply, \The totality
of one's experience is a dream", but should clarify his proposition
by adding, \... in the sense that it does not reect an external
physical reality".
I described as `weak' the objection which we have just considered, because to call one's life a dream is merely misleading
rather than strictly incorrect. The second objection, concerning
hallucinations, is even weaker.
A hallucination may indeed be produced by administering a
drug or by mental illness, but it is not necessarily so caused.
People also hallucinate when under prolonged conditions of stress
or isolation. For instance, sailing single-handed around the world,
or running for twenty-four hours. Hallucinations have also been
produced by applying electric impulses to a person's head through
electrodes. It would seem that the word \hallucination" denotes a
series of perceptions that do not depict physical reality, irrespective of their cause.
Nevertheless, the word \hallucination" is usually employed for
perceptions that have been produced by a severely abnormal condition. If I were to tell someone that her whole life has been an
hallucination, she might reasonably interpret this as an assertion
that she has been mentally ill throughout her life, or (if she is keen
on science ction) that she is really a disembodied brain oating in
a tank in some laboratory, being electrically stimulated. To avoid
these possible misunderstandings, the mental monist should not
say merely, \The totality of one's experiences is an hallucination",
but should add, \.. in the sense that it does not reect an external
physical reality".
Thus the objection against the mental monist's use of \hallu-

cination" is weak rather than wrong. It is permissible for us to say
that the whole of one's experiences are an hallucination, provided
that we make clear what is meant.
(An analogy can be found in the word \sphere". This word
originally and commonly denotes everyday objects, such as oranges, bubbles, and water droplets, that are tangibly and visibly
round. I am using the word \sphere" in its usual approximate
or hedged sense, not the precise mathematical sense of \perfect
sphere". When it is used to denote these tangibly spherical objects, the meaning is familiar. But when it is applied to an object
whose vastness makes its sphericality intangible, the word's connotation no longer applies in full. One cannot put one's hand
around the Earth and feel its roundness, or look at it from different angles and see that it has the same cross-sectional shape
from all view-points. Therefore, according to the underlying logic
of the objections that we have been considering in this section,
the word \sphere" must not be used of the Earth. The apparent
atness of the Earth violates the customary meaning attached to
the word \sphere". One might invent a related phrase, such as
\mathematically spherical" and apply it to our planet, on the understanding that what this phrase denotes is not a particular kind
of sphericality, but a concept that merely has certain similarities
to real sphericality.
Needless to say, we do not accept this objection to the use of
\sphere" because we do not regard size of a sphere as essential to
its sphericality. Similarly, we cannot entirely accept the objections
to the mental monist's use of the words \dream" and \hallucination". For, although some of the connotations of \dream" and
\hallucination" do not carry over to the monist's usage, nevertheless the essential denotation does.

Chapter 2
Theories of mind
2.1 Where is your mind?
Does a conscious mind lie anywhere in physical space | or is it, in
some sense, `outside space'? The two lines of argument that I shall
propose in this chapter are intended chiey as an introduction to
the mind-body problem. I hope that they will, at least, persuade
the reader that physicalism is far from self-evident, and that the
physicalists need to argue for their orthodoxy | they cannot take
it as read. I would, of course, like to do more than this, as I am
aiming to defend the opposite theory of mentalism. Realistically,
though, I cannot hope to win converts to a view of the world so
radically at odds with the prevailing view.
I am certainly not questioning whether the physical correlates
of the mind can be located in space. Clearly they can. We know
that a lot, and conceivably all, of what happens in someone's mind
is strongly correlated with electrical and chemical activity in the
nervous tissue in her head. That is to say, the physical correlates
of the mind are obviously beneath the cranium. neuropsychologists have made much progress in identifying which bits of the
brain support which elements of the mind and we may reasonably
assume that they will make much further progress. Nevertheless,
there remains the question of whether the mind itself | as opposed to its physical correlates | can be said to be in the brain.
(Clearly, if the mind could be localised at all, then it would be in
the brain. It would certainly not be anywhere else.) This, however, is the question that I am addressing: can the mind itself be
in any place?
If the answer to this is no, then there are two alternative conclusions that might be drawn: either the mind does not exist at
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all, or it does exist but lies outside the entire system of space and
spatial coordinates. It is, I believe, indubitable that the mind exists, as we each receive proof of this in every moment that we are
awake so, the conclusion that I am driving at is that the mind exists outside the realm of physical space. (I shall, however, address
the question of whether the mind exists at all more fully below,
because some philosophers like to make the perverse claim that
their minds do not exist.)
Lest this sound rather mystical, I would at once draw attention
to more mundane categories of things that lie outside the realm
of physical space.

Numbers

Numbers do not exist in any particular place | although each
number can be embodied in particular things, for instance the
number 3 can be embodied in the three pencils on my desk.
But it makes no sense to say that the number 3 itself resides
in some special corner of the world.

Algorithms

A computer algorithm does not reside in any particular place.
Though, of course, embodiments of algorithms can be `localised' here and there | say, in the form of a program written in
IBM's Fortran code on a sheet of paper or the same sequence
of characters displayed on a screen, or held on a magnetic disc
or encoded in an executable form in the processing unit of a
computer.

Institutions

Institutions do not reside in space. The University of Oxford,
as Gilbert Ryle famously remarked, does not lie in any denable volume of space, although its physical embodiments (its
members and buildings) are certainly in particular places.
Things in these categories are abstractions, and we are happy with
the idea that they themselves are not `localised', even though they
have localised embodiments. We nd it fairly easy to make the
conceptual split between the thing itself and its physical embodiment: between a number itself and that number of objects or
between the software and its representation or between a University as an institution on the one hand, and the tangible bodies
which form its material substratum on the other hand.

We must make an analogous conceptual split between the mind
on one hand, and its correlate in the tangible brain tissue on the
other. And, having made that conceptual distinction, I wish to
argue that the mind itself is not localised in space | even though
its tangible substratum (the brain) is.
I would emphasise that the analogies I have just made are only
partial. Too much has been made by some authors of the similarity
between the `software-hardware' relationship in computers and the
`mind-brain' relationship in people. To be sure, there is a useful
comparison to be made, but it is not a complete analogy. And I
shall argue later that it is, in some important regards, radically
wrong to suppose the mind to be the same kind of thing as a
computer algorithm.
Nevertheless, I think these analogies are useful for focusing
on the conceptual split that needs to be made between mind and
brain. I have found that many people automatically fuse together
their concepts of mind and brain. For them, the proposition that
the mind cannot be localised | even though the brain obviously
can be | simply does not make sense. I hope that reading this
chapter might make the distinction clear.
In this chapter, I shall oer two broad lines of argument: an
`oensive' line that makes the positive assertion that the mind
cannot be localised and a `defensive' line that attempts to repel
the orthodox claim to identify the mind with something in the
brain. On each line, I shall address what seem to be the principal
counter-arguments.

2.1.1 Physical things must have location

Having a position in space is a necessary characteristic of physical
entities that is fundamental to our concept of them. To say that
something is nowhere is to say that it does not physically exist.
In our everyday idea of the material world, it is clear that every
object has a position in space. The same is true in classical physics
| which we may regard as just a systematic formulation of our
everyday idea of the world, begun by Newton in the seventeenth
century. A view is sometimes expressed, however, that in this
century's radically dierent quantum physics, physical particles
are no longer regarded as having spatial position. This is not so.
In the Copenhagen interpretation of quantum mechanics, the

position of a physical entity is indeterminate, and only the probability distribution of the measured value of its position is determinate. (The portmanteau word \wavicle" has been coined to refer
to entities that may variously be described as waves and particles.)
Consequently, there is in this interpretation of quantum mechanics no such state of aairs as an entity actually having a denite
position in space. Nevertheless, it is still intelligible to predicate
physical position to a physical entity. (Indeed, doing so is a prerequisite for the equations of quantum mechanics.) There is no
contradiction here, for having a quantitive property is logically
distinct from that property's having a denite value. In particular, a body can have the property of position in space without that
position taking on specic coordinates and this is what quantum
mechanics requires. From a mathematical standpoint, the distinction is that between a function and a specic numeric value
to which the function maps. It is a distinction that is habitually
and innocuously glossed over in the argot of mathematicians, but
it is crucial to the correct understanding of quantum mechanics.
There is a possible linguistic objection that might be raised
here. Attributing a property to an entity (in this case, spatial position to physical entities) conventionally entails that the property
is instantiated (in this case, it would mean that each body has a
specic position). Some people might object that it is nonsensical
to attribute a dimension without attributing a value in that dimension. They might illustrate the general point more vividly by
claiming that it is meaningless to say a body is coloured yet has no
specic colour (e.g. that it has only a probability distribution for a
colour measurement). This objection illegitimately limits physics
to the everyday understanding of the physical world. Certainly,
we cannot imagine physical bodies having properties that are not
instantiated, but that does not make it a logical contradiction. In
the formal (and largely mathematical) language of physics, it can
consistently and intelligibly be held that an entity has a dimension
yet no particular value in that dimension.
What follows in this chapter does not, however, hang on which
interpretation of quantum mechanics we adopt, and so I shall
not pursue it further. All that is required for this chapter is the
premiss that spatial position is a necessary attribute of physical
entities.

Physics is not written on tablets of stone. If physicists so
wished, they could extend it so as to encompass entities with no
location. Doing so would, undoubtedly, entail a lot of dicult
ramications, but it would be a legitimate move to make. When I
refer to physics below, however, I just mean physics as the subject
is understood today.

2.1.2 Physicalism says the mind is somewhere

Physicalists hold that what we call `the conscious mind' is really
something entirely physical. If that were so, then it would be
intelligible to predicate position to the mind. So, your mind would
have to be somewhere. I shall argue below that (a) the conscious
mind cannot have any position in space, and (b) this implies that
consciousness is outside the realm of physics. I am assuming that
what we call `the conscious mind' exists | whatever the nature
of it may be. For briefness, I shall refer to the `conscious mind'
simply as the `mind', since I shall not be concerned at all with the
non-conscious mind.

2.1.3 Mind has no physical location
(A `nave' argument)

Consider a brain surgeon examining the exposed brain of a patient who is having an hallucination. No matter in how much
detail the surgeon examines the brain, she is unable to see the
patient's hallucination. The surgeon will see the white and grey
tissue, and the red blood vessels, but the contents of the patient's
hallucination will be inaccessible to her.
Hallucinations can occur in any faculty of sensation: they can
be auditory, tactual, olfactory, gustatory, proprioceptive, or interoceptive. In whichever faculty the hallucination occurs, the
surgeon will be unable to experience the patient's hallucination
merely by inspecting the patient's brain.
I have mentioned hallucinations rst, rather than ordinary perceptions, because they are most obviously inaccessible to the surgeon. In a strict sense, however, the surgeon also cannot observe
the patient's ordinary perceptions. If the patient holds up his
hand in front of his face and sees it (for I am supposing the patient has only a local anaesthetic), then the surgeon cannot see
inside the patient's brain the visual image of the hand that is in

the patient's mind.
Also, the surgeon is unable to experience (other than vicariously) whatever emotions or thoughts the patient may have. If the
patient feels pain as a result of the incision in his head, the surgeon
cannot feel that pain. The most that she can do is to estimate
what the patient is experiencing from the patient's outward behaviour, including what he says or writes down, and from physiological observations, such as pulse and the rapidness of breathing.
We may summarise these remarks by saying that the surgeon
cannot inspect the patient's mind, not even by inspecting that
person's brain.
If the surgeon cannot inspect the patient's mind by inspecting
the brain, then it follows by common sense that the patient's mind
is not inside his brain. Similar considerations will inform us that
the patient's mind is nowhere else inside, or outside, his body.
Therefore the mind does not exist as a physical entity.
The argument that I have given is `nave', in the sense that it
employs everyday terms without precise denitions and it relies on
rules of inference, namely common sense, for which neither formal
justication nor even explicit statement have been given. (I am
following the academic usage of `nave', which has a connotation
of simplicity, not the connotation of stupidity that it sometimes
has in the real world.) It supposes that the reader already knows
expressions such as \the mind", \to experience", and \physical".
I shall defend this argument against common counter-arguments
below.

2.1.4 Inaccessibility of other minds

The perceptions that a person has are inaccessible to other people
in a strict sense of the word \accessible". But there is a loose
sense in which the perceptions can be said to be accessible to
other people: two people could have perceptions that are similar
or identical in appearance, although the perceptions do not have
the same identity.
First, consider the weaker sense in which a person's perceptions
are `loosely' accessible to another person: when the perceptions
are very similar. If the surgeon and patient look up at the ceiling
of the operating theatre, they will have similar visual sensations.
In a loose sense, therefore, one might say that the patient and

the surgeon are seeing the same thing. But, strictly, there will be
slight dierences between their visual images because their eyes
do not occupy the same positions in relation to what they are
looking at. Again, if a sound is made in the room, then they will
hear it slightly dierently because their ears will be in dierent
positions in relation to the source of the sound. Further, if one
person touches something with her hand, then the other cannot
at the same time touch that surface. Similarly, if one person is
tasting an object, then she must do so by bringing its surface into
contact with her tongue while she does so, nobody else can taste
it. In olfaction, the observer's position can aect her perception,
even if only marginally: the closer a person stands to the source of
an odour, the stronger the smell will appear. In general, then, two
observers will perceive a given object dierently if they observe it
at the same time.
The perceived dierences listed above are due to the distance
between the two observer's sense organs. In addition, there may
also be perceived dierences due to the particular acuity of each
observer's sense organs | the focal power of her corneas, the
stiness of her tympanic membranes, the roughness or tenderness
of her skin, and so on.
We might summarise by saying that the surgeon cannot know
precisely what the patient is perceiving merely by observing the
same physical object.
In everyday speech, one would not usually be concerned by
such minor discrepancies. There, one could legitimately, albeit
loosely, say that the surgeon can perceive what the patient perceives. Only when there is a gross discrepancy between the patient's and the surgeon's faculties of perception could one say in
everyday speech that the surgeon cannot perceive what the patient perceives. For instance, this would be so if the surgeon were
colour-blind and the patient not. Nevertheless, the fact that there
is any discrepancy at all entails that the surgeon does not have
access to the patient's perceptions themselves merely by observing
the same object.
Second, consider the stronger sense in which perceptions are,
still loosely speaking, accessible. It might be possible to contrive circumstances so as to ensure that two people would perceive
identically. E.g. if they both put on headphones and listened to

the same pure tone, and they had been selected for having the
same hearing ability (or the sound had been adjusted to compensate for any dierence in hearing ability), then one could say
that they were experiencing the same perception. The two perceptions would be the same in the sense that they appeared the
same to both people, but they would not be the same in the sense
of having the same identity.
The surgeon's perception and the patient's can nonetheless
be distinguished by their being enmeshed in dierent experiential
manifolds. By an `experiential manifold', I mean a collection of
experiences joined by their being co-conscious in a single mind
at the same time and being preceded and followed by particular
experiences that are similarly co-conscious. By `co-conscious', I
mean that the experiences are present to an experiencing subject
at the same time. An experiential manifold could be roughly
described as a `stream of consciousness'. Roughly speaking, the
surgeon's and the patient's perceptions can be distinguished by
their being in dierent streams of consciousness.
In philosophical jargon, what we are addressing here is the
question of `indexicality'. In order for us to talk about instances
of any particular kind of thing (in this case, mental experiences),
we must have criteria of `individuation' and `indexicality': that
is to say, some rule by which we can dierentiate two things of
the same kind. An example of something that cannot be dierentiated would be a number: if I have three pens on my left, and
three pencils on my right, then it is the same number three that
is embodied in both collections | we do not have two dierent
number threes, one for pens and one for pencils. On the other
hand, an example of something that can be dierentiated would
be a pencil: each of my three pencils is distinct from the other two
because it is in a dierent place. The same question then arises
for mental experiences. If an apparatus has been so contrived that
two people have qualitatively identical experiences (such as a pure
tone), can we still tell those experiences apart, or not? In other
words, are experiences like pencils, each one having a separate
existence | or are they like numbers, which can be manifested
many times but have only a single existence? Dipping into jargon
again, the question is: are experiences `particulars' or are they
`universals'? Please be clear that I am referring to the experience

itself rather than the qualities of the experience. Certainly, the
visual and auditory qualities of experiences are universals: a single
tonal quality (such as C-at) may be embodied in any number of
individual experiences. But my claim is that each experience is a
substantive entity in its own right.
Here, you might be tempted to say: surely we can easily tell
the experiences apart by their being located in dierent heads?
Well, they are certainly associated with brains that are in dierent
heads. That on its own, however, does not give us grounds for
telling experiences apart. Think back to my three pens and three
pencils: the number three is manifested in two dierent places,
but there is still only one number three. Maybe the same is true
of experiences: an experience of a pure tone may be manifested
in two heads, yet there may still be only the one experience.
It is, I think, so natural to think of experiences as individual
objects in the mind, that it may require a stretch of the imagination to see why this is even a bona de question. Look at it from
the following standpoint. If you believed that the experience of a
tone is a state of the mind, rather than an object in a mind, then
you may well wish to say that the same experience can be present
in dierent minds. For comparison, consider a trac light, which
may be in one of several states | red green, amber, or ashing
amber. These are states of the light. If two trac lights, on either
side of the junction, are both red, then we would nonetheless say
that there is a single state | namely being red | which occurs in
each light. Likewise, one could argue that an experience is a state
of the mind. As such, the same experience could be present in any
number of minds. I think, however, that this view is mistaken.
An experience is an object, not a state, because it presents itself
to the mind as something concrete and not as an abstraction. In
a trac light, we are given a concrete `object', namely the actual
light that is emitted from each lamp. From that concrete particular, we abstract a universal, namely the state of being red.
Experiences are not the results of abstraction, so they cannot be
states.
Let us return to the question of how to tell identical experiences apart. My answer is this: each experience is enmeshed in a
particular and unique stream of consciousness, and that is what
dierentiates it from qualitatively identical experiences in other

minds. This makes a precise analogy between the role of physical
space in dierentiating identical physical objects and the role of
mental space in dierentiating mental objects. (Furthermore, if
per impossible two streams of consciousness were identical in content then they would really be only one stream. This is precisely
analogous to the proposition that if two physical universes were
identical they would be the same universe.)
What this discussion is for is to justify our common-sense notion that an experience is a `thing' in one's mind, and that it is
private to oneself.
Getting back to the main point, the conclusion is that no physical method that produces similar, or identical, mental sensations
in two people's minds amounts to making one person's perceptions
accessible to the another person.
Finally, a speculative question arises of whether telepathy could
be a physical means by which a person's mind could be made accessible to another. The term \telepathy" is too poorly dened to
allow us to answer that question. \Telepathy" denotes a process
that has been dened only in respect of its result, which is the
transfer of thoughts or images from one mind to another, other
than by a known physical medium. The nature of the process of
telepathy is wholly unknown (if indeed it exists) and therefore we
cannot yet say whether it constitutes the access of a person's mind
by physical means. It is, however, hard to imagine its being such.

2.2 Counter-arguments to the na ve argument

A nave argument has been given to show that the conscious mind
lies outside the realm of physical space. Let us now consider six
counter-arguments that arise.

2.2.1 Do mental sensations exist?

From the view of what is called `nave realism', mental sensations
just do not exist. It follows immediately from this doctrine that
a surgeon inspecting a patient's brain cannot discover any mental
sensations inside it.
Let us rstly consider hallucinations | which the nave realist
simply says do not occur and then ordinary perceptions | which
the nave realist says cannot be analysed into the experience of
mental sensations.

The counter-argument runs thus: when a person hallucinates,
e.g. she hallucinates a blue frog sitting before her, then she does
not experience a visual sensation identical to what she would experience if she were actually seeing such a frog. Instead, the hallucinator merely believes that she sees the hallucinated object. So,
the sentence \I am hallucinating a blue frog on my lap" is supposed to mean \I believe that I am seeing a blue frog on my lap".
The hallucinator is supposed to have no visual mental sensation
of a blue frog.
In fact, it is unavoidably evident to people who have had one
that an hallucination is constituted by the experience of a mental sensation that is, in itself, of the same quality as they would
experience if they were to observe the hallucinated thing in the
ordinary way.
Furthermore, the counter-argument disagrees with the overt
behaviour of the hallucinator. It is quite possible for her to realise
that her visual mental sensation is an hallucination, and to say so.
After all, this is just what happens in lucid dreaming. She could
say, in our example, \I seem to be seeing a blue frog sitting on my
lap. I believe that it is an hallucination because I am convinced
that frogs are not blue. Therefore, I do not believe that I am
seeing an actual frog."
There is a quite dierent kind of situation in which the theory
of the nave realist is applicable | in which one misconstrues
something that is glimpsed briey or seen in weak light. If I am
shown an image of an object displayed for less than a second on
a screen, then I might think that I saw something quite dierent
from what I actually saw. If a video screen displays very quickly a
blue car then I might think I saw a blue frog and truthfully say, \I
believe that I saw a blue frog". But that is not an hallucination.
Again, if I am looking at a piece of rope in a dark room, then I
might think that I could see it move and infer that it is a snake
then I might truthfully say, \I believe that I can see the object
before me moving sinuously, and I therefore believe that I am
seeing a snake". But that is not an hallucination, either. In both
cases, there is a visual perception that indubitably exists, and
there is also a supposed cause of the perception (a frog in one
case, or a snake in the other) that did not really exist.
Let us now leave hallucinations and turn to normal perception.

When I see the top of my desk, the philosophers of the `nave
realist' school deny that I experience a visual sensation of a brown
colour and a roughly parallelepiped shape. They insist that all
that I can say about my perception is something like, \I see a
desk". But an elementary knowledge of the physiology of vision
tells us that is not the whole story. When I see things in the
ordinary way, I do so by virtue of light entering my eyeballs and
striking the retinae, thereby causing electrical signals to travel into
my brain. The neural impulses leaving the eye need not, however,
have been triggered by light falling on the retina, but could have
been generated articially by electrodes applied to the optic nerve.
Therefore, when I seem to see a desk, it is not a logical necessity
that I am actually seeing a desk. It is, rather, a logical possibility
that my optic nerve is being stimulated so as to reproduce those
signals that seeing a desk would produce. Therefore, when I see
a desk, there is indeed something more to be said than, \I see a
desk". It is the condition normally referred to as \experiencing a
visual image of a desk", and this condition is common to both my
actually seeing a desk and my seeming to see a desk owing to the
electrical stimulation of my optic nerves.
Obviously, the same considerations apply to the other specialised sense organs | the ears, the nose, and the tongue. For
each organ, you could nd the nerve that carries signals to the
brain, and electrically stimulate it so as to create mental sensations identical to those that would be produced by the normal
use of the organs. Equally, though, the skin senses, the proprioceptive senses, and the interoceptive senses, all furnish the brain
with information through nerve bres of the same sort. Hence
sensory impressions in all faculties can be created by electrically
stimulating the associated nerve bres.
The fact that there is something in common between the normal stimulation of a sensory faculty and its articial stimulation
entails that an ordinary perception (such as seeing a desk or hearing a whistle) is not an atomic event. It must be possible to analyse it into components, namely the component that is specic to
normal stimulation and the component that is in common with
the articial stimulation. This refutes the `common-sense philosophy' doctrine that the act of perceiving is atomic and cannot
comprise distinct acts, such as the act of experiencing a mental

sensation.
There is a variant of the `nave realism' that defeats that position by referring to the use of language. This `natural language'
school maintains that when people use any terms that denote
mental entities, they simply are not referring to anything. This
is usually argued by induction as follows. The proponents draw
attention to colloquial phrases in which mental terms obviously
have no reference, such as: \I was in two minds whether to go" \I
changed my mind" \I ew o my handle" \He has a chip on his
shoulder" \I have half a mind to go shing". From the existence
of these phrases, they induce that the terms in any phrase that
describes a mental fact do not actually refer to anything. Just as
the term \handle" in the phrase \I ew o my handle" does not
refer to any thing, the proponents say, so the term \pain" in \I
feel a pain in my leg" does not refer to anything.
A simple experiment can serve to show that mental terms do
refer to some thing, whatever may be the nature of that thing. I
hold my index nger in front of my face and focus my eyes on it. I
can clearly see my nger | and, I assert, there is a corresponding
visual image of my nger in my mind. I now focus my eyes on a
wall a few yards away, and I nd that what I call a `visual image
of my nger' has increased in number from one to two. I do not
believe there can be any reasonable doubt that there are now two
of these images: it is really quite clear and evident. Moreover,
this is an experiment that anyone can reproduce if they have two
working eyeballs and a nger. Whatever may be the nature of the
thing that has been increased from one to two, it is conventional
to call it a `mental visual image of my nger'.
Two objections may be raised at this point.

Mistaken belief

First, there is the philosophical doctrine that I have the mistaken belief that I am seeing two ngers. (This is like the
doctrine that an hallucinator does not really see an hallucination, but merely thinks she does.) No time need be spent
considering this. I know perfectly well that I am seeing only
one physical nger, even though it is manifest to me that I have
in my mental visual eld two images of my nger.

Superimposed images

Second, it could be argued that there were always two mental images of my nger, even when my eyes were focused on
the nger, but that the two images were so closely superimposed that they were indistinguishable. One can certainly see
a physiological inspiration for that interpretation, since each
eye would have a slightly dierent view of the nger, although
the dierences could be too slight to be perceptible. It would
seem, however, that the normal concept of a mental visual
image excludes the possibility of two distinct images being indistinguishable and superimposed. (One might as well say that
there are ten identical images superimposed.) The objection
feeds on an ambiguity about what counts as a visual image. To
remove that ambiguity, however, I could say that by a `mental
visual image' I mean contiguous area of the visual space that
constitutes the image. When my eyes are focused on my nger, there is only one contiguous area of my visual space that
constitutes an image of my nger so, with the term dened as
above, there is only one mental visual image of my nger when
both of my eyes are focused on it.
The fact that the number of these images of my nger was observed to increase from one to two proves that the term `mental
visual image' does refer to something. For if there were no referent, then it would be impossible for me to observe an increase in
the number of the referents. What the nature of the referent is, is
of course a matter of contention | and, in particular, whether the
mental image is reducible to a physical system inside the brain.
All other perceptions are countable, and can be observed to
vary in number: one can feel one pain (in the left leg), or two pains
(one in each leg), or three pains (one in the arm as well), and so on.
The observed enumerability of sensations proves that terms which
denote sensations do refer to something. In some circumstances,
we could even use observable enumerability to dene what mental
terms refer to. For instance, in the experiment described above,
I could dene `mental visual image of my nger' as whatever it
is that I observed to increase in number from one to two when I
focused my eyes on the far wall.

2.2.2 Brain and mind as two `aspects'
Some people say that a person's mind and brain are not two distinct things but two aspects of a single thing. What do we mean
by `aspect'? Well, there are dierent kinds of aspect of physical objects. Consider, say, a sheet of paper: the two sides are
dierent aspects or consider any material body: the weight and
volume are dierent aspects. There is nothing odd about physical
objects' having these dierent aspects. Here, \aspect" seems to
mean \one of a cohesive assembly of attributes". If we were to
regard the conscious experiences in a mind as one more aspect of
the associated brain, on a par with the mass and volume of the
brain, then we would cease to think of the existence of mind as
odd.
The `aspect' theory of consciousness has been made more attractive by the introduction into modern physics of increasing
numbers of physical qualities that lie beyond the limits of human perception. We are used to thinking of the ordinary qualities
of tangible bodies, such as mass, volume, and temperature, because they relate simply to what we can see and feel of those
things. Theoretical physicists have added to them, however, abstract properties such as magnetic strength and susceptibility, and
electrical conductivity. They are less easily conceived of because
they relate to our sense only indirectly, through the perceptible
output of measuring instruments. For instance, I can see the dial
of a voltmeter even though I cannot see the volts. Nevertheless,
we can still think of them through the medium of analogy, e.g. regarding electrical current as a ow of electrons like a ow of tiny
balls. Since the discovery of sub-atomic particles, however, abstract qualities have been attributed to physical matter that can
be conceived of only through the medium of mathematics. The
sub-atomic qualities of spin, charm, strangeness and so on are unimaginable to us because they are quite unlike any of the concepts
that we need for everyday interactions with the external world.
Now, having accepted that matter possesses esoteric properties,
which we cannot imagine, people seem more willing to accept as a
possibility that matter possesses the property of being conscious,
despite their being unable to imagine consciousness as a property
of matter.

We might say that its being unimaginable is no longer held as
a reason for disbelieving the existence of this or that quality of
matter.
Nevertheless, consciousness is crucially unlike all the recognised qualities of matter. All the aspects of a physical object have
an identical spatial correlation: they are all in the same place.
The two sides of a sheet of paper are in immediate proximity,
and the mass, volume, and temperature of any body are spatially
coextensive. (As an illustrative thought-experiment, consider the
mass and volume of my coee mug: suppose, for a moment, that
per impossible they had dierent spatial positions. The visible
surface of the mug, which reveals where its volume is, would oat
around in the air, lighter than any particle of dust | whereas
the invisible mass of the mug would remain on table until it got
knocked o. One would simply say that they were two distinct
objects, not two aspects of one object. In order for the mass and
volume to be regarded as two aspects of one coee mug, they must
always be in the same place as each another.)
In contrast, the conscious experience of a mind and the outward appearance of a brain are not spatially correlated. This,
indeed, is the point of the nave argument given above: when one
looks inside a person's brain, one observes the brain but not the
associated mental sensations. Hence the mind cannot be regarded
as another `aspect' of the brain just as the mass and volume of
the brain are dierent aspects of it.
Could consciousness be an aspect of the cerebral material in a
peculiar sense of the word \aspect" | a sense that does not entail
spatial coextension? No, it could not. To say that the mind is an
aspect of the brain that is not spatially coextensive with the other
aspects of the brain, is merely to say that the neural and mental
processes are correlated. That is not a solution to the mind-brain
problem, but a re-statement of it. The problem is that neural and
mental processes are correlated, and we do not know why. To say
that these processes are correlated because they are correlated is
vacuous.

2.2.3 Brain and mind as two `forms'

A variant of the `two aspects' argument is the `two forms' argument. It says that a person's mental sensations are indeed present

in the brain, but in a form dierent from that in which they appear
in the person's mind.
An immediate diculty with this is that it is not clear in what
sense the mind is supposed to be in two forms at the same time.
Certainly, a thing can simultaneously possess dierent `relational
forms', by which I mean forms that are constituted by relations
with other things. For example, Gulliver had the form of a giant
in relation to Lilliputians but the form of a dwarf in relation to
Brobdingnagians. Or a thing can simultaneously possess dierent
`interpretative forms', by which I mean forms that are constituted
by an interpretation. For example, there are specially composed
drawings, such as the rabbit/duck head, which can be interpreted
as a drawing of either of two dierent things: one might say that
the drawing has the form of a duck head and the form of a rabbit
at the same time. So, in some unexplained way, a person's brain
tissue is supposed to be, or contain, his mental sensations in a
form dierent from that in which that person himself experiences
them.
In whatever sense we understand it, we can examine this counterargument by considering whether a mental sensation could ever
be in another form.
Suppose a colour, say blue, occurs in the patient's hallucination. We are asked to believe that that colour is present in the
brain in another form, namely the form of electrochemical signals
transmitted between neurons. But in what sense can a colour be
`in another form'? If this being `in another form' involves being another colour, or being colourless, then the blue itself is not
really present. There might be something in the brain representing the colour sensation of blue, but that is not the same thing as
being the colour sensation itself. For example, a certain pattern
of electrochemical signals might occur in the patient's nerve cells
whenever the patient sees or hallucinates that blue, but that pattern of signals is not the blue `in another form'. Not the pattern
of signals, nor the signals themselves, nor even the nerve bres,
are blue. Hence the sensation of blue is simply not present in the
brain.
These remarks apply to any other mental sensation, whether it
be an hallucination or a normal perception, and in whichever faculty it is | whether it is exteroceptive such as colour, or proprio-

ceptive such as limb position, or enteroceptive such as a headache.
A sensation cannot be inside the brain `in another form' because form is of the essence of a sensation. The essential quality
of a colour sensation of blue is the blueness itself.
The point might seem more familiar if we note that it is not
a peculiarity of mental sensations that form is of their essence.
The same is true of, say, geometric gures. If I take four pencils
and arrange them in the form of a cross, and shortly afterwards
rearrange them in the form of a square, then a philosopher might
be tempted to say that there is still a cross present in this second
arrangement of the pencils, albeit `in a dierent form'. That,
however, would be silly. It is quite plain that the cross is not
actually present in the group of pencils when they are in the form
of a square. This is because the form of the cross is of its essence,
and the cross cannot be present `in another form'.
In contrast, the bits of the tree whence the wood in the pencils came is present `in another form' in each arrangement of the
pencils. This is because form is not of the essence of wood. (At
least, as far as everyday life is concerned.)
To remove a possible ambiguity, it must be noted that we are
considering the claim that the mind is literally in the brain, rather
than guratively. One could certainly say that the mind is in the
brain in a gurative sense, if there were (as presumably there must
be) neural representations of at least some mental sensations. As
an illustration of such a gurative sense, one may say, \My grandmother is in this photograph album". One would be incorrectly
imposing a literal interpretation if one thought the grandmother
had been crushed at and her remains inserted between the leaves
of the album. In a similar way (I shall contend), it would be factually incorrect to read the sentence \A sensation of the colour blue
is in the brain" to mean that the sensation was actually located
beneath the cranium. The only supportable interpretation would
be that the neural signals representing the colour sensation were
inside the brain.
To conclude, we may say that the mind cannot literally be
in the brain `in another form', because form is of the essence of
mental sensations.

2.2.4 Brain and mind as two `modes'
(The `cerebroscope argument')
Some philosophers would say that the surgeon and the patient
observe the patient's brain in dierent ways or modes, and that
that is why the same brain appears dierently to them. In one
mode of observing, the hallucination appears to be constituted by
sensory mental images, whereas in the other mode of observing, it
appears to be made of electrical signals in nerve bres. The patient
normally employs the rst mode, whereas the surgeon employs the
second mode.
(The patient is also able to employ the second mode too. The
surgeon's technicians might provide a closed-circuit television so
that the patient could observed the surgical operation being performed on his own brain. The patient is thus in a privileged
position of having two modes in which to observe his brain.)
An analogy, on this view, is that such things as bacteria and
radio waves are undetectable by human sense organs but can be
viewed through special instruments, such as a microscope and an
oscilloscope, respectively. We may say that bacteria and radio
waves are discernible only in special modes of observation. One
could frame an argument against the physical presence of radio
waves that is supercially similar to my argument against the
physical presence of mind. Thus: \If an electrical engineer opens
up a transistor radio, then no matter how carefully she inspects
the circuitry she will not see any radio waves. Therefore, by common sense, radio waves do not exist in the physical universe."
This possible argument would be invalid because perceptual form
is not of the essence of a radio wave | in fact, a radio wave does
not have any perceptual form at all. Therefore, to prove that a
radio wave is passing through the radio receiver, it is sucient for
the engineer to observe the eect that the radio wave has on the
display of a measuring instrument. In contrast, to prove that a
colour sensation of blue is in the brain, one would have to see that
blue sensation in the brain tissue. Of course, one does not see it
there.
To examine this idea further, let us consider a hypothetical
instrument that allows us to experience the sensations that another person is experiencing, somewhat as an oscilloscope allows

us to view a radio wave. If wires were to be attached in a certain
manner between the patient's brain and the surgeon's brain, then
it might be possible for the surgeon to experience an hallucination
identical to the patient's. As far as I know, this has never been
achieved, but in principle it should be possible to transmit the
electric pulses from the nerve cells in the patient's brain into the
corresponding parts of the surgeon's brain. Using Wittgenstein's
terminology, let us call this instrument a `cerebroscope'.
It might then be suggested that the sensation of blue does
indeed occur inside the patient's head but that it can be seen
only through a special apparatus | the `special apparatus' being
the electrodes, wires, and circuitry making up the cerebroscope.
There are two ways in which we could conceive of this process,
according to whether or not mental sensations are supposed to
be be transferred between minds. This distinction is like that
between a microscope and an oscilloscope. In a microscope, light
passes from the bacterium through several magnifying lenses and
into the eye of the microscopist, who literally sees the bacterium.
In contrast, an oscilloscope produces a pattern of light on a screen,
and this pattern (e.g. a sinusoidal wave) represents mathematical
properties of the radio wave hence the oscilloscopist does not
literally see the radio wave.
First, then, it might be thought that the patient's experience of
the sensation of blue travels up the wires and through the cerebroscope into the surgeon's brain.
This conception is wrong because what is transmitted across
the wires is not blue: an electrical signal is transmitted from the
one brain to the other, which signal is colourless and therefore not
blue. From the transmitted signal, a blue sensation is triggered in
the surgeon's mind which, if the cerebroscope functions correctly,
matches the sensation experienced by the patient.
As an illustrative example, consider the broadcasting of a colour television picture. A blue image may be seen when one looks
at the television screen, but it would be absurd to say that the
blue image was inside the aerial or travelling invisibly from the
transmitting mast to the receiving aerial. `Invisible blue' is a contradiction in terms. In a similar way, it is incorrect to say that
the blue sensation experienced by the patient can be transmitted
through the wires into the surgeon's head.

In the second conception of the cerebroscopic mechanism, one
admits that the patient's mind is conned to his brain and that
bits of it cannot travel up the wires of the apparatus. Can we
nonetheless say that the cerebroscope is a means of observing
the patient's mind? We cannot, because what is observed by
means of the cerebroscope is the ring of neurons in the patient's
brain: those electrical impulses causally determine the signals that
will pass through the cerebroscope and thereby determine what
sensations the device generates in the surgeon's mind. There is no
room in this process for the patient's mind to exert any inuence.
So, there is nothing in this process that could justify the assertion
that the patient's mind is being observed.
The cerebroscope thus turns out to be a machine for observing
brains | not a machine for observing minds, as had proposed
initially.
In conclusion: the surgeon cannot observe the patients' mind
the patient alone has access to his own mind.

2.2.5 Mind as an abstraction of brain

Another popular counter-argument is that the mind is an abstraction and can therefore be present in a patient's brain without being
visible to a surgeon who is examining that brain.
Analogies like the following might be given. One could correctly say that a pocket calculator can compute and, when it is
given a calculation to do, then it briey possesses the property of
computing. Yet, if one were to dissect the calculator and examine
the silicon chips, one would not nd any part or substance that is
actually the computation. This is obvious, and we can explain it
by saying that computation is an abstraction. And it would be absurd to conclude that this computation is non-physical by arguing,
\The computation does not have a physical location, therefore it
is not physical". We would reject that argument because we know
that the calculator's computation is dened entirely by reference
to physical processes, namely electrical currents and potentials.
The computation is indeed located within the plastic casing of
the calculator, in so far as it is dened by the behaviour of the
circuitry and cannot be manifested at any distance outside the
device. We are not troubled by our inability to observe the computation in a dissected calculator nor by that quality's residing

in the circuitry as a whole as opposed to a particular part of it.
By analogy with these reections about the property of computing in a pocket calculator, one might try to argue thus about
the property of being conscious in a brain: \Consciousness is an
abstract property that resides in the brain as a whole. We know
it is physical because it is dened entirely by reference to electrochemical nerve signals passing in and out of the brain. Roughly
speaking, the brain's being conscious consists in its responding to
incoming nerve signals. Consciousness is just a particular form of
responsiveness."
I can imagine a world in which my mental sensations occur
as they do now, but in which my brain is completely inert. Indeed, if I knew nothing of biology, then I simply would not know
that there were any brain processes. Therefore, the occurrence
of my mental sensations is logically independent of any physiological process in my head. I mean, the occurrence of my mental
life does not automatically imply, as in a tautology, that I have
any neural life. This contrasts with the `computational life' of
my pocket calculator. If I say, \The calculator has just computed
the square root of 125.7, but it was switched o at the time and
no electric current passed through its circuitry", then I would be
contradicting myself. The occurrence of a computation in this
gadget implies the occurrence of the corresponding electric currents in the circuits. The calculation is just an abstract way of
describing all the billions of electrons whizzing around the silicon
chips. If my mind were such abstraction, then it would be unintelligible to say that I could have mental sensations whilst my brain
is inert. We know that the mind is not an abstraction of neural
activity simply because it is not a self-contradiction to postulate
a mental sensation occurring without any neural activity.
Moreover, the idea that the mind is an abstraction is plausible
only for other people's minds. Since I cannot access your mind
or anyone else's mind, I could regard your mind as an abstraction
from your brain's electrical activity. (Just as I correctly regard
my pocket calculator's computations as an abstraction from its
electrical activity.) In doing so, however, I would be presuming a
fundamental dierence of nature between my mind and your mind.
For, I know that my mind is not an abstraction, whereas I would
be assuming that yours is. Although that presumption cannot be

ruled out, it is plainly at odds with the essential similarity between
our respective brains. Here we are faced with the classic problem
of solipsism. It is possible that I am the only mind in existence
but if that were so, then there would be no sense in my trying
to communicate with the reader. I therefore adopt the working
assumption that at least the reader is conscious.
What is it like to be a philosopher who thinks his mind is an
abstraction? One possibility is that such people are permanent
somnambulists, and that their brains never attain consciousness.
Julian Jaynes, in his book The Origin of Consciousness in
the Breakdown of the Bicameral Brain, postulated that
early humans were semi-somnambulistic, and he presents some
sketchy evidence from early writings to support his thesis. These
primitive folk, Jaynes supposes, had no conscious experience of
volition, although he is vague on whether they had conscious perception. Could it be that there are classes of people in whom
consciousness is simply not switched on, even though they are
outwardly normal? In the modern argot of consciousness studies
in academia, the term \zombie" is used to describe such a hypothetical person. There is often speculation in the coee breaks
at conferences, perhaps only light-hearted, that a certain eminent
philosopher of the physicalist school (whom I shall not name) is
a zombie.
In conclusion: First, my mind is not an abstraction of my
neural activity because I am aware of the contents of mind independently of my knowledge of my neural activity. Second, it is not
credible that other people's minds are abstractions, since human
brains seem to have no relevant dierences which could indicate
that only one brain in the world (one's own) is conscious.

2.2.6 Is the mind informational?

The sixth, and nal counter-argument is that consciousness somehow emerges from the brain's manipulation of symbolic information. Typical positions in this camp are very vague, but claims
of the following sort would not be out of place: the occurrence of
any given mental event consists in the processing of a particular
piece of information within the brain tissue
But what is `information'? Information consists in the arrangement of things in such a way they imply facts about the

world and can aect the behaviour of agents. (The `agents' may
be people, animals, or machines.)
If I press the button labelled \BBC-1" on my television set,
then I am conveying the information that I wish to watch that
channel. The television set will process that information by switching its circuits to pick up that wavelength. That is what `information processing' really amounts to: switching. All of the brain's
information processing amounts to the same sort of thing (i.e. carrying signals from one place to another, and switching circuits on
and o), done lots of times very quickly. Viewed in this way, it is
not at all mysterious.
My television set processes information, yet nobody believes
it to be conscious by virtue of that fact. Therefore, information
processing does not constitute consciousness. The usual rejoinder
is that the complexity of the brain's information processing makes
the process conscious. Conscious experience is supposed to be an
`emergent' property of this unimaginable complexity.
And what is `complexity'? The processing of information is
complex if it has lots of switching, linked together in a way that
cannot easily by summarised. To say that the brain becomes conscious because its switches reach some threshold of interconnection
is not an explanation of consciousness at all, for it involves no explanatory principle. Being conscious is qualitatively dierent from
being non-conscious, whereas complexity is quantitively dierent
from simplicity. The structure of complex information processing
is built up exclusively from simple units. Consciousness does not
enter as a term in the building up of complexity. So, if complex
information processing were conscious, then it could only be because simple processing is too. But that would entail the absurd
conclusion that my television is conscious just because it processes
the information given by the \BBC-1" button.
Moreover, the brain routinely carries out vastly complicated
calculations that are not conscious. Consider catching a ball. If
the handling of complex masses of data were constitutive of consciousness, then we could never perform any subtle movements
without deliberating upon their details. In fact, the accomplishment of hard physical feats in, say, athletics, is better without too
much consciousness. A good runner does not deliberate upon his
steps when she runs.

I shall discuss further the misguided identication of minds
with computer software in another section below.

2.3 Spatial location of mental things

So far, we have carried out a brief exploration of a nave, commonsense argument against the claim that the mind is literally inside
the brain. Now, I want to look more closely at the very idea that
the mind can be located anywhere in physical space. This is a
key component in our intuition that we are, or are in, our bodies.
It also features in some eld theories of mind, such as those of
Rupert Sheldrake.

2.3.1 Mental states in overt actions

First, let us dispose of an idea put forward by philosophers of the
`behaviourist' school. Their theory identied mental states with
the overt behaviour that is associated with those mental states.
They would say that my pain upon pricking my nger with a
needle lay in the set of muscles involved in expressing my pain |
the facial muscles involved in grimacing and the skeletal muscles
involved in moving my arm. That is patently false, for I could
force myself to refrain from grimacing and moving my arm but
still feel the pain. Conversely, I could on another occasion grimace
and move my arm without feeling any pain. Therefore, it is clear
that my pain is in no sense in my overt expression of pain. If the
pain is to be regarded as having some location in space, then that
location can only be in the brain or in the sensory organs that
detect the pain.
There are many versions of the original behaviourist philosophy. Their adherents claim that the elementary criticism that I
have just described addresses only the original form of behaviourism. In fact, I would say that it addresses the underlying concept
of it.
The behaviourists' motive for identifying mental states with
overt behaviour was to base the theory of mind on publicly veriable observation, as opposed to private introspection. At the
time, the latter was more prevalent. But they erred in focusing their attention exclusively on other people. Whereas one can
have no direct knowledge of another person's mind, and one could
therefore navely try to identify another person's supposed men-

tal states with his external acts, one nevertheless does have direct
knowledge of one's own mind. And one's own mental states clearly
cannot be identied with one's actions. So, unless the behaviourists spent their lives in a permanent state of somnambulism, they
could never have coherently applied their theory to themselves.
The behaviourists also erred in thinking they could found a philosophy of mind without any regard to neuropsychology. We might
attribute this to the quaint belief that philosophy can progress
without hard science as a starting point (a view often held by
philosophers trained in arts subjects).

2.3.2 Intuitive sense of mental location

Irrespective of one's philosophical beliefs about the nature of mind
and whether or not it resides in space, one normally has a compelling intuition that one's mind is inside one's body. This intuition
is especially vivid with exteroceptions. If I drop a pile of books
on my foot, then it appears that the pain produced by the impact
is in my foot. Since that pain is obviously part of my mind, it
seems that I must conclude that part of my mind is in my foot.
If that were so, then at least some of my mind would have a
denite physical location, and it would possess its position in a
straightforward literal sense.
We do not have as strong intuitive beliefs about where our
emotions and thoughts are. When I experience happiness, then
the sensation of happiness does not appear to be located in any
specic part of my body, although it does appear to be in my
physical person as opposed to being, say, ve yards in front of me.
Memories of exteroceptions, when they are recalled, seem to
be in the part of the body where they originally happened but
they do not seem as rmly bound to their position as original
sensations do. For instance, some days ago I cut my nger on
a piece of glass. When I recall the vivid memory of the acute
pain that I had felt in my nger, then that memory impression
seems to be in my nger too. I might say, \I recall the pain in my
nger", just as I would have said at the time, \I feel the pain in
my nger". In fact, my subjective impression is that my memory
of the nger pain is oating within a radius of an inch or two
of my nger: it lacks the precision of place that an actual pain
normally possesses. Not all pain has precision of place, though:

when I have toothache, I may nd it dicult to discern in which
tooth the ache is lying, or even whether it is in my upper jaw
or lower jaw. The ache may be construed as oating in the space
occupied by the entire set of teeth. It is interesting that the spatial
region on which a perception is construed need not coincide with
a contiguous volume of body. An ache in the incisors may be
construed as lying anywhere in the upper or lower incisors.
In an attempt to dispel the intuition that exteroceptive mental
sensations have physical locations, let us consider more carefully
the senses in which any mental entity may be said to be in a
particular place.

2.3.3 Location by association

A mental entity may be said to be `in' a part of the body in the
gurative sense that its occurrence is associated with a particular
condition of that part of the body. \The pain in my foot" (which
resulted from my clumsily dropping a pile of heavy art books on
it) is a gurative expression for a pain that is associated with the
triggering of pressure-sensitive nerve cells in the skin of my foot.
When I dropped the books on my foot, the pain was not literally
in my foot. Similarly, \the ache in my stomach" is a gurative
expression for a pain that is associated with a dyspeptic condition
of the stomach. Stomach ache is not literally in one's stomach.
An amputee may experience pain in what is called a `phantom
limb'. The severed nerve bres leading from, say, his foot may
send signals to his brain where they are interpreted as a pain in
the foot | as if the foot had not been amputated. In such cases,
it is quite obvious that the pain does not lie in the site in which
it is construed to lie.
This gurative use of the preposition \in" is not normally employed with objects outside the body because there is never any
suciently close association between a mental sensation and the
condition of an extra-corporal object. (We cannot exclude the
possibility of that happening in the future, and we shall return to
this possibility below.)
Only sensations of certain sorts are commonly said to be `in'
the tissue where the nerve endings are situated. These are chiey
the sensations produced by the tactual nerve endings that are
distributed around the surface of the body, and the proprioceptive

and interoceptive nerve endings within the body. For the sake of
illustration, let us briey survey the other sensory modes.

Location of smell and taste perceptions

Location exists in gustation. When one tastes something, the sensation of taste appears to be on the tongue. It also exists, though
perhaps less strongly, with olfaction. Smells appear to be in the
nose if they appear to be anywhere. Paradoxically, a large part of
what is perceived as taste on the tongue is actually detected by the
olfactory nerve endings in the nose, and imaginatively projected
onto the tongue.

Location of visual perceptions

The eyes are unusual in so far as the stimuli that are registered
on the retinae are normally construed by the mind as occurring
some distance away from the eyeball. When the stimuli are rays
of light, this mental construction is consistent with the physical
circumstances. If an optical image is formed on my retina then I
construe my mental image (the colour and form) as residing in the
space in front of me. This automatic construction can be tricked.
Sometimes, dead cells become detached from the retina and oat
downwards through the uid that lls the eye. Ophthalmologists
appropriately call them \oaters". Although transparent, they
are of a dierent density from the supporting liquid and their
refraction of light consequently forms images on the retina. On
the basis of those images, the mind construes the cells as particles
oating in the air in front of the eyes. A child might reach out
and try to catch the oaters by reaching out with her hand and
grasping at where they seem to be in front of her.
There is an exception to the brain's normal process of interpreting retinal signals by projecting then into the three-dimensional space in front of the eyes. If one presses one's eye gently with a
nger, then a dark area with a bright periphery would appear on
the opposite side of the visual eld. This phosphene is construed
as lying in the eye, not in the external space. It is likely that this
internal construction is due to two cues: that the shape does not
look at all like a material object, and that the subject knows it is
produced by poking the eye.
The pressure of the nger stimulates the retinal cells that are

axed to the inner surface the eye wall, directly beneath the nger. navely, one might expect the resulting phosphene to coincide
with the perceived location of the nger in the visual eld. But, in
fact, it appears on the opposite side. I mean, if I were to poke the
right side of my eye, then I would see my nger on the right margin
of the visual eld, but see the phosphene on the left margin. The
reason is that whenever the eye's lens produces an image from incoming light, it is reversed vertically and horizontally. The brain
compensates for this optical phenomenon by performing the opposite vertical and horizontal reversals when construing the visual
perceptions in three-dimensional space. So, automatically, it also
reverses the signals generated by poking the eye. It is curious that
the topological relationship between the perceptual eld and the
corresponding sensory nerve cells that are arrayed over the body's
surface (including the retinae) is discontinuous at the edge of the
visual eld.
So strong is the habit of projecting visual images into threedimensional space that we may nd it dicult to think of the
visual mental sensations at all | at least initially. When I look
at my desk, I normally construe my sensations as lying on the
surface of a solid desk in three-dimensional space. I do not think
of them as forming a roughly parallelepiped brown patch in my
visual eld. Some people tend to be bewildered by the expression
\visual mental image" | or, if they belong to the `nave realist'
school of philosophy, to deny that visual mental sensations exist.
In learning to sketch with pencil and paper an art class, however,
one's attention is drawn away from the physical object upon which
one gazes, and toward the visual image that it produces in one's
mind. Instead of construing her perception of a desk as a solid
desk, the artist learns to construe it as a form in a two-dimensional
space, which is isomorphic to the patterns she seeks to draw on
the paper.
There is a nice illustration of the mind's ability to project
visual experiences into non-existent space, in `virtual reality' machines. Machines exist that can simulate the surfaces of threedimensional objects in an electronic computer, and display synthesised images of the objects on a screen strapped in front of a
subject's eyes the subject wears gloves that are sensitive to the
movement of the ngers and wrists | and the computer translates

those movements into motions of a simulated glove inside the simulated three-dimensional world. In this way, the observer is given
the illusion that she is moving objects in a virtual space. It is a
rather weak illusion in present systems that you nd in amusement arcades, as the simulated objects lack any inertia, and no
resistance to pressure is conveyed back to the hands. Nevertheless, the mind does construe the visual perceptions as lying in the
virtual three-dimensional space.

Location of auditory perceptions

The mental construal of the location of sounds is more variable
than that of the location of other exteroceptions. Where a sound
appears to be depends on diverse cues, not only auditory. If you
do not know what is making the sound, then it seems to oat in
the air. Consider a room full of telephones: one is ringing, but you
do not know which one. The mind does not readily construe the
sound as being located in the telephone that is actually ringing.
It seems to hover over all the telephones. If, however, you could
discover which telephone is making the noise, then you would
construe the sound as lying in the volume of space bound by that
telephone's body. For instance, if the ringing telephone ashed a
light, then you could see where the sound was.
Unless a sound is very loud, the stimulus that produces the
mental sensation of sound is not construed as being located inside
the ear. A very loud noise, though, can create discomfort or pain,
and is then construed as being in the ear with the pain.

Construed external location

Visual and auditory qualities' being construed as lying in the space
outside one's body leads people to believe these qualities are really
`out there'. For instance, one might believe that the cover of Wittgenstein's Blue Book is actually blue, and not merely construed
to be blue. That is to say, that the blueness is actually sitting
there in the substance of the book's cover in a three-dimensional
space. This belief can trivially be refuted at night by switching o
the light and looking at the book in the darkness. It is immediately apparent that there is no blueness there. Ergo the blueness
is not an inherent quality of the book's cover, but a quality lying
in the mind and mentally construed as lying on the surface of the

cover.

Construed internal location

So much for perceptions construed outside the body. Now, let
us return to those construed inside it, for they are closer to the
question of whether the mind can be located in space. Let us
examine the limits of proper usage of the proposition \in" as it is
applied to interoceptions.
Consider these two supercially similar sentences: \I have a
coin in my pocket" and \I have a pain in my stomach". Each of
them is grammatically and idiomatically correct, and it is clear
how they should be understood. But the sentence \I have a pain
in my pocket", although it is grammatical, is not in a recognised
idiomatic form, and its intended meaning is unknown. The sense
in which a pain can be located is dierent from the sense in which
something can be located in a pocket. The word \pain" allows
one sense of location, and the word \pocket" allows another. The
sentence \I have a pain in my pocket" conveys no sensible meaning
because the terms \a pain" and \my pocket" cannot be related
by the preposition \in" in any sensible way.
One is tempted to say that the oending sentence ("I have a
pain in my pocket") is meaningless because the preposition \in"
is bearing two dierent senses of location | the literal sense of
physical location and the gurative sense of mental location. Unfortunately, that simple objection will not suce. In zeugmatic
sentence constructions, a word may legitimately bear two distinct
meanings. For example, in the sentence \I have a coin and a
pain in my stomach", the preposition \in" carries both senses of
location. In fact, it is doing the work of two prepositions. The
proposition that the sentence expresses would be clearer if it were
re-worded as \I have a coin in my stomach, and I also have a pain
in my stomach".
Also, one might be tempted to say that the sentence \I have
a pain in my pocket" is meaningless simply because the pocket is
not part of the body. Two criticisms can be made of that line of
argument.
First, a problem of essentially the same sort arises if a pain is
claimed in a part of the body where it does not naturally occur.
For example, we can discern no sensible meaning in the sentence,

\I have nausea in my nger", even though the nger is a sensitive
part of the body. I cannot imagine having nausea in my nger any
more than I can imagine having nausea in my pocket. Moreover,
we could conceive of someone claiming to have a pain in a part of
the body that is devoid of nerve bres, such as the nails or hair.
If someone were to claim to feel a sharp pain whenever a hair
strand is cut (and if it is understood that the pain is construed as
being in the strand itself and not caused in the root of the hair
owing to the strand's being tugged), then we could not imagine
what sensation the person is trying to convey. Hence we could
not discern any sensible meaning in her claim.
Second, it is possible in principle to create articial sense organs located outside the body. For the sake of illustration, we
might speculate on `transducer gloves'. A glove could be made
which was capable of working thus: registering some external
quantity, such as temperature converting the registration into
an electrical signal, i.e. `transducing' it and transmitting the
resulting signal by electrical induction into a receiver implanted
subcutaneously in the wrist, which receiver would pass the signals
onto nerve bres which had previously been surgically connected
to the receiver. The person's brain would thereby receive data
from the transducer glove and his mind would construe from the
data a sensation of some sort. Such a person could then claim, in
a quite normal way, to be able to feel sensations in his glove.
Uses for transducer gloves are varied. A glove bearing an array
of thermistors would enable the wearer to ascertain the temperature of something whose heat would burn naked skin, such as redhot iron or something whose coldness would be no less damaging
to human tissue. Perhaps this could be used by future astronauts
working outside their spacecraft. Or again, a glove might have
an acidity detector so that the wearer could ascertain the acidity
or alkalinity of a substance. A technician would simply place his
gloved hand on, or in, the substance to be tested, and immediately get an impression of the magnitude of the physical quantity
of interest.
In each of these examples, the state of the glove is correlated
with a sensory mental sensation, and hence the wearer of the
glove would be following normal usage if he were to say that the
sensations generated by the glove were `in' the glove. This is

despite the glove's being an object external to the person's body.
For instance, one wearer might say to another, \I can feel a high
degree of acidity on the surface of my glove" | just as we might
ordinarily say, \I can feel ice-coldness on the palm of my hand".
Here it is convenient to dierentiate loosely two parts of the
meaning of a sentence: what I shall call `sensible meaning' and
`logical meaning'. The sensible meaning of a sentence is what
the sentence says about mental sensations. Its logical meaning is
what it says about the implications of facts, other than the sensual
charge of the sentence. The sensible meaning of the sentence \I
feel a cold wind blowing against the surface of my face" is that
I am experiencing certain sensations known as `coldness' and `air
movement', and that I construe these sensations as being located
in my facial skin. The logical meaning is that air is moving past
the skin of my face with a speed and temperature sucient to
cause heat to ow from my esh to the air to such an extent that
it triggers the ring of thermally sensitive nerve endings.
The sentences \I have a pain in my pocket" and \I have a pain
in my hair strand" are (for us ordinary folk) necessarily devoid of
sensible meaning but they are not necessarily devoid of logical
meaning. By saying that they are devoid of sensible meaning, I
mean that they cannot evoke in one's mind any image of what it
would be like for the sentence to be true of oneself. That is to say,
one cannot imagine feeling a pain in one's pocket or hair strand.
On the other hand, by saying that it can have logical meaning, I
mean that one could use the sentence in logical inferences. Suppose that there were a breed of people who could feel a peculiar
pain in their hair. Then medical textbooks would give accounts
of the aetiology, observable symptoms, and treatments for alleviating or curing this unpleasant condition. A physician, who may
be incapable of feeling anything at all in her own hair, could read
about this ailment, be told of the symptoms by a patient, and
could give an eective therapy for it. In this hypothetical situation, the sentence \I feel pain in my hair" would convey to the
physician a logical meaning but not a sensible meaning. Amongst
the breed of people who were able to suer this ailment, the sentence would convey both sensible and logical meanings.
More mundanely, problems of a similar sort arise every day
for carers who treat or live with people a"icted by neurological

or psychiatric disorders. For the suerer's experiences may lie
outside the ken of the carer. Then his description of the experiences will fail to carry a sensible meaning, although some logical
meaning may be constructed, and this may guide the carers.
The limits of the normal usage of the preposition \in", in the
sense being considered here, may be summarised as follows:

Location by association

If the occurrence of mental sensations of a particular type are
normally associated with some particular condition of a physical object (which will normally, but not necessarily, be a part
of the human body), then that mental sensation may be said
to be `in' that physical object.

Sensible location

The assertion that a mental sensation is `in' an object will
convey a sensible meaning only to people who have themselves
experienced that sensation `in' the corresponding object for
themselves.

Logical location

That assertion may nonetheless convey an objective, logical
meaning to other people if there are some observable facts that
follow by implication from the assertion.

Mental location is gurative

The proposition \in" is being used only guratively, not literally. Mental experiences are never literally in any part of the
body.

2.3.4 Relative location in perceptual space

In the preceding sub-section, we have considered one sense in
which a mental sensation may be said to be localised in space,
namely location by association. We may regard that as the primary
sense, to distinguish it from the following secondary sense. Suppose you have two sensations near to each other in perceptual
space. If one of the two sensations has been projected into physical space by virtue of its being associated with a physical condition, then you will infer that the other will have a nearby position
in physical space.
For instance, a stomach pain will be observed by its suerer
to occur in the proximity of sensations on the skin of the abdo-

men. Hence the relative position of the stomach pain in physical
space can be inferred. The full logic of the inference would be
as follows. Abdominal skin sensations are observed to be associated with physical events on the surface of the abdomen they
can therefore be assigned to the spatial position of the abdomen's
skin in addition, the stomach pain is observed to be near to the
abdominal skin sensations in perceptual space by inference, they
can be assigned to a physical position inside the abdomen.
The two senses of mental location that have been described
may supercially seem similar, but they are independent and, in
some abnormal situations, they may conict.
Mechanical damage to, or infection of, an aerent nerve bre
in a person's spinal cord can cause severe pain. Consider some
nerve that carries signals from a leg to the brain, and suppose
that nerve is damaged in the spine, as in sciatica. The location of
the pain in perceptual space is in the leg. In the subject's mind,
the pain would lie in the midst of other sensations | pressure,
warmth, and so on | originating in the leg itself. That is to say,
the person would feel the pain `in the leg'. Nonetheless, it is clear
that the pain is neither literally in the leg nor in the leg in the
sense of location by association. The pain is in the leg only in the
gurative sense of `location by perceptual proximity'.
Upon examining the suerer, a physician would discover that
the pain was associated with a condition in the spine. She could
then, legitimately, say that the pain was not in the leg but in the
spine | in the gurative sense of `location by association'. Thus
the two senses of location conict. Of course, neither sense is more
accurate than the other, as the pain is not literally in either place.

2.3.5 Location of causal connection

We have taken a critical look at the spatial linkage between the
mind and the body, and addressed the question of what it means
for any part of the mind to be in a particular place. I have argued
that perceptions are not literally in the sense organs where they
are construed to be. We have not yet considered whether or not
the perception is literally in the brain. To be sure, we had the
`nave' argument, but that was not very rigorous. The rigorous
argument for saying that the mind is not literally in the brain is
a much bigger issue. In this short section I want just to present

an informal argument which suggests that, if the conscious mind
is not literally in the brain, then acts of volition cannot be there
either.
We will therefore take a brief look at the parallel question of
causal linkage, before moving on to the main argument of this
chapter, the `argument from excision'.
It is a matter of everyday observation that the contents of
my mind can be aected, in diverse ways, by things happening
in the material world. To be specic, exteroceptive perceptions
normally seem to be determined by physical stimuli playing upon
my sense organs. What visual sensations I have seem determined
by the patterns of light that fall upon the retinae of my eyes |
provided, of course, that my vision is not being interfered with
by extraneous factors such as hallucinogenic drugs or a surgeon's
electrodes.
Because of this systematic association between physical stimuli
and perceptions, one easily has the impression that physical events
cause mental ones. But, if the mind is not literally inside the body,
surely that supposed causation is incredible?
I propose that, just as the mind is only guratively in the body,
so the causal linkage between physical and mental events is also
only gurative.
When causality is asserted between two events in the physical world, we have a clear idea of what this means. Likewise,
when someone says that she voluntarily thought of something,
then again we can form a clear idea of what is meant. If, however,
someone says that a mental event actually caused a physical one
(or vice versa), it is hard to discern quite what is meant. When,
for instance, Uri Geller says he makes objects move by `telekinesis', what are we to make of his assertion? In what sense can his
thoughts `cause' an object to move? We may well see the object
moving, but by what criterion can we judge that his mind is the
cause? The same mystery hits us if we consider ordinary voluntary
action | moving a nger, say. How are we to comprehend the
assertion that someone's mind caused the stream of nerve signals
that made the nger move?
Although we can conceive of a chain of physical events, with
each one causing the next, we cannot imagine this chain linked
up ultimately to the mind. Descartes and his successors suggest

that this chain is linked to the mind at some site or other (in
the pineal gland, said Descartes, or at the synapses, said Sir John
Eccles). But we cannot imagine it. All we can imagine is that
the material particles at that site will move around in classical
Brownian motion and bump into each other in accordance with
the well-known laws of physics and chemistry.
One obstacle to our imagining a causal link between the mind
and the brain is that mental events do not occur anywhere. (That
is, if we accept the earlier conclusion that the mind has no physical
location.) This is a problem because when we imagine an inuence
acting on a physical object, we necessarily imagine it acting where
that object is. The idea of a causal bridge between mind and brain
is incompatible with the mind's having no position in space.
Think of a game of billiards. Consider how the kinetic energy
moves from ball to ball. The initial impact of the cue causes a
ball to move. This causes several subsequent collisions between
balls. The inuence of the cue's impact is conveyed by the moving
balls from one collision to another. The brain works in the same
way. Light on the retinae causes electro-chemical pulses to travel
as signals along the optic nerve and to set in motion numerous
subsequent signals within the brain. The inuence of the light is
conveyed from one brain cell to the next via the junctions at the
ends of nerve laments, across which chemicals (neurotransmitters) are ung. At what point, in this tightly determined chain of
cause and eect, is the inuence transmitted to the mind or vice
versa? Since the mind has itself no spatial location, there is no
privileged point in this chain where the mind should act.
Our knowledge of physics extends only to interactions between
physical things, and we cannot conceive of an interaction between
a physical thing and something extraneous to physics. Only in a
gurative sense does it convey any meaning to say that a physical
event has caused a mental one. This sense is, that a sensation
associated with the physical event was experienced involuntarily.
For example, when I accidentally dropped my books on my foot, I
might have said that the impact caused the sensation of the pain.
This is a gurative expression for saying that I involuntarily experienced a sensation that is associated with the impact of objects
on my foot.
Causality in the other direction is also gurative. If a person

says that she voluntarily moved her hand, then we should understand this in a gurative sense, which is that the person voluntarily exerted her will to move and at the same time observed that
the hand moved in the desired manner. The assertion that she
had literally caused the hand to move could not be understood,
as the link between the mental will and the electrical signals in
the nervous tissue cannot be imagined.

2.4 Dissecting conscious nerve tissue
(The argument from excision)

Having established that the mind and its perceptions are not lurking somewhere outside the brain and its network of nervous tissue,
let us now examine the next logical question: is it lurking somewhere inside the nervous tissue, maybe even inside the brain?
I will now go embark upon the main argument of this chapter.
The aim of the argument is to refute the most popular version of
physical monism (or physicalism), in which the mind is deemed to
be located in the nervous tissue, which is considered as a classical
physical object. This is not a general disproof of physicalism,
unfortunately, as it does not address quantum mechanical versions
of physicalism. Nor does it go all the way toward proving the
opposite thesis of mental monism | that is done in a later chapter.
My reason for presenting this argument here is exegetical.
This argument critically examines what is still the most popular
concept of the mind-body relationship within the scientic community, although this conception has lost some of its dominance
in the leading edge of consciousness studies.

2.4.1 Is the mind in peripheral nervous tissue?

One way of enquiring into where the mind might be is to imagine
surgically cutting away the nervous tissue in which the mental entity is said to reside. What eect would that have on the mental
entity? In this sub-section, let us consider a hypothetical experiment (or `thought experiment' if that is not a misleading term to
use in this context) carried out on peripheral nerve tissue. This experiment will tell us only what is already accepted by most people
who have at least an elementary knowledge of the workings of the
nervous system. And, really we have thrashed this point in the
previous sections of this chapter. Namely, that mental sensations

do not reside in peripheral nerve cells.
In the next sub-section, however, we will explore a similar
experiment as carried out on brain tissue. That leads to more
interesting conclusions. The present sub-section serves only to
illustrate what I shall call the `argument from excision'.
When my nger is pricked with a needle, I normally feel a
sharp pain where the skin is pierced. If, however, my nger were
to be amputated and then pricked, then I would feel nothing from
the pricking. The reason why I do not feel the pricking then is,
of course, that the nerve endings in the amputated nger can no
longer send signals to my brain. That much is common sense.
Now, postulate (for the sake of argument) that the pain of the
pricking is literally inside the nger. It would follow from this
postulate that the pain would still occur even though the nger
had been amputated, since the physical processes going on in the
sensory nerve-endings would be the same. Indeed, if the tissue on
the nger were to be kept alive articially, then the laboratory
technician could continue pricking it and creating sensations of
pain for many weeks, even if the remainder of my body were far
away, or had even perished. Nevertheless, it is known from the
reports of amputees that they cannot feel any sensations resulting from the stimulation of the detached member. An amputee
may, at times, feel what is called a `ghost limb' | a complex of
sensations that her mind construes as being in the lost member.
Those sensations, though, are caused by spurious signals arriving
from the stumps of the severed aerent nerve-bres at the site of
amputation. They do not arise from any stimuli on the severed
bit of the body. Therefore, although the postulate logically entails
that pain can be felt in my amputated nger, that pain is not in
my mind.
According to the postulate, therefore, the pain in the amputated nger occurs in isolation. One could regard the amputated
nger as having a miniature mind whose sensory capacity was limited to those tactual perceptions lying in the nger. That includes
the pain of being pricked by a needle. Although this is bizarre, it
is not in itself a logical impossibility.
Suppose the severed nger were to be re-attached to me, and
the nerve bres all reconnected precisely as they were before the
operation. Then, naturally, I could again feel the sensations due

to a stimulation of the returned nger.
Now, any physicalist theory of mind must say what the physical criterion is for a peripheral sensation to be in my mind |
as opposed to being in somebody else's mind, or in a miniature
mind by itself. In other words, it is not enough to say it is common sense that the amputated nger's feelings are isolated from
my mind whereas the attached nger's feelings are in my mind. A
physicalist theory must give a principled account of why this is.
There are two options. First, the criterion might be some feature
of the sensation itself. Second, it might be some feature of the
physical connection between the sensory tissue and my brain. Let
us consider these two options in turn and see whether they can
correctly predict the outcome of the thought experiment.
First, then, let us suppose that the criterion for a peripheral
sensation's being in my mind is some feature of the sensation itself. Well, throughout the two operations | cutting my nger o
and sewing it back on again | nothing has been altered in the
nerve endings themselves that detect the insertion of the needle
into the skin. (As this is a thought experiment, I can dictate that
the surgery be done perfectly cleanly, and the nger be at once
hooked up to an articial blood supply.) Therefore, if the pain is
in the nger, no change can have occurred to the pain itself. The
severing and re-attachment of the nger do not aect the sensation and so, under this supposition, do not aect my possession
of the sensation. Therefore: either the pain is never in my mind
(even when the nger is attached), or else it is always in my mind
(even when it is severed). Both conclusions are contradicted by
mundane experience. Ergo, we must throw out the simple supposition that my having a sensation consists in the sensation's having
some particular feature.
Instead, we are obliged to consider the second option: that my
having the sensation consists in some particular physical connection existing between the sensory tissue and my brain. Of course,
the natural candidate is causation. If the nger-prick causes a
pain inside the nger and then a reaction in my brain, then I say
that I have the sensation, else I do not. We may think this is reasonable, as it is analogous to the criterion I use to judge whether
the arm in front of me in a rugby scrum is mine or somebody
else's. I know it is my arm because I am aware of stimuli that

impinge on it, and my thoughts can make it move it.
The trouble is that causation can articially be delayed. But
the presence of a sensation in my mind is necessarily at the time
of its occurrence, or not at all. Allow me to expand.
1 At the cut end of my severed nger, let the surgeon attach
electrodes to the aerent nerve bres that would normally carry
the signals of the needle-prick back to my brain.
2 Get the technician to record onto a magnetic tape a detailed
registration of the electrical impulses that the amputated nger
emits when it is pricked.
3 Feed these impulses into a tape recording machine, and store
this recorded pattern for an arbitrary length of time, say half
an hour.
4 Then attach electrodes to the stumps of the aerent nerve bres
in my hand, where the now-severed nger used to be.
5 Play back the tape, and generate precisely the same signals
again. Then common sense tells us that I shall feel the ngerprick as soon as these signals reach my brain | in contradiction
to the hypothesis that the pain sensation occurs in the nger
itself.
Clearly, the nger-prick sensation does not occur when the amputated nger is pricked. It occurs when the signals from a pricked
nger (be it amputated or otherwise) reach the brain. The implication from this is also clear: the pricked-nger sensation is not
literally located in the nger, even though it feels as if it is.

2.4.2 Does the mind span divisible brain tissue?

So far, I have focused on mental entities that are colloquially said
to be in the peripheral nervous system or | in one case of an odd
sort, namely nerve damage | in the spinal cord. For instance, if
I prick my nger then I may say that the pain is in my nger or if
I should be so unlucky as to have sciatica, then I may say that the
pain is in my leg or in my spine (according to which sense of `in'
I use). I have argued that these are only gurative, not literal,
senses of location. Now, let us consider the claim that mental
entities and events, such as the pain we have been discussing, can
be said to be in the brain itself. I shall argue that that location,
too, is only gurative.

The pricked-nger corpus
Let us imagine a train of neural impulses that start when I prick
my nger, travel up my arm and neck, and enter my brain. By a
sequence of unproblematic electrochemical reactions at the junctions between nerve cells, these incoming impulses will cause a
multitude of signals to shuttle around in my head. The signals are
limited in their travels to the pathways existing at that time and,
after a fraction of second, their eect is channelled into the neural
circuitry that governs the muscular contractions in my body. Signals then y out from the motor centres of the brain to the muscles
in the arm, causing my arm to move back | and perhaps also to
the muscles in my face to cause me to grimace. Precisely where
in this chain of events does my sensation of pain lie?
By carrying out experiments on living brains, it is possible to
determine which parts of the brain are concerned with which parts
of the person's mental life. The most vivid means of doing this is
`positron emission tomography' (PET). In this technique, radioactive glucose is injected into the subject's blood, and is taken up
more by the brain cells that are currently working than by ones
that are idle. This sugar emits particles called \positrons", each of
which in turn causes the emission of two gamma rays in opposite
directions. An electrical detector registers the rays, and its readings are automatically fed into a digital computer. By carrying
out some geometric calculations, the computer determines the positions in three-dimensional space of the neural sites where there
is the highest concentration of radioactive sugar. And, by implication, these are the sites where brain cells are currently working.
The computer can synthesise and display on a computer screen an
image of a slice through the brain, marking out where the neurons
are especially active. This is the `tomograph'.
The spatial resolution with which the position of cells can be
computed by present tomographic scanners is about 5 millimetres,
which covers a large number of cells. For the sake of argument,
however, let us posit some tomographic scanner in the future able
to resolve individual cells.
Let us further suppose that, by means of this future technology,
neuropsychologists are able to ascertain precisely those brain cells
that are involved in my feeling the sensation of my pricked nger.

Moreover, let us suppose that they have identied the minimal
brain event such that I feel the pain of the pricked nger if and only
if that brain event occurs. Presumably, that event would comprise
the ring of some particular network of nerve cells. Let us call this
network of cells the `corpus digito punctato', or `pricked-nger
corpus' of the brain. For now, let us make no supposition about
the size of this minimal piece of brain tissue, but note only that
it is implausible for the pricked-nger corpus to occupy the whole
brain. It seems more likely that the picked-nger corpus would be
a tiny component of the brain.
It is possible that a particular mental sensation (such as the
pricked-nger pain) might be associated with more than one definite sequence of brain events. To accommodate that possibility,
let us take the term \brain event" in a broad sense that includes
both disjunction and conjunction, as well as temporal sequence,
of simpler brain events. For instance, if E1 , E2 , E3 , and E4 are
brain events, then `E1 and (E2 or E3 ) followed by E4 ' would also
be regarded as a brain event. It would be deemed to occur when
E1 occurs at the same time as either E2 or E3 , and is followed by
an occurrence of E4 . For the purposes of the argument, we need
not consider precisely what should count as the simplest brain
events.
I could write a whole book on just this initial phase of the experiment, dealing with the heated contentions about what exactly
the neural correlates of consciousness could or could not be. Several people, who read this thought-experiment when I published
a smaller version of it in a magazine, told me, \Of course, you are
assuming an old version of the theory of where the mind is. If you
were to use the latest version, you would not have this trouble."
In fact, this `argument from excision' works with any version of
a theory that locates the mind inside the brain, considered as
a classical object. I am presenting the argument in its present
form because it is comparatively short and it addresses the most
popular version of physicalism.
We know (by hypothesis) that my sensation of pain is at least
correlated with some event in the pricked-nger corpus. But can
we say that my sensation actually and literally resides in the connections, bres, and cell bodies of the neurons that constitute this
corpus? If so, then the neuropsychologists will have ascertained

that my sensation of pain is literally present in a denite position
in physical space.
Certainly, we may say that the mental sensation is guratively
in those cells | in the sense that a certain condition of the cells is
associated with the sensation. My contention is that we cannot go
beyond that limited statement to say that the mental sensation is
literally in the cells, which would amount to saying that the mental
sensation is the same thing as the neural event. The thesis that the
sensation is indeed the same thing as the brain event is sometimes
called the `central-state identity theory', which I shall refer to
briey as the `identity theory'. (The curious phrase `central-state'
refers to a state of the central nervous system, as opposed to a
behavioural state.)
We shall investigate the pricked-nger corpus in more detail
in the following steps. First, however, we have to put this experimental work into context with a bit of theory.

Unity of mind and divisibility of brain

The key problem with the identity theory is that it conicts with
what is known as the `unity of mind'. To get a clear picture of
what the unity of mind consists in, let us digress briey from the
picked nger to some other sensations.
For the sake of argument, let us suppose that the identity
theory is true. Now, consider a perception occurring in some particular part of the brain. Consider, say, the auditory perceptions
that I get when I listen to my friend talking to me. Now, electrical impulses are transmitted by nerve bres at nite speeds,
and therefore any signal takes some time to pass from one part
of the brain to another. During their occurrence, therefore, the
neural activity constituting these perceptions would be isolated
from other contemporaneous neural events happening elsewhere
in the brain. Hence, according to the identity-theorist, each mental sensation must be separate from the rest of the mind, at least
during its occurrence. Suppose that, in keeping with the conventions of politeness, I am looking at my friend's face whilst I listen
to her. It seems to me that I can see her lips move at precisely the
same time as I hear her voice. That is to say, I seem to be aware
simultaneously of visual and auditory sensations that are due to
the same cause: I hear her plosive \p" in the same instant that I

see her lips part.
We do not need to get embroiled in technical arguments about
the precise synchronisation of experiences in the two faculties. All
that matters in this connection is that I have sensory experiences
from dierent sense organs | my eyes and my ears | melded
into a single stream of consciousness.
This mundane observation is inconsistent with what is predicted by the identity-theorist. Were that theory correct, then a
single stream of consciousness could not encompass at the same
time both visual and auditory perceptions, for those sensations
would be in parts of the brain separated by distance. There would,
moreover, be a delay before signals from the one part could reach
the other.
According to the identity theory, my auditory perception is
going on in my auditory cortex, whilst the visual one is going on
in my visual cortex. The two perceptions cannot be said to have
undergone any unication into a single stream of consciousness
until signals from the two sections of cortex have met. And any
such signals cannot have met until some time after their initiation,
which is to say, after the perceptions themselves occurred.
In short, if each perception occurs in a dierent bit of the brain,
then you could never experience your perceptions conjoined in a
single stream of consciousness.

Does quickness of neurons deceive the mind?

The time taken by a neural signal to travel between any two points
in the brain is too small to be easily discerned. Working in rough
gures: let us say there is a distance of ten centimetres between
my visual cortex (where I perceive my friend's lips move) | and
my auditory cortex (where I hear the melliuous sound of her
voice) and that nerve signals travel at a speed of 50 metres a
second. Then these bits of cortex can communicate with each
other within a few thousandths of a second.
Therefore, the identity-theorist may try to defend her position
by saying that the unity of a person's mind is an illusion that is
produced by the very fast movement of signals within the brain.
And this motion appears to be instantaneous to the unaided observer. To be sure, it is a commonplace that events which happen
in quick succession may be construed by the mind as simultaneous.

But judging whether or not two perceptions were simultaneous is
of a dierent kind of judgement from judging whether two perceptions were in the same mind. It is not a cogent argument to
say that the latter judgement can be illuded by speed just because
the former can.
Nevertheless, let us pursue this line of argument, for we can
close the loop-hole that the identity-theorist is using.

Slowing down neurons articially

If we could somehow reduce the speed with which nerve signals
are transmitted, then we might gain some insight into the nature
of the apparent unity of mind. What we are going to do is stagger
the neural processing in order to reveal its inconsistency with the
unity of mind. Let us therefore consider a hypothetical experiment
(or `thought experiment') in which this is done. This brings us
back to the pricked-nger corpus.

Cutting out conscious brain tissue

As discussed above, we suppose in our experiment that we have
identied in which brain cells the mental sensations of my ngerprick pain resides. A surgeon now cuts out that network of cells,
keep them alive articially in a glass Petri dish, and continues
to stimulate the cell mass electrically so as to reproduce therein
precisely the pattern of neural ring that had formerly been discharged in my intact brain when my nger was pricked.
Could we then say that the severed brain tissue feels the sensation of pain, even though the rest of my body might be many miles
away, or might even have perished? On the face of it, we should reject as absurd the proposition that a piece of tissue in a glass dish
can have mental experiences. Yet this proposition is logically entailed by the identity theory. If the perception of the nger-prick
pain is identied with a certain neural event, then that perception
must be said to occur whenever and wherever that event occurs.
Whether the brain event occurs in a Petri dish or beneath the cranium is immaterial. (Indeed, for the purposes of our experiment,
the brain surgeon could equally well leave the pricked-nger corpus inside the head but sever it from the surrounding tissue and
wrap it up in a cellophane bag having attachments for the electrodes that are to stimulate the corpus. That would introduce

the problem of rejection by the immune system, but that need
not concern us as this is only a thought experiment.)
At this point, you may wish to reject this claim of in vitro consciousness on the grounds that it is absurd. If so, you are thereby
eectively rejecting the identity theory that I am attacking, so
you can skip the rest of this section. I cannot, however, follow
you and skip the writing of this section. I have to stay with this
in vitro experiment, and continue with it until we reach a genuine contradiction. Strictly speaking, there is no contradiction or
impossibility in in vitro consciousness. We have to work through
some more steps of the thought-experiment before we reach the
absurdus of the reductio ad absurdum.
The proposition that the severed brain tissue can feel pain
might seem less strange if we reect that its perception of pain is
isolated from any other mental phenomena. If the sensation were
being perceived in an intact brain, then it would probably evoke
at once memories of similar jabs, and would probably trigger overt
reactions such as the jerk of the hand or a grimace. Therefore, you
would almost certainly be mistaken if you were to try to imagine
what it is like to be a piece of severed brain tissue. In an intact
brain, each perception is at once associated with a penumbra of
diverse thoughts and images: it is probably impossible to imagine
a single sensation simpliciter. The severed tissue's pain would
rapidly diverge from the corresponding pain in the intact brain.
Nevertheless, in the instant of its occurrence, the tissue's sensation
of pain must | according to the identity-theorist | be identical
with the core element of the pain that is felt in the intact brain.

Whole-brain chauvinism

There is a chauvinistic element in popular thinking which denies
sentience to other beings if they are dissimilar to themselves.
Sometimes they deny sentience completely, other times they impute a lower order of sentience. People draw their threshold
of chauvinism in dierent places. Historically, we nd this line
between slaves and their masters, between man and woman, between
dierent races, between handicapped and not. It is the same chauvinistic impulse that insists that brains in vats, or brain parts in
Petri dishes, cannot be sentient. The proper response to all such
chauvinism is to demand of it any principled reason for its belief.

Transplanting excised brain tissue

Let us continue with the experiment. The surgeon might repeat
the operation on someone else's brain | removing those cells that
contain the sensation of pain that is caused by jabbing the nger.
She might then insert the corresponding part of my brain into the
other person's head, and make all the normal connections between
the transplanted tissue and the matrix that now surrounds it. This
other person then has his nger pricked. In whose mind does the
sensation now occur | mine or his?
The identity theorist might be expected to answer as follows.
When the brain portion is excised and kept alive articially in a
Petri dish, any mental sensations occurring in it do not belong
to anyone's mind. If the tissue should be incorporated into some
other person's brain, then any sensations occurring in it would belong to that person. The logic underlying this view-point would
be this: if the pricked-nger corpus causes events (such as a grimace, or just a memory impression) in X's body, then the sensation
is said to occur in X's mind.
This, by the way, is pretty much the functionalists' notion of
mental integrity.

Connecting excised tissue to two brains

So far, the identity theorist's view of what is happening may seem
plausible. But let us take the hypothetical experiment a stage
further. Suppose that the surgeon keeps my pricked-nger corpus
alive in a Petri dish and connects its nerve bres to an electronic
buer. This gadget can receive any neural signals that are produced by the tissue, store them for a length of time and re-transmit
them. On the top of this black box is a dial by which the delay can
be set at anything from zero to 24 hours. When it is set to zero,
signals pass straight through the box without delay. The workings of the box are also capable of duplicating the signals that it
transmits and sending identical copies of the signals through two
sets of wires.
The surgeon now connects the wires coming out of one side of
this device to the excised tissue. On the other side, there are two
cables of wires: one cable he connects to my brain and the other to
the other person's brain who has undergone the same operation.

A three-way switch on top of the box can be set to relay the
signals produced by the severed brain tissue to my brain, or to
the other man's brain, or to transmit identical copies of the signals
simultaneously to both brains.
Having set up her apparatus, the surgeon begins. She electrically stimulates the nerve cells in the Petri dish as before. The
cells emit their usual electrical signals and these are captured and
stored by the black box. While the cells are ring | and the
mental sensation of pain therefore occurring | it is indeterminate in whose mind the pain is occurring, or indeed whether it is
occurring in anyone's mind. If the outgoing signals are released
from the gadget's store, and switched to my brain, then (according to the identity-theorist's assumed opinion, stated above in the
preceding sub-section) I feel the pain. But if they are switched to
the other person, he feels the pain. And if switched to both, both
feel it. Finally, if the buer's contents are erased without having
been transmitted beyond the box, then nobody feels the pain |
the pain would have occurred by itself.
(At this point, the functionalist has a slightly dierent view.
She will say that, in the case where the signals are erased, the
pain never really occurred. This dierence of viewpoint does not
aect the argument one way or the other.)

Retrospective co-mentality: an absurdity

This conclusion conicts with everyday experience. If I prick my
nger then any pain I feel is part of my mind at the time of its
occurrence. According to the identity theory, the pain sensation
does not belong to anyone's mind at the time of its occurrence. It
enters someone's mind only when it causes some further events in
that mind | which is necessarily after the sensation has occurred.
For briefness, we may coin the term `co-mentality' for the
sensation's belonging to someone's mind, or being `co-mental'
with him. (This complements Michael Lockwood's term \coconscious".) The crux of the diculty is that the co-mentality
of the nger-prick sensation is delayed and hence retrospective.
At rst, the surgeon has set the dial on the black box to thirty
seconds, so that the signals are held for that length of time before being forwarded to my brain. What happens when I receive
one such burst of signals? According to the identity-theorist, the

sensation of pain now joins my mind. Yet, that does not mean
that I feel the pain at that moment for, by the identity theory,
that sensation had already occurred thirty seconds earlier, in the
Petri dish. What happens physically is clear: the signals that
have been emitted by the severed tissue produce a jerk in my arm
and a grimace in my face, and a memory trace of the pain. The
memory will record the pain as if it had occurred at the time of receipt of the signals, which was thirty seconds after the pain really
occurred.
To say that the sensation acquires the property of belonging
to my mind thirty seconds after its occurrence contradicts quite
plainly the normal meaning of saying that a sensation belongs to
my mind. Since that conclusion is entailed by the identity theory,
we must reject the identity theory.
Of course, it is quite possible to imagine oneself acquiring a
memory impression of a perception that did not take place. Indeed, memory faults of this sort are not uncommon. For instance,
I might have a memory impression of seeing John Smith at a party
last Christmas, although in fact he was not there and it was at a
New Year's Eve party that I saw him. In our hypothetical experiment, however, the identity theorist is not claiming merely that
I acquire a memory impression of the pain. She is making the
more radical claim that the experience of the pain retrospectively
acquires the property of having occurred in my mind. That part
of his claim is unacceptable because it disagrees with what we
normally mean by saying that a sensation occurs `in' a particular
person's mind.
Thus the identity theory, which at rst may have seemed quite
plausible leads to a bizarre claim that bluntly contradicts what
could possibly be observed.

Graduated delay of co-mentality

If the time delay of the surgeon's gadget is now reduced from thirty
seconds to zero, then the situation returns eectively to that of
the intact brain. There will still be a small residual delay between
the emission of the signals from the in vitro tissue and their arrival in the brain, because the signals travel at nite speeds along
the wires. We may reduce the artefactual delay to a negligible
amount by using bre-optic wires. Even with the gadget set to a

zero time delay, however, the problem of the isolated perception
still presents itself: the perception is not part of my mind when
it occurs, but subsequently it retrospectively becomes so, according to the identity theory. The residual delay (due to the nite
transmission speed over both the nerve bres and the connecting
wires) is, however, too short for me to notice it. Common sense
tells us that this situation would be indistinguishable from that
of the intact brain. Therefore I should feel the pain as normal.
Now, the surgeon progressively turns up the dial in units of
one second. She stimulates the severed tissue in the Petri dish,
waits for me to report what I feel, then increases the time delay by
another second and repeats the stimulation. At what stage would
I be able to discern a change in the sensation produced by the
gadget? And what form would the change take? Three possible
answers may tempt us here.
Perhaps I would experience the pain at progressively longer
delays after the stimulation? No, because (according to the
identity theory) the sensation of pain would always occur at
the time of stimulation, and not at the time when the delayed
signals reach the rest of my brain.
Perhaps I would feel a progressively weaker sensation of pain,
which would have faded completely from my consciousness by
the time that the delay had been increased to, say, ve seconds?
No, because (according to the identity theory) the strength of
the sensation must remain constant, provided that the stimulation remains the same and the pattern of discharges in the
Petri dish remain the same.
Perhaps I would suddenly stop feeling the sensation when the
delay reached, say, ve seconds? Not according to the identity
theory: for the sensation would still occur in my mind (albeit
retrospectively) and would remain at the same strength, and
there would be no diminution of the degree to which the sensation belonged to my mind.
It thus seems that the hypothetical experiment leads to a testable
prediction that conicts with the normal appearance of perceptions in the mind.
If our hypothetical experiment leads to unacceptable conclusions, then at least one of its assumptions must be wrong. The

chief of these assumptions are as follows.
The identity theory itself.
The assumption that the neural event that constitutes the perception of the nger-prick pain can occur by itself without interaction with the surrounding neural circuitry. This is unproblematic, because the brain surgeon could make an electronic recording on magnetic tape of any necessary exchange
of signals between the perceiving corpus and the surrounding
cells any incoming signals that are necessary for the corpus to
function could then be generated articially.
The assumption that the pricked-nger corpus can be identied and cut out from the brain. It may be that the prickednger corpus is larger than I have supposed. If that were so,
then we might be able to nd some other, simpler, perception
whose associated neural circuitry forms a smaller corpus. For
instance, we might select some single cell in the retina and locate those brain cells wherein the perception occurs of light that
is registered by that retinal cell. The specic architecture of
Homo sapiens' brain is not pertinent to the philosophical issue. What matters is merely the logical possibility that there
could be some mental sensation whose neurological substratum
is a small removable region of the brain. We do not, however,
know for sure that that possibility exists. If it does not, then
the argument that has been proposed in this sub-section breaks
down. An alternative argument is proposed in the next subsection. Nonetheless, present neuropsychological evidence does
suggest that the physical correlates of at least some mental sensations are limited regions of tissue whose function is only to
perceive those sensations.
My own view is that the most reasonable conclusion to be drawn
from this hypothetical experiment is that the identity theory is
wrong.

2.4.3 Mind travelling in divisible brain tissue

In the preceding sub-section, the mind was thought of as spanning
the entire brain, with dierent constituent experiences happening
in dierent bits of it. An alternative theory is to suppose that
the mind occupies only a small volume of brain matter at any
one time, and moves around the brain to whichever area is active.

According to this theory, the mind can be conscious of sensations
in only one sensory faculty at any moment: when it is in the visual
cortex it can experience only visual sensations when it is in the
auditory cortex, it can experience only sound sensations and so
on. The apparent ability of the mind to experience simultaneously
sensations in dierent faculties is, according to this theory, an
illusion produced by the rapid motion of the mind within the
brain.
The problem of the unity of mind thus seems avoided. For,
when the mind is in the visual cortex, no auditory sensations
occur and vice versa and so on.
Consider again the hypothetical experiment in which the `pricked-nger corpus' is sustained in a Petri dish. When the corpus is
stimulated in vitro, it cannot feel anything (according to this theory) because the mind cannot ow out of the head into the Petri
dish.
There is a simple aw in this line of argument. Since the mind
is supposed to be purely physical, the presence of the mind in
any region of the brain must consist in the occurrence of some
particular neurological event. Let us call this event the `signifying
event of the mental presence' or, in brief, the `signifying event'
or `signier'. So, the mind is said to be in a particular part of
the brain if and only if the signifying event is occurring there.
(For instance, there might be a special sort of cell the ring of
which constitutes the presence of consciousness.) The brain surgeon could therefore electrically stimulate the relevant cells in the
corpus so that the signifying event occurs in the Petri dish. Then,
by denition, the mind (or, at least, a mind) would be present in
the Petri dish. Hence the nger-prick pain could indeed be made
to occur in vitro.
According to this theory, to whose mind does this in vitro pain
belong?
First of all, we must note that the identity of a mind in this
model is determined by the causal continuity of the mind with its
recent past. If the signifying event were suddenly to occur in some
part of the brain as a result of random electrical noise, or arbitrary
electrical stimulation by a neurologist, then a mind would occur
in that part of the brain | but it would not be the same mind as
the one that usually resides in that brain. Both the usual mind

and a spurious, short-lived mind would be deemed to be present
in that brain.
A mental sensation is deemed to belong to a particular mind
if: (a) the signifying event of the mind's presence occurs at the
site and time of that sensation, and (b) it is causally connected
to previous occurrences of the presence of that mind.
In our experiment, the in vitro pain would not be in my usual
mind because the signier that occurs in the excised brain tissue would not follow from earlier signifying events in my brain.
Rather, the signifying event in the dish would be a consequence
of a decision taken by the surgeon.
That loophole is easily closed. The surgeon can re-program
his apparatus, and arrange that the in vitro signier is triggered
by the presence of my mind in that area of my brain that deals
with nger perceptions. I mean, she would stick an electrode in
my head that would pick up a distinct signal if and only if the
signier occurred in the nger-related bit of the brain. And some
microelectronic gadget would react to that signal by forcing the
signier to occur in the Petri dish. Then, by denition, my mind
would be in the Petri dish and, conversely, the in vitro pain would
be in my mind.
The modied arrangement that I have just described would not
involve any signal being carried back from the Petri dish to my
head. For the theory of mind that we are attacking here says only
that causation ows from the antecedent presence of the mind to
the new presence and not that causation must ow back to the
continuing presence of the mind in the cranium. Consequently: I
would have no recollection of the in vitro pain I would be unable
to report it and I would make no grimace or gesture. Both I and
any observer would be convinced I had felt no pain. That is to
say, in the normal meaning of the terms, I had not in fact felt the
pain. Therefore the theory's prediction that I would feel the pain
disagrees with what would actually be observed. So the theory
must be wrong.
Well, it might be said, let us add another postulate. In order
for the mind to be present in a piece of brain tissue (call it X),
not only must the signier be caused to be there in X by earlier
signiers of that mind but the signier in X must in turn cause
further signiers in the mind. This is reasonable. But it makes

the theory vulnerable to precisely the reasoning that I presented
at length in the previous section, in which the return ow of causation was subjected to arbitrary delays by the experimenter. So
we need consider this theory no further.

2.4.4 Does the mind span indivisible brain tissue?

I have described above a thought-experiment in which a surgeon
cuts out a piece of brain tissue that is said to contain a mental
sensation. The experiment, and hence my argument, relies on the
assumption that we can nd at least one sensation (not necessarily
the nger prick) that occupies a small enough volume of tissue that
a skilled surgeon can cut it out and leave the rest of the brain in
working order.
As far as I am aware, the existing neuropsychological evidence
supports my assumption. It points to mental sensations' being
associated with brain events of fairly small extent | say, a column
of tissue taking up no more than a few square millimetres of the
cortex, and probably much less.
For the sake of argument, though, let us suppose the contrary.
Take vision for example. It is known that the area of cortex in
the occipital area is crucial for vision, and that much processing
of visual information goes on there. But suppose that the mental
sensation of vision involves not only cells in that cortex but also
cells in distant parts of the brain. There are two possibilities.
First, these distant cells may be needed only for visual perception.
Then our surgeon can cut them out too, and pack them into the
Petri dish with the rest of the stu. The experiment can then
proceed as before. Second, these distant cells might be essential
for other mental sensations. For the purpose of developing the
argument, we shall adopt that possibility as our hypothesis here.
Although it is not supported by modern neuropsychology, the
belief that individual mental events are distributed over the whole
cerebrum is popular with some writers (such as Douglas Hofstadter). Its popularity is another reason for looking at such a
theory. Nevertheless, I shall be looking at this theory with some
reluctance, because what was given above as an elegantly simple
thought-experiment must now become a piece of almost mathematical logic.
Suppose, then, that the whole contents of consciousness resides

in a body of cells whose collective activity is indivisibly correlated
with the state of the mind. (We may call this the `awareness corpus'.) What I mean by `indivisibly correlated' is that no part of
the neural activity in this corpus (less than the whole) is a sufcient condition for any mental event. According to the identity
theory, this entails that no mental sensation occurs in only a part
of the corpus. For instance, if I am at the same time listening
to my friend speak and watching her lips, then both the auditory
and visual perceptions occur throughout the awareness corpus.
The awareness corpus might be a small corpus of cells, or a
widely distributed network, or it might comprise the entire brain.
In this theory, therefore, the correlate of consciousness is spatially indivisible. And its indivisibility defeats the argument that
I developed above. Nevertheless, a basic strand of that argument
can be salvaged and applied against the present version of the
identity theory.
We may legitimately assume that there are some parts of the
awareness corpus that are small enough that they can be cut out
with causing the stream of consciousness to cease to exist. If this
were not so, then the death or removal or even one cell would
render the person comatose. That is quite implausible, because
an adult human's brain cells are dying all the time, and at a
remarkable rate. Let us call such a section of brain tissue `nondisablingly removable'. (It's an ugly expression, but I shall use it
only a few times.)
We may also legitimately assume that some parts of the awareness corpus are large enough to aect the person's conscious experience by themselves. (Even though they do not, by themselves,
contain any sensations.) We might speculate that individual cells,
or small groups of cells, will normally have insucient force on
their own to aect what sensations occur. But there must be
some situations in which some size of cell mass carries enough
force to have an eect. In fact, that size can be made as small as
one likes. Let us call such clumps of cells `eective'. It is to be
understood that a clump of cells that is eective in one situation
might not be eective in another.
The unprejudiced reader may be happy to accept my assertion
that there are `eective' clumps of cells within the awareness corpus. But the physicalist might not. So I shall give the following

reason.
Consider a small change in my perception, say a blip on a
blank computer screen that I am watching. Say the awareness
corpus comprises N information-bearing elements (cells, synapses,
or whatever), and let us number them from n=1 to n=N. Say that
the nth element is in some state that we shall call An immediately
before the blip appears and in some state Bn as soon as I perceive
it. If there is no `eective' part of the corpus (less than the whole
corpus), then I cannot perceive the blip unless every component
n goes into state Bn . A surgeon articially forces component m
to stay in state Am when the blip comes up on the screen so I
do not see the blip then she lets it go into state Bm , and I see
the blip. That component is indeed an eective part, according to
our denition. So we have a contradiction, and we must therefore
conclude that there really are eective parts in the corpus.
Whenever the awareness corpus changes the mind from one
state to another, the surgeon can contrive to nd an arbitrarily
small element that is pivotal. I mean that if the element is in one
state, then the mind is about to change state, but has not quite
done so and if the element is in the other state, the mind has just
changed.
Now, let us embark on a new thought experiment, but still one
based on the excision of part of the conscious brain tissue.
Suppose the surgeon has found some group of cells in the
awareness corpus that can aect my perception of the nger-prick
pain, and which is `non-disablingly removable'. (According to my
foregoing remarks, she can in principle do so.) In the same manner as before, she cuts them out and sustains them in a Petri dish.
At rst, no connection is made between the brain and the severed
tissue.
Into the gap that is left by the cut-out tissue, the surgeon
inserts a micro-electronic device that can precisely emulate the
excised group of cells. She connects up this miniature gadget to
all the nerve bres that were previously linked to the cells that
have now been taken away. The device receives the incoming
signals, computes the signals that the excised tissue would have
produced, and emits those very signals. The remainder of the
brain now continues to function precisely as it would have done
if the excision had not been made. If his nger is pricked, he can

report the pain as usual.
Since the excised tissue was non-disablingly removable, the
subject is still conscious, and he is aware of whether or not he
feels the nger-prick pain.
Now, the surgeon rigs up a tiny bre-optic cable to connect the
implanted device to the excised tissue in the Petri dish. The device
can be set to transmit to the amputated tissue whatever signals
it receives from the surrounding matrix of the awareness corpus
or it can be set to transmit nothing. The ow of information is
in one direction only. No signals are fed back from the Petri dish
to the implant. (In order to emphasise that the communication is
one-way only, telemetric transmission could be used. A miniature
radio transmitter could be built into the implanted device, which
would transmit its signals by radio waves to a receiver next to
the Petri dish a short length of cable then takes the signals into
the excised tissue. But the logic of the argument depends merely
on the fact that the neuronal events in the excised tissue do not
aect the intact brain.)
By the identity theory, the contents of the conscious mind still
reside in the awareness corpus, even though that corpus has been
split up. Moreover, we have posited that the excised tissue is
eective, that is, its state can aect the person's mental sensations. Therefore, the state of the person's mind can be aected
by what happens in the Petri dish, even though the functioning of
the brain is not aected. This is plainly a counter-intuitive result,
although it is not as dramatically paradoxical as the result that
was derived in the earlier experiment which implied `retrospective
co-mentality'. The result is, nonetheless, testable by the person
whose brain it is. He can prick his nger and ascertain whether or
not he experiences his pain when the excised tissue is not activated as well as when it is activated. He will not, however, be able
to report what he observes, since there is no causation from the
excised tissue to the remainder of the brain. In fact, he will nd
himself in the odd position of perceiving something and not being
able to communicate anything about it. (It is dicult, though
not impossible, to imagine oneself in that position.) There is, as
Chalmers has pointed out, the associated problem of where would
the embodiment be of the belief that he had had this unreportable
experience.

There is, of course, the `functionalist' point of view that consciousness resides where the brain's information is processed. So,
in the present though-experiment, the functionalist would say that
the perception of the pain is aected only by the implanted device,
by virtue of its aecting the brain's general processing of information. But that postulate makes the theory again vulnerable to my
earlier argument concerning retrospective co-mentality. (Briey,
that argument would apply here as follows. We make the link
between the excised tissue and the brain two-way rather than
one-way, and insert the device that can be switched either to
allow signals from the emulator or signals from the excised tissue to be returned to the brain, and can be set to introduce any
delay. Get the emulator to act as if the person perceives a blip
on a screen and get the excised tissue to act contrariwise. Then
whether or not the person perceives the blip will be determined
some arbitrary time after the occurrence of the sensation.)

2.4.5 Is the mind a quantum state of the brain?

There is a popular theory that the mind should be identied with
a quantum-mechanical state of the whole brain, or a large part
of it. This is similar to the model considered in the previous
section. There, the presence of the mind in any given part of
the brain was determined by some possibly arbitrary psychophysical bridging law between mental states and classical states of the
brain. Here, in the quantum-mechanical model, the presence of
the mind in any given part of the brain is constituted by that piece
of brain tissue's partaking in a quantum state. You do not need
to understand what a quantum state is to follow the logic of this
model. (It is a moot point whether anyone really does understand
what a quantum state is, anyway.) In fact, if you wanted to, you
could devise a comparable model using only classical physics. All
you have to do is identify the mental states with large-scale states
of the brain as a whole. Of course, that theory would not have the
mystique of quantum mechanics, and therefore would not survive
in the market-place of ideas that one nds at conferences. Nevertheless, the two theories have the same explanatory power as far
as the mind-body problem is concerned. The main reason given
by its advocates for preferring the quantum mechanical model of
the neural correlates of consciousness is that it `explains' the unity

of consciousness. The thinking is that the whole-brain quantum
state can incorporate information from dierent sensory modes
into a single physical entity. In fact, you can also stipulate in
classical physics that a given state is to be considered as a unit
for the purposes of identifying the mind with something in the
brain. For example, the electrical cycle at 40 Hertz is mentioned
in this context, because it synchronises the whole brain.
To attack this model, we cannot hack bits of brain tissue out
of someone's head, because that would change the quantum brain
state.
To get a better handle on what these theories amount to, let
us consider a simpler version. Consider the three ball-point pens
on my desk, one containing red ink, one green ink, and one blue.
Let us postulate that there is a consciousness in this set of pens.
(Why not? They are made of atoms just as your brain is. Why
should the embodiment of consciousness in the material substance
of pens be any more absurd than its embodiment in the material
substance of your brain tissue?) Suppose the following:
When I arrange them in a line, this miniature consciousness
hears the pure tone of C-at.
When I arrange them in a triangle, it hears the pure tone of
C-sharp.
If the tips of the green pen and the blue pen touch, it sees blue.
If the tips of the green pen and the red pen touch, it sees red.
We now have a multi-faculty (i.e. with sight and hearing) model
of consciousness embodied in the large-scale conguration of the
pens. Needless to say, this is a wholly whimsical and implausible mapping, but there is absolutely nothing in physics to say it
could not happen. (Since physics says nothing whatsoever about
consciousness anyway, it is indierent to whether consciousness
is embodied in the atoms that are assembled into brain tissue or
atoms that are assembled into ball-point pens.)
Note that we cannot pull any of the pens out of this system,
as it would break up the pattern and cause anaesthesia. What
we can do is buy another set of identical pens from the local
stationery shop. (If you want to quibble about their not being
quite identical, then we can posit a duplicating machine, which
uses nanotechnological robots to rebuild the pens molecule-by-

molecule.) Now arrange this second set of pens in a shape identical
to that of the rst set (either triangle or line), but with the tip of
the green pen in a dierent position.
According to this identity theory, we now have two distinct
streams of consciousness, with dierent contents. If you pick any
one of the pens up and put it back down in the opposite direction,
then this is experienced by the miniature consciousness as falling
asleep and waking up with dierent a conscious sensation. If you
swap the green pen between the two triangles, then likewise each
mind falls asleep and wakes up with either the same, or a dierent,
sensation as before (depending on whether you put the pen back
in the same position or not).
If we swap two pens between the two pens, then we might
reasonably suppose that the stream of consciousness will go with
the majority of pens. So, if I take the red and blue pens of the
older triad and swap them for the corresponding pens of the newer
triad, then what I have in fact done is (a) swapped the triads
themselves, and (b) interchanged the green pen.
Now, however, we go to the stationery store again and buy
another three pens, just like the two triads we already have. (Or,
if you prefer, we may nano-technologically manufacture another
identical triad.) First, I arrange the three triads in three dierent
conscious congurations. Next, I scramble the pens thus: move
the green pen from newest triad to the middle triad, and move the
middle triad's green to the oldest triad and move the oldest triad's
green pen to the newest triad. Perform the opposite movements
on the blue pens. What has become of the streams of conscious?
No two pens are now together that were previously together.
So, we have no criterion for saying where the earlier streams of
consciousness exist. We could just say that those streams of consciousness have ceased to exist, and new ones have taken their
place. That is, however, an entirely arbitrary decision: on the
basis of the facts, we could equally well say that the stream of
consciousness is anchored in the red pen, or the green pen. Yet,
from the perspective of each mini-consciousness inhabiting the pen
triads, it is not an arbitrary decision at all, but an objective fact:
either a given stream of consciousness is the same, or not.
To enhance the plausibility, we can suppose that the pen swapping is done very quickly, using a robot that can swap the pens

around in a fraction of a millisecond.
But we now have a rather puzzling situation, because the corresponding pens in these triads are identical. The molecular composition of each of the three red pens is the same and at the level
of atoms, there is no scope for individuality | two atoms of the
same isotope of, say, carbon are absolutely identical. So, if we
consider the latest of the three triads, after the pens have been
swapped around, the conguration of molecules will be identical
to what it was before the swapping started (assuming that the
pens are put back in the same pattern). Yet, this is supposed
to be a dierent stream of consciousness. It would appear that
this identity theory, although it can account for the unity of consciousness at one instant, it cannot account for the continuity or
discontinuity in time of a stream of consciousness.
How does this apply to the brain? Well, we can imagine
two identical brains, and some ingenious robotic device that can
very quickly exchange varying amounts of molecular mass between
them, whilst leaving the rest of the body unchanged. Obviously
this is harder to arrange than swapping pens around, but we can
suppose that the cranium of each person has been removed, and
that some ultrafast nano-technological robot is standing ready to
exchange the substance of the two brains.
Now if we arrange, say a 1% exchange of mass, then we may
reasonably suppose that each stream of consciousness continues
as if nothing had happened. On the other hand, if we swap 100%
of the mass, then we have in eect transplanted the brains, and
each stream of consciousness will nd that it is now in the other
body. (Not that it would notice any dierence at rst, since the
two brains are ex hypothesi identical. But if we swap 50%, we have
a problem of determining whether the stream of consciousness is
swapped over or not.
Or do we? Since the physical substance of each brains is
identical before and after the swapping is performed, how can
we say that the streams of consciousness are swapped over, even
in the case of the 100% exchange of mass? If the brain is physically unchanged after the swap, then nothing physically has been
altered, so the associated consciousness must be the same. Our
normal concept of a stream of consciousness existing through time
is not supported by this version of the identity theory.

Let us take a closer look at this inconsistency between mental
and physical facts. When I wake up in the morning, I have a
clear impression that I am the same mind that inhabited this
body when I went to bed last night. Nor does this impression
manifest itself as an inference based on circumstantial evidence.
I do not scan through my memory to recall who I am nor do I
have any particular awareness of characteristic facts about myself.
Rather, I wake up, with the clear background belief that I have
existed before this morning, and that I did so in this body, in this
bed. Furthermore, there are some occasions when I have slept in
a strange place, and I have woken up in the dark with no idea as
to where I was. Yet, I have never had the impression when I woke
up that this was the rst time that I, as a conscious mind, have
existed. I always have the clear and distinct understanding that
my existence now is a continuation of an earlier existence, just as
my existence continues from moment to moment throughout the
day.
In the physicalist identity theory, there is no such continuing
entity. Neither in the quantum-mechanical model nor in any of the
identity theories based on classical physics, which we examined
earlier, is there any permanent correlate of the conscious mind
persisting through time. Instead, all we have is an identication
between instantaneous states of the brain and instantaneous states
of the mind. But states of which mind?
The mass-exchange experiment that we have just been considering may seem rather contrived, but we can see the same
problem | albeit more subtly | just by having two identical
brains, without performing any invasive procedure. So, imagine
two identical brains in two identical people, both suused with
amnesia-inducing drugs. First, one wakes up, and then goes back
to amnesic sleep again. Then the other. And then the rst one
wakes up again. By what criteria are we to say how many minds
have been involved in this sequence of events? How can we tell
which experience belonged to which mind? Of course, by common sense we `know' that the rst and third waking experiences
belonged to one mind, and the second waking experience belong
to another one. But | and this is the crucial point | that does
not follow from the identity theory. All the identity theory tells us
is that a mental experience occurred. Something is missing from

the theory.
This is a less decisive thought-argument than the argument
from excision that was given above. Nonetheless, I think it does
show that, although the theory could account for the unity of the
mind, the temporal continuity of the mind is not supported.

2.4.6 Summary

What I have tried to show is that if we take any of the popular
physicalist theories of mind, and follow through the logic of those
theories, then they bring us to unpalatable conclusions.
That does not disprove the theories. There might be some way
of re-formulating the theories so that they are not vulnerable to
the arguments I have presented. Or we might have to revise our
notions of what can happen in our conscious mind, so as to admit
as possible what now seems incredible. Any physicalist theory
of mind must, however, accommodate two central facts: on the
one hand, (a) the physical correlates of the mind are dissectable,
and (b) the basic constituents of matter are indistinguishable. On
the other hand, each individual mind is a unity containing experiences from dierent faculties at the same time, and is separate
from other minds. These facts render the logical structure of the
physical correlate dierent from that of the mind. Any physicalist
theory that fails to reconcile this conict is doomed to failure.
The argument from excision reveals an obstacle that any theory of mind will have to negotiate. First, it must be noted that
the components of the physical correlate of one mind must be
linked by some mechanism, so that they all correlate with the
same unied mind. The obstacle is that this mechanism must
operate simultaneously | not sequentially, as causation does |
otherwise it is vulnerable to the paradoxes that can be created by
excising tissue and delaying its communication with the brain.
One perspective that we could take to summarise the point of
the excision argument is that the occurrence of a mental experience at a given time depends only on the physical facts at that
time but the ownership of the experience (i.e. to whose mind it
belongs) may depend on physical facts at a later time.
This obstacle gets in the way of any theory that attempts to
explain the correlation between mental and neural events. But it
is especially embarrassing for physicalist theories, as they seek to

establish the most direct link between the material and the mental
world.
Overcoming that obstacle brings us to the more profound obstacle that the simultaneous transmission of information contradicts
a fundamental law of physics, namely relativity. (Indeed, the very
notion of simultaneity is specious under the theory of relativity.)
It may be possible to circumvent that particular diculty through
quantum theory. At present, the quantum theory and relativity
theory are inconsistent. When some ingenious synthesis reconciles
those two physical theories, then conceivably this might enable a
better neural correlate of consciousness to be found.
I hope that I have, at least, raised doubts about the simple
view held by many, especially scientists, that consciousness is
straightforwardly reducible to something cerebral. I fear, though,
that some readers may be fed up with these hair-splitting arguments about brain-splitting experiments. I am sorry, but we have
to do it. It is not good enough to wave our arms around and
claim that we `just know' we have a conscious mind. To defeat
the insidious beast of materialism, we must enter into its bowels
and destroy it from within.

2.5 Minds and computer software

An approach that has gained some popularity and respectability
is that a mind is essentially something to do with information
processing. Advocates of this approach are sometimes uncertain
as to what exactly they think the mind is, but they are sure that
if all of the brain's information processing were understood, then
everything about the mind would be understood too. With this
total vagueness, the champions of this camp can put forward a
defence that goes like this:
Almost none of the brain's information processing is yet understood.
Therefore there is a possibility that the apparent presence of
mind is merely something to do with the information processing
that is as yet unexplored.
Until the workings of the brain are understood in detail, there
is no point in discussing the nature of mind.

This approach, which I shall call `informational', is sometimes
expressed by likening the brain to an electronic digital computer
and the mind to a computer program running in the computer.
I have deliberately used the imprecise phrase \something to do
with information processing" because it ts the imprecise thinking behind this approach. In the writing of some philosophers,
however, such as Hilary Putnam, the vague notion of the mind
as being informational in nature has been rened into the denite hypothesis that a mind is an `abstract automaton'. (This is a
piece of mathematical jargon, which I shall explain presently.)
I shall therefore examine Putnam's hypothesis rst, and then
explore the broader idea of a mind as `something to do with information processing'.

2.5.1 Abstract automata

The idea of a `robot' or `automaton' will be familiar to everyone, either from science ction or from modern industry: it is
a machine that can carry out a sequence of actions governed by
symbolic instructions. In practical applications, the terms `robot' and `automaton' are applied only to machines that perform
complex tasks which involve responding to the environment in
an intelligent way. For the purposes of this section, however, I
shall take the word `automaton' to mean any machine governed
by symbolic instructions. And I shall take the word `machine' to
mean any mechanism irrespective of its material composition (be
it electrical valves, silicon chips, optic bres, or nerve bres, etc).
This rather broad connotation of `automaton' complies with the
word's usage in computer science.
An `abstract automaton' is an imaginary perfect automaton
which lacks any attributes that are irrelevant to the carrying out
of its instructions.
Abstract automata serve the same r^ole in computer science as
perfect abstract gures play in geometry. For instance, in writing
down a proof of a geometric theorem, such as Pythagoras', we
may refer to perfect triangles and perfect lines. These gures are
not made of chalk or ink, but are abstractions and they have
not even the slightest imperfection or fault. Obviously, they do
not exist in the physical world. I can draw a circle on a piece
of paper with a pencil an compass, but I know that this circle

would be seen to be irregular if looked at through a microscope,
and it is therefore only an approximation. Abstract geometric
gures are not conned to the three spatial dimensions that are
familiar to us. Whereas squares are two-dimensional and cubes
are three-dimensional, hypercubes can be dened in four or more
dimensions. Provided that one has an adequate notation, one can
dene any geometric gure in any number of dimensions.
In a similar way, one can dene abstract automata, which can
be implemented, albeit imperfectly, in physical automata. Note
the shift in terminology: if I draw a geometric gure on a sheet
of paper, then we say that the drawing is an approximation to
the abstract gure but if I were to build an electronic device
that functions in the same way as an abstract automaton, then I
say that the hardware is an `implementation' of the automaton.
Some people would say that the device was an `embodiment' of
the automaton.
Any computer program may be regarded as an abstract automaton, in so far as it governs the operation of an electronic computer, which is a particular kind of machine governed by instructions.

Example of an elementary automaton

Let us devise a simple abstract automaton. It shall have two
states, which I shall call `ON' and `OFF' it shall have one input
stream, which can carry two possible signals, called `B' and `T'
and it shall have one output stream, which can carry only one
signal, `F'. The program under which the automaton operates is
as follows:
If the state of the automaton is ON and it receives the input
B, then the state becomes OFF and the automaton issue the
output F.
If the state is ON and the input is T then the state remains
ON and there is no output.
If the state is OFF and the input is either T or B then the
state remains OFF and there is no output.
Clearly, the idea of an abstract automaton is quite trivial. The
mathematical discipline of automata theory comprises the study
of abstract automata that are not fundamentally dierent from
the one I have just devised. Of course, the interest of automata

theory arises from automata that are more elaborate than mine:
they have more states, and more and longer instructions in their
programs, and possibly more kinds of signal in their input and
output streams. (One exception is the class of cellular automata
devised by Edward Codd. These are very simple automata that
have surprisingly rich behaviours when allowed to run over extended lengths of time. And note, also, that most digital computers
are built from components that have only two possible signals in
their input and output streams: the high and low voltage conditions, which are normally designated `ON' and `OFF' | or, from
the programmer's point of view, `1' and `0'.)
It seems obvious to me that my abstract automaton does not
have an iota of consciousness. It also seems obvious that no matter
how elaborate I make it by adding more states, more and longer
instructions, and more signals, and no matter what information
processing it can carry out, it will remain devoid of consciousness.
And it will do so because it is an abstraction.
Let us consider whether an abstract automaton can become
conscious when it is `implemented' or `embodied' in a physical
mechanism. We shall devise an implementation of my automaton
as follows. The mug on my desk will embody it. When the mug
is on my desk , it will be deemed to be in the state `ON' when
it is o, it is `OFF'. The input stream is the force applied to the
desk by my hand: a light tap is designated `T' and a hefty bang
is designated `B' the output stream is the movement of the mug
| falling o is called `F'. If I give the desk a good bang then the
mug falls o, otherwise it stays on. It seems obvious to me that
the automaton is still not conscious, and that it would not become
conscious by being made more elaborate, or by being embodied in
some other physical medium such as an electronic circuit or nerve
tissue.
(There is, though, a subtlety that needs to be cleared up regarding that last point. You could implement the abstract automaton in a conscious brain. But in that case, the brain is conscious
anyway. It would not be conscious by virtue of having this trivial
automaton implemented in it.)

2.5.2 Mental states versus computational states
Whilst it may be obvious to most people that the simple `mug
automaton' dened above is not conscious, some people nevertheless say that we cannot rule out the possibility that more elaborate
automata are conscious. This view seems to stem from a confusion between the nature of a computational state of an abstract
automaton and the nature of a state of mind. Therefore let us
examine more carefully these two sorts of `states'.
Consider two robots that perform identical tasks. For instance,
think of a robot that does a particular welding job on a car assembly line. There might be various dierences between the two
physical machines: one might be made of steel, the other of glassbre they might have dierent appurtenances for holding the
welding equipment or dierent sensors for detecting the positions
of the components that they weld. If, however, they obey the
same instructions | if the same controlling program operates in
both robots | then the two physical machines are said to embody
the same abstract automaton.
As the robot goes through its list of instructions, it will pass
through dierent computational `states'. Each state corresponds
to a particular state of the abstract automaton. The states of the
abstract automaton, however, dier in certain respects from the
physical states of the machine.
First, the abstract automaton is always in one state or another
the denition of the abstract automaton excludes the possibility
of its not being in some state. A robot, on the other hand, may
fail to be in any computational state. For example, if the robot's
arm falls o then it could cease to correspond to any state of the
automaton. Or, more radically, the robot might blow up.
Second, more than one physical condition may correspond to
the same computational state. The movements of the robot's arm
will not have a perfect precision, and there will be a range of
physical conditions that may correspond to the same state of the
abstract automaton. This fact is more evident if we consider two
dierent robots, each of which has a `smart arm' that automatically executes some extra movements designed to ensure that the
arm will not collide with anything. This automatic avoidance behaviour is built into the arm and is not ordered by the controlling

program. For instance, the arm lifts upwards to its full height
before it is moved from one job to another. But if they both
execute the same program, then they embody the same abstract
automaton.
If a physical robot undergoes some physical change, it is impossible to ascertain just by inspecting the machine whether its
computational state has changed. One would have to ask the programmer whether or not that physical change corresponded to a
change in the state of the automaton | and, indeed, whether the
new physical state corresponded to any computational state. For
instance, if the robot's arm falls o, is the robot then in a computational state or not? If the robot is equipped with sensors for
detecting its physical integrity, then its onboard computer could
be informed of the loss of the arm, and could enter a dened computational state. On the other hand, if this accident had not been
anticipated in the robot's design, then spurious electronic signals
might be input and the contents of the computer might simply
become garbled. The robot's state would not then correspond to
any computational state of the abstract automaton.
In the programmer's jargon, we would say that the computer's
memory had been corrupted. In the worst case, we might envisage that the memory cells that hold the program itself become
corrupted, so that it becomes hopeless to try to identify the robot's physical state with a state of the automaton that it was
supposedly embodying.
From this, we can see that the computational states are purely
`designatory': they exist purely through the at of the person who
denes them
A simple analogy may serve to illustrate the principle. I could
dene two new states of the mug on my table: the mug is deemed
to be in state `SAFE' when it is on the desk and more than two
inches from the edge and it is deemed to be in state `UNSAFE'
when it is on the desk but within two inches of the edge. These
two states replace the old state `ON'. Quite obviously, I could
have dened states `SAFE' and `UNSAFE' to be any physical
conditions whatsoever. My whim dictates in which state the mug
is. Nobody can ascertain, merely by looking at the mug and the
desk, that the mug has two states according to its position on the
desk. People will know of the existence of these two states only if

they are told of my denitions of the states. In this example, it is
perfectly obvious that the states of the mug are purely designatory.
The states of a computer program are of precisely the same
nature as the states of my mug. Each component of the electronic
circuit is deemed to be in one of two states, at `positive voltage' or
at `negative voltage', according as the dial of an appropriately set
voltmeter goes left or right when attached to it. The circuit is said
to be in one computational state if it has a certain conguration of
potential dierences, and in another computational state if it has
a dierent conguration. The computational states are thereby
purely designatory, just as the states `SAFE' and `UNSAFE' of
my mug are. (To be sure, the electrical dierences are part of the
objective reality and are discoverable by anyone with the necessary
equipment. Nevertheless, we are free to call high voltage `0' and
low voltage `1', or vice versa, or to devise three dierent states,
called `-1', `0', and `+1', and nobody can tell which state any
component is in just by applying a measuring instrument.)
A computer program, being thus a conguration of designatory states, is itself ultimately designatory. Nor is it just at the
hardware level | the level of voltages | that states are determined by designation. Any collection of digital information, be it
data or instructions, acquires a denite meaning only through
designations that people have applied to its constituents. Here is
an example: when I worked in a university research department,
we would sometimes have to deal with magnetic tapes containing
meteorological data but for which there was no documentation
to say which binary digits represented which meteorological variable. Suppose a particular byte yielded the value 10: was that
the air temperature (in degrees Celsius) or the duration of sunshine (in tenths of an hour)? We could tell what most of the
variables meant by recognising characteristic diurnal patterns |
for instance temperature ranged from about -10 to to about 30,
and typically peaked in the late afternoon, whereas the duration
of sunshine ranged from 0 to 10 and typically peaked at noon.
But some variables could not be interpreted without getting an
explanation from whoever had originally coded the data. Such
as the cloud type: did the value 7 denote stratocumulus or nimbostratus? You just could not tell from the data tape itself.
Quite the opposite is true of the state of your mind: if you

are happy or in pain, then you are so independently of anybody's denition. My conscious experience will remain the same
whatever denitions are made. The mental states have an autonomy that is entirely lacking from the computational states of
the computer program. In short, my mental states are not designatory, but objective. For instance, if I drop my mug on my
foot, then my pain is present irrespective of what I or anyone else
may wish, and irrespective of how anyone denes anything. I cannot have the same problem with my sensations as I had with the
meteorological data-tape: I cannot become aware of some neural
activity in my cortex and then need to say to myself, \Heck, I
can't remember whether that neural activity is pain or pleasure!
I'd better check out a neurological textbook and nd out what
I'm feeling at the moment".
Of course, in saying \My pain is present irrespective of what
I or anyone else may wish", I do not mean to say, \My sensation
is called `pain' irrespective of what I or anyone else may wish".
Quite obviously, I can call my sensation whatever I want to call it
I can call it `blue' or `pleasure' if I so desire. But whatever name
is given to the experience, the quality of it remains the same |
and in that respect the pain is objective and not just a matter of
designation.

2.5.3 Consciousness versus intelligence

The belief that the mind is informational arises in part from a
confusion between consciousness and intelligence. So, let us now
examine `articial intelligence', which is the mimicking of human
problem-solving by electronic computers.
The most famous argument for the possibility of machine intelligence is that given by Alan Turing. Turing envisaged an experiment in which a person would communicate with a computer via
a tele-typewriter: the person would type in messages and the machine would print out replies. If this person could not tell whether
the replies he received were coming from a computer or due to a
human being, then the computer was to be regarded as intelligent.
In Turing's day, such a computer was far beyond the ability
of contemporary computer programmers. Since then, algorithms
for processing natural language have advanced considerably and
now some people can be fooled into attributing human origin to

the interactive output of an elaborate computer program. In a
few decades, we may reasonably expect that the skill of programmers will advance so far that even the most discerning human
will be unable to distinguish, from type-written communications
alone, between a human and a computer mimicking a human.
With parallel progress in devices for synthesising speech, Turing's
restriction of the conversation to the tele-typewriter could be lifted and the machine's intelligence could be made more evident
through spoken communication.
Turing's test has been accepted widely, especially among computer specialists working in the eld of `articial intelligence'.
Some people remain unconvinced, though. It may be impossible
to prove Turing's hypothesis until computer's acquire the required
abilities, but I do not see any reason to doubt its validity.
Both in Turing's original paper and in subsequent debates,
however, there has been a continuing conation of intelligence
with consciousness. Indeed, it is probably this confusion, and its
implication that machine intelligence necessarily involves machine
consciousness, that has evoked the strongest resistance to Turing's
hypothesis. Some people think that (a) it is intuitively obvious
that machines cannot be conscious, (b) intelligence and consciousness amount to the same thing, hence (c) machines cannot achieve
human levels of intelligence. On the other hand, others argue
that (a) machines can achieve and surpass human intelligence,
(b) consciousness requires merely a particular kind or degree of
intelligence, and hence (c) machines can be conscious.
This linkage between the idea of intelligence and the idea of
consciousness is specious. When we look more closely at the characteristics of intelligence and consciousness, we can see that: arbitrarily high levels of intelligence can be attained without a glimmer
of consciousness and, conversely, states of consciousness can exist
without the possession of any intelligence whatsoever.
The word \intelligence", as it is normally used, means the
ability to solve problems. This is a functional denition. It tells
us something about the functioning of entities that are regarded as
intelligent. Given an input that meets certain criteria that dene
a problem, the intelligent entity can yield an output that meets
certain other criteria that dene a solution. A famous example
of machine intelligence is given by computers that play games of

chess. Inputs to the machine consist of the opponent's moves they
meet the criterion of being legitimate moves in the game of chess,
encoded in some digital form and they therefore dene a problem.
The outputs consist of the computer's moves they also meet the
criterion of being legitimate moves in the game of chess | plus
the additional criterion of either beating the opponent or at least
putting up a sti battle. Any entity, such as a computer, that can
function in this way can be described as intelligent in the normal
usage of the word. Furthermore, we can view all other intelligent
behaviour in the same light | as generating an output that solves
a problem constituted by a given input. In all this, there is no
reference to what is going on inside the intelligent entity. Either
silicon chips or nerve tissue could make up the active mechanism
inside the entity. As long as it generates the right behaviour, it
can rightly be described as intelligent.
Contrast this with \consciousness". A conscious state is the
state of the mind at a given instant. The identication of a conscious state (e.g. \pain") is independent of any preceding inputs
or ensuing output. A conscious experience need not be associated
with any response at all. On my way to work, I may watch the
ducks on the canal and feel a sense of pleasure, but that feeling
does not bring about any change in my behaviour. So, having a
conscious experience does not even have the same general form
as being intelligent, as it does not necessarily involve an action,
whereas being intelligent consists in acting in a certain way in
response to a stimulus.

2.6 Modern theories of consciousness

I hope that the previous sections have, at least, demonstrated that
the orthodox claim | namely that the mind is `just something going in the brain' | is in fact, not at all obvious. The orthodox
view cannot simply be taken for granted, but must be argued for.
There is, in fact, a genuine problem with consciousness, and we
could even say that the science of the mind is facing a deep crisis
because of it. You might think, though, that with so many laboratories studying the brain, and with so many cognitive scientists
studying mental information processing, and regular international
conferences focusing interdisciplinary approaches on the study of
consciousness, that a lot of progress must have been made on es-

tablishing a rm understanding of consciousness. I would contend
that this is not so: the core problem of the nature of conscious is
as far from consensual resolution now as it was in Descartes' time,
more than three centuries ago. This is a rather bizarre situation.
In every other area of the natural world, science has made spectacular advances in formulating clear, eective, and explanatory
theories. The fact that science has not even scratched the surface
of the problem of consciousness looks rather suspicious. What it
leads one to suspect is that the standard methods of science do not
provide the right set of tools for getting a grip on consciousness.
It suggests that that the solution to the problem of consciousness
must lie somewhere outside the existing paradigm of science. I will
present just such an extra-paradigmatic approach in a following
chapter, using a Berkeleian rather than a Newtonian metaphysic.
Another suggestion that I hope to make plausible is that of
so-called `psi' phenomena: the seemingly diverse powers such as
telepathy, telecognition, and telekinesis. For, when we contemplate the lump of soggy grey tissue that is the human brain and
consider that the mind can somehow acquire an awareness of what
electrical signals are passing through this piece of matter, and can
modify its electrical behaviour so as to cause physical movements
of the limbs and body attached to that brain and when we consider that it is profoundly mysterious how this comes about, then
we may be struck by the thought that perhaps the mind could
likewise operate directly upon pieces of matter other than brains.
In the popular awareness, there is a sense of incredulousness that
the mind could ever reach out of the head and interact directly
with external objects. Yet, when the brain is demystied, we see
it as just another solid object. The brain is just the same kind of
thing as any other object that you might see lying around, such
as a mug or a pencil: it is just a bunch of atoms stuck together.
With this view, we inevitably confront the question of why the
mind's interaction should necessarily be limited to brain tissue.
Of course, as we soon as we express this intuition in those words,
we invoke the notion of dualism: that the mind is a distinct entity
from the brain. That notion is anathema to modern neuroscience,
but it is also the key to our correctly conceiving the mind and
body. We will return to this point at greater length later.
In the remaining part of this chapter, I shall make some brief

notes on some of the leading arguments about, and theories of,
consciousness that have emerged in recent years in academia. This
does not attempt a comprehensive or deep critique of the work in
this eld. My aim here is just to skim over them, viewing them
from the vantage point of a Berkeleian ontology. More comprehensive studies are already available, such as David Chalmers'.
Varied as these theories are, they all have in common that
they are clearly non-starters in attempting to account for consciousness. Whatever merits they may have in capturing aspects
of our psychology and neurology, they fail to engage with the core
problem that they are supposed to be tackling, namely the nature
of consciousness itself.

2.6.1 Reduction, emergence, and dualism

Modern, mainstream theories theories of consciousness are of three
kinds:
Reductivism and eliminativism: these theories claim that consciousness does not really exist, but only seems to. These theories are refuted by the most basic empirical data, namely our
everyday conscious experience. They are also internally inconsistent, for if consciousness seems to exist, then that seeming
is a real seeming, which needs to be explained, and actually
plays the same r^ole as the consciousness that it was supposed
to replace.
Emergentism: these theories claim that consciousness comes
into being because non-conscious substances are doing certain
things, such as being very complex. As the emergentists themselves would admit, however, the law-like regularities of the
non-conscious substrate do not, and cannot, predict the occurence of consciousness. So, these theories do not and cannot
explain the existence of consciousness.
The emergentists are fond of comparing consciousness to other
supposedly emergent things. For example, heat: the reductive
model of heat tells us that the physical state of being hot is
really just the physical state of the constituent molecules vibrating with a certain level of kinetic energy. Emergentists say
that we cannot explain heat from the bottom up, because heat
is a macroscopic concept and ipso facto cannot exist at the
level of molecules. That, however, is simply wrong, because

the state of being hot is exhaustively denable in basic physical terms that are as much available at the microscopic level
as they are at the macroscopic. Therefore, the reductive model
of heat does indeed explain heat. In contrast, consciousness
is not denable in physical terms, and so the bald statement
that consciousness just comes into being by `emerging' out of
complex information processing in non-conscious matter fails
to explain consciousness. It also fails to give any principled account of how consciousness interacts with physical processes.
Property dualism: Advocates of these theories acknowledge
that consciousness has a real existence, which is conceptually
distinct from the physical aspect, but they assert that there
is only one substance in existence, namely physical substance,
and so consciousness must be a novel property of physical substance. `Property dualism' must always be distinguished from
`substance dualism'. The latter is anathema in the modern scientic and philosophical community, as it says that there exists
a dierent kind of substance, besides physical.
It might be thought that there is some overlap between property dualism and emergentism, but there is not. The emergentist is not saying that consciousness is a non-physical property,
any more than she is saying that heat is non-physical.
Of these three kinds of theory, the rst two are obvious nonstarters, and only property dualism is worth taking at all seriously.
Property dualism involves an assumption of `supervenience'.
Consciousness is said to supervene on some physical system if the
presence of the consciousness is an actual fact, but is not logically
entailed by the physical properties. In contrast, heat is not supervenient. The heat in any physical object is a logical product of
the denition of heat and the physical facts of the molecules that
make up the object. If someone has given you a denition of heat
in terms of fundamental physical parameters, and has told you all
the facts about the molecular momenta in a given object, then you
can work out how much heat there is. You cannot do this with
consciousness. Given a full physical account of a brain, you cannot from this alone infer the contents of the associated conscious
mind nor could you do so if you add a denition of consciousness,

because that denition must necessarily be ostensive rather than
reductive. I can dene the term `consciousness' only by drawing
attention to conscious experience, not by dening it in terms of
fundamental physical parameters.

2.6.2 Functionalism and substantism
Property dualism can be divided into two kinds: functionalism,
which says that the property of consciousness supervenes on logical functions executed in information processing, irrespective of
whether that processing is done in a normal, biological brain, or
in digital silicon chip and substantism, which says that consciousness supervenes on particular physical substances or structures or
processes, irrespective of what functional r^ole they are playing in
a larger system.
I need to make an aside for clarication here. First, you must
distinguish two avours of functionalism. On the one hand, there
is the property dualist avour, which says that consciousness and
function are two dierent things, and they are conceptually quite
distinct, but that consciousness supervenes on function. Advocates of this position assert that it is just a brute, natural fact of the
world we live in that consciousness occurs when certain kinds of
informatic function are performed. On the other hand, there is the
reductivist avour, which says that consciousness just is the same
thing as the function, and it is an illusion that they are dierent.
We dismissed reductionism in general above, so we here are going
to consider only the property dualist avour of functionalism.
In the arena of current consciousness studies, functionalism is
being championed by David Chalmers, author of The Conscious
Mind, while substantism is being promoted by Roger Penrose,
author of The Emperor's New Mind, and Stuart Hammero.
It is important to note that neither theory claims to give a full
explanatory account of consciousness. Neither is able to say why
such-and-such feature in the physical world must have consciousness associated with it. Rather, the association of consciousness
with certain physical features is accepted as an inexplicable natural fact of the world.

2.7 Functionalism

In the next three sections, I will argue against functionalism, with
particular reference to Chalmers' theory.

2.7.1 Creeping androidisation

First, I will outline what I regard as Chalmers' strongest argument, the form of which is originally due to Zenon Pylyshyn.
In his book, Chalmers refers to his arguments as `absent qualia',
`fading qualia', and `dancing qualia', but I do not think that either
that division or those names are especially helpful. The thought
experiment of what I shall call creeping androidisation is mostly
described by Chalmers as having to do with `fading qualia', but
it really involves all three.
In this experiment, we throw ethics to the wind and embark
upon irreversible brain surgery on you. By means of key-hole
surgical techniques and micro-robotics, we make an opening in
your cranium, and proceed with an automated plan of removing
each of your brain cells in turn and replacing it with an articial
device that performs the same function as the neuron it replaces.
The argument does not hang on the nature of the device: it might
be a silicon chip, for instance. For the purposes of the argument,
we stipulate only the functional properties of the device, its inputoutput characteristics.
If the neuron's behaviour were completely deterministic, that
is, give a particular pattern of input signals, a certain output signal
is produced, then the replacement device would have an identical
input-output relationship. Since, however, the nerve cell's behaviour will, to some extent, be stochastic (that is, involving a certain element of chance), then the articial device that replaces it
will use an internal random-number generator to yield an output
with the same stochastic properties | the same probably distributions. As far as the argument for functionalism is concerned, those
random numbers may be pre-coded into a table of random numbers (strictly speaking, `pseudo-random' numbers) or they may be
generated in real-time by some quantum noise device. By denition, functionalism stipulates only the functional behaviour, not
the internal mechanism. So, as far as functionalism is concerned,
it makes no dierence how the random numbers are generated.

But, as we shall see later, the choice of internal mechanism will
actually have a crucial impact on androidisation.
Of course, if the glial cells also perform a functional r^ole, then
they too are replaced by part of the new implanted device.
Changing a few brain cells will have negligible eect. It is
uncontentious to say that you are unlikely to notice any dierence
at all after the rst one or two nerve cells have been replaced. But
what is going to happen over the next hour, as the automated
surgical machine goes to work on your whole brain? Will you
notice any dierence in your conscious mental experience? When
the procedure is complete, when all your brain tissue has been cut
out and ushed down the drain, and you have a complete android
brain, will you still be conscious?
One possible answer, the one that Chalmers oers, is that you
will notice nothing untoward at all. You will see the colour of
the sky, smell and taste your lunch, feel angry about missing the
train, just as you did with your original brain. If this is correct,
then functionalism is established: we will have shown that consciousness is present purely by virtue of the physical execution
of a function. This is because all we stipulated about the replacement devices was their functional characteristics. Therefore,
if consciousness persists during and after androidisation, then it
follows that the consciousness is present just because of that functionality.
Some people will feel quite happy with this answer, but most
people, I believe, will feel instinctively that this cannot be right.
One feels that if one's brain were to be replaced by a piece of
machinery, then one could not possibly have the same mental
experiences.
As Chalmers argues, however intuitively appealing that answer
may be, it is a hard position to hold on to rationally. What if, for
instance, we were to show you colour samples every ve minutes
during the hour that the androidisation takes place, and ask you
whether they still look the same. Since the question enters your
brain (be it the original brain, or the electronic replacement), as
electrochemical signals on the auditory nerve and since the answer comes out of your brain as similar signals along nerves (going
to your hand if you are giving a written answer, or your mouth
and throat if you are giving a spoken answer) then the electronic

brain will give the same response as the original biological brain.
For, recall that each replacement device is so constructed that it
gives the same output for any given input. So, during this process, you will consistently report that your conscious experience
is continuing unchanged.
So, if we accept the starting assumptions, then the only position left open for anyone who is trying to resist Chalmers' conclusions would be to claim that the conscious experience does indeed
change, but that you cannot report it. This, as Chalmers convincingly argues, is massively implausible. It is, moreover, a basic
and necessary assumption for any investigation of consciousness
that when you report your mental experiences, you will be able
and willing to do so honestly and accurately. It is introspectively
hard to imagine experiencing, say, the annihilation of your visual
eld (as your visual cortex is androidised) while continued to assert that you can see things every bit as clearly and colourfully as
before.
It is true that John Searle, for instance, wants to say that the
conscious experience will indeed be degraded and eventually vanish, even though this cannot be reported. He envisages a bizarre
and nightmarish situation in which you will watch your consciousness vanish while your body keeps on saying that everything is
ne. That, however, raises the question of where your brain would
implement and embody the (unreportable) belief that your conscious experience was vanishing. We have already established, by
hypothesis, that all the information processing is going on just
as before. The only way in which you could possess the belief
that your consciousness was vanishing is by having a non-physical
mental substance in which to implement the belief.
Chalmers thus takes us down a very strong chain of thought
leading, seemingly inescapably, to functionalism. It seems to me
the only way out is to assert that the replacement devices, although they have been designed to reproduce the behaviour of
biological neurons, and tested in vitro to show that they do so,
nonetheless behave dierently in vivo. This is not a conclusion
that is acceptable to any strictly physics-minded property dualist
such as Chalmers. Nonetheless, I think this solution is correct. I
shall elaborate on this claim below. First, however, in the next
two subsections, I shall argue that Chalmers' property-dualistic

functionalism is inconsistent even on its own terms.

2.7.2 Integrated whole-brain androidisation

In the next phase of the experiment, we send another micro-robot
into your head, but this time its job is to replace groups of individual devices (each of which replaced one neuron) with more
powerful integrated devices. At rst, pairs of adjacent devices are
replaced by new devices that are twice as powerful. In each case,
the functionality is maintained: the input-output characteristics
of the new device is precisely the same as that of the aggregate of
the two simple devices. When the whole of your androidal brain
has been reduced in this way, we then make a second pass, and
replace every adjacent pair of those second-wave devices by a new
device of the third wave. We repeat these successive waves of
integration until, about an hour later, your entire android brain
has been replaced by a single large-scale integrated chip. The
functional characteristics of your androidal brain have been preserved in their entirety: the new, compact device has precisely the
same input-output characteristics as the original mass of circuitry.
Nevertheless, the internal architecture of this device is completely
unspecied: it could be organised in a completely dierent way
from the original structure.
According to the logic of Chalmers' argument, he must claim
that you will still be conscious, and will have precisely the same
conscious experiences of colours, tastes, and so on, as you used to
have when you had a biological brain.
We have now, however, destroyed the ne-grained functional
structure of the physical correlate of consciousness that Chalmers
claimed, and which frankly he relied on to give his theory an air
of plausibility.
We can take the plausibility rating down by another notch. We
now remove the integrated device that is your androidal brain, and
in its place put a telemetry circuit and radio antenna. This takes
the same inputs and yields the same outputs, but does no processing itself. Instead it transmits all of its inputs by radio to a
nearby mainframe computer, and it receives back all the outputs
by radio from that computer. The computer itself, however, is
a multi-user system that is also serving various research departments as well as running the university payroll. So the software

| on whose functional behaviour your mind supervenes | is continually being swapped between RAM memory and the hard disk.
Moreover, some parts of the processing are farmed out to distributed processors around the campus, using bre-optic cables.
Maybe some of the less time-critical processing gets shipped out
over the internet to other university computers around the country. Needless to say, this distributed information processing is
now following quite dierent algorithms from those that your biological brain used. So, the plausibility of Chalmers' ne-grained
functionalism has now evaporated, but we are still obliged, by
the logic of Chalmers argument, to say that you are still having
just the same conscious experiences as before. Provided that all
the hardware works correctly, you will not have noticed nothing
odd while all this experimental work was going on. In fact, you
probably will not even believe that we have carried out this exercise, until you rap your head with your knuckles and hear a
hollow sound. Of course, during term time, when the university
computer is overloaded and slows down a bit, you might feel that
your thoughts are going into slow motion.
There is, to be sure, a slight confusion as to precisely what
physical processes your conscious mind is now supervening over.
Is it the telemetry device? Or the mainframe computer? Or just
those circuits of the mainframe that are performing the relevant
functions? There may be some ambiguity as to whether your
mind is supervening on subroutine libraries that are called by the
software, but this can perhaps be resolved in some way, or left
undened.
Although the upshot of this experiment may seem bizarre, it is
not logically at fault. It may be embarrassingly implausible, but
it is not invalid. To reach a reductio ad absurdum, we must go to
the next stage of the thought-experiment.

2.7.3 Shared androidisation

Having nished performing the androidisation on you, we now
turn to your colleague and do the same to her brain. We are not
going to tell you where the processing is going to be executed.
Maybe we will leave an integrated device inside your head, or
maybe we will telemeter your inputs and outputs to the mainframe. It really does not matter where we do the processing, as

long as the functional characteristics remain the same. According
to Chalmers' argument, you must still be conscious as normal.
Now, however, we notice that there is a certain redundancy in
these androidal brains that we have installed. A lot of the processing that is going on in your (androidal) brain is the same as
what is going on in your colleague's (androidal) brain. So, we will
now install a further level of integration, in which the functionality
of the two androidal brains is executed in a single, unied system.
This could be anywhere. For instance, we could t a double-power
device in your head and a telemetry device in your colleague's or
vice versa. Neither you nor she will, according to Chalmers' argument, notice any dierence whatsoever in conscious experience.
The plausibility of this functionalism has now dropped even
lower, because we are saying that two dierent minds supervene
on the same physical hardware with intermingled and shared software.
Here, however, we are about to run up against a problem,
because a particular component of this system might perform a
function that is locally identical in each mind but ts into a experientially dierent wholes.
Suppose, for instance that one of the modules performs visual
edge detection: when you look at a black and white picture, say, it
synthesises data that has originally come from individual clusters
of light-sensitive cells in the retina, into a smooth edge. Now further suppose that you are looking at a large white square against
a black background, while, in the next room, your colleague is
looking at a large black square against a white background. The
software system realises that the same computation is required for
both minds, so it allocates the edge-detection software to execute
just once, and its output to be fed into both minds' functional
systems.
We now have a contradiction, for according to Chalmers' theory, there is a natural one-to-one relationship between the functionality and the mental experience that supervenes on it. Yet,
this is clearly not the case here. Instead, we have found that two
dierent experiences, in two dierent minds, supervene on the
same component of functionality.
To get around this, the functionalist could say that, in eect,
your mind and your colleague's has actually overlapped along the

edge where you see the black and white meet. So, there is only a
single conscious experience supervening on a given functional element, but that conscious experience happens to be simultaneous
in two distinct minds.
So, we continue. Next, we replace your black-and-white poster
with a red-and-blue one, but with the same design. Again, the
software decides to allocate the same edge-detection module to
both minds. Now, we can no longer say that there is a single
experience supervening on the edge-detector, because clearly there
are two: a black-and-white edge and red-and-blue edge.
To get out of this paradox, maybe the functionalist could say
that the supervenience is multi-valued: that two quite dierent
conscious experiences supervene on a given functional element.
One problem with that is that you and your colleague may not
always be looking at edges at the same time. Suppose that you
keep on looking at the blue-and-red pattern while she closes her
eyes. According to this posited multi-value supervenience, the
conscious experience of the black-and-white edge detection will
still be going on, because the edge detector is still running (as
part of your mind). In fact, the logic of multi-value supervenience
would entail that every conscious experience that could supervene
on the edge detector must actually do so. Therefore there must
be an innity of other mental experiences, all supervening on the
edge-detector, just because you are looking at the red-and-blue
pattern.
Well, we could carry on with this line of thought-experimentation, but I think we have gone far enough into the absurdity
that Chalmers' functionalism entails, to see that that theory is
not going to work.

2.7.4 A mental monist model

I suggest that the conscious mind has its own ontological standing,
and is neither identied with, nor supervenient on, the brain, or
its activities, or its functions.
My suggestion would be that the neural correlates of (a subset
of) conscious experience are non-deterministic events in the brain.
Conscious experiences and acts of volition can occur in the nonphysical mind independently of what happens in the brain. When
the mind undergoes a conscious perception (such as when you look

at your desk), that perception is induced by another mind (Berkeley's God, which I shall refer to as the `metamind'). In addition
to that seemingly direct experience (e.g. the visual image of the
desk), the metamind will also engineer other associated experiences to ensure that a comprehensive and nomologically consistent picture of the world is available to you. Amongst those other
associated experiences will be observations of your own body: especially, what you would see if you were to examine the neural
activity inside your own brain with some suitable instrument. For
example, you might stick your head into some advanced scanner,
which displays precisely where the electrical activity is going on
in your head. You would see that the incidence of light on your
retina leads to certain activity in the visual cortex, and so on. On
seeing this, you may be tempted to think that that neural activity
is causing your visual experience. But, if you are a mental monist,
you will realise that in fact there is not really any neural activity:
it is a virtual construct and, in fact, the metamind is generating
your perception of the observing instrument's display | just as
it is generating your visual image of the desk.
You will also notice, as you examine your brain with this instrument, that when you perform some voluntary action such as
saying \I can see a red book on the desk", that the muscular movements which produce that utterance are triggered by neural signals
that can be traced back eventually to physically non-deterministic
events in the brain. (At least, that is my hypothesis.) You might
then be tempted by this, to think that any words that your body
voluntarily speaks are actually originated by random movements
of molecules, in conjunction of course with the deterministic machinery of the verbal motor cortex. (This, incidentally, is what a
lot of natural scientists do think.) That, however, is to put the
cart before the horse. Really, when you see the trace of those
non-deterministic events displayed by the observing instrument,
what you are seeing is a reection of your volitional act. For,
your perception of that trace is itself generated by the metamind. The metamind has detected your volitional intention and
reected it in the (virtual) physical world by depicting suitable
modications of the probability distributions of physically nondeterministic events.
Now, let us take another look at the parts of your brain that are

involved in conscious perception. What you nd is that whenever
you have a conscious experience, such as of the red book on the
table, conscious experience is detected by the metamind and reected in a modication of the probability distribution of some
physically non-deterministic event in the brain. Hence information about what you have consciously experienced becomes available to brain's own information-processing systems, and can be
used in any number of activities that do not involve volitional
interaction.
During the androidisation, if deterministic devices are used
to replace your brain cells, then whatever experiences you may
have at that time they will not be reected in the information
reaching the brain. Your experiences will no longer be bound
to have the normal structural coherence with what your body's
sense-organs detect. So, your mind may begin to wander. Lacking
more and more of the body-coherent perceptions, you may start
to hallucinate. You may undergo something like a near-death
experience. As the androidisation covers the motor centres of
your brain, you will nd that you can no longer control parts of
the body. Eventually you will become completely detached from
your body, precisely as if you had died. The external observers,
meanwhile, will watch your body slump into a state somewhat
like catatonia. Poetically, we might that say that androidisation
had separated your soul from your body. That, I fear, is how it
would appear to the observers.
On the other hand, if each device involves genuine non-determinism, such as quantum-mechanical tunnelling, and these nondeterministic events play the same functional r^ole as in the original
biological brain, then I would expect the androidisation to have
no eect on your conscious mental life.

2.7.5 Substantism versus functionalism

The substantist claims that conscious experience supervenes on
particular physical processes, such as | in the Penrose-Hammero
theory | quantum-mechanical events in microtubules in nerve
cells. At one level, this is consistent with the mental monist picture that I am building up in this book.
In mental monism, there is a correlation between (some) conscious experiences and something in the brain. As I argued in

the previous section, the neural correlates of conscious experience
must be non-deterministic. So, microtubules are plausible.
Where mental monism diverges from the property-dualistic
substantism, however, is in the metaphysics: mental monism asserts that the mind in the primary reality, while the brain and the
rest of the physical world is virtual whereas property-dualistic
substantism claims that the mind is just an aspect of the neural
correlates.

2.8 Identity theories

Physicalists are so desperate to nd a way of explaining away
consciousness that whenever a new variant of an old theory comes
into circulation, there tends to be a urry of excitement in the
hope that promissory physicalism has at last come to fruition. In
fact, all physicalisms are pretty much the same. In this section,
I shall make some comparative remarks about the `token-token
identity' theory, the `type-type identity' theory, and the `functionalist' theory. (The rst two I will refer to as `token-identity'
and `type-identity' theories, respectively.)

2.8.1 Identity theories in general

In the philosophy of mind, `identity theories' claim that mental
things are identical with certain physical things. These theories
are usually associated with physicalism | the belief that nothing
but the physical world exists | but strictly speaking mentalism
could have its own identity theories. Identity theories in the physicalist camp would say that all mental things are physical, but not
vice versa, while identity theories in the mentalist camp say that
all physical things are mental but not vice versa and one could
also have a panpsychist theory that all mental things are physical
and all physical things are also mental. Here, however, we are
dealing with physicalist identity theories only.
To place them in context, we can contrast identity theories
with other kinds of theory of mind. We have, of course, the division discussed earlier, into dualism, physicalism, and mentalism.
The physicalisms and mentalisms can each be divided into eliminative and non-eliminative. Eliminative physicalism says that
mental things do not exist at all. According to eliminative physicalism, all talk of mental things has to be thrown out and replaced

by talk of physical things, such as brain states. Churchland, for
instance, says that what he disparagingly calls `folk psychology'
is an incoherent and inadequate theory, and he envisages that
it will be wholly supplanted by talk of the kinematics of brain
states in phase space. He draws an analogy with the wholesale
replacement of the theory of phlogiston by the theory of heat as
molecular vibration. Quantities of phlogiston could not be identied with anything in the statistico-mechanical theory of heat, so
our modern thermodynamics is `eliminative' in respect of phlogiston. This contrasts with non-eliminative physicalisms, which say
that mental things do exist, but they are actually physical. Physicalist identity theories necessarily fall on the non-eliminative side
of the divide, for they say that what we refer to as mental things
do exist, but they are identical with physical things.
People have identied mental states with all sorts of things in
the physical world:
Overt behaviour, according to behaviourism | which was summarised by Carnap as: \All sentences of psychology are about
physical processes, namely about the physical behaviour of humans and other animals".
Physiological states of brain tissue, according to central-state
materialism | which was summarised by Place as \we can
identify consciousness with a given pattern of brain activity".
Functional states of information processing systems such as
brains | which Lockwood summarised as: \for every psychologically distinct type of mental state M, there is a distinct
corresponding functional role R and it is a conceptual truth
that a state is of type M if and only if it fulls the role R".
Social relations: some of the more imaginative forms of physicalism identify consciousness with relational facts about the
societal and linguistic matrix in which a person lives.

2.8.2 Type & token identity theories

A distinction can be made between two kinds of identity theory:
`token' theories that identify mental tokens with physical tokens
and `type' theories that that identify mental types with physical
types. A token identication would say that, on the one hand, a
particular mental thing is one and the same as some particular

physical thing but, on the other hand, if you had the same physical thing somewhere else or at another time then you would not
necessarily have the same mental thing.
Now if, for example, I were to stick a pin in my nger then
any identity-theorist would say that my pain is something physical
in my head. Moreover, according to the token identity theorist,
it would always be the same thing, irrespective of context: that
particular physical event would always, without exception, be one
and the same thing as the conscious mental event of experiencing
the pain. According to this identity theory, therefore, you could
cut out the bit of brain tissue where this pain is located and keep
it alive in a Petri dish, and you would be guaranteed that the
pain would still be there, in the Petri dish. (We discussed this
in the excision thought-experiment, in a previous chapter.) But
according to a `type' identity theory, the state of that bit of brain
tissue is not constitutive of the pain, therefore the pain would not
necessarily be in the Petri dish. It is true that on each particular
occasion, there is a particular bit of brain tissue which contains
the conscious experience, but it could be a dierent bit of brain
tissue each time, executing a dierent pattern of electro-chemical
activity.
For instance, functionalism would say that it is a functional
r^ole played by that bit of brain tissue that is constitutive of the
pain, rather than the tissue's physiological state. Of course, on
any given occasion, that function is performed by a specic piece
of matter in the brain, but the same function could be performed
at dierent times by dierent pieces of matter. (We discussed this
in the androidisation thought-experiment, earlier in this chapter.)
Since the excised brain tissue is isolated from the rest of the brain,
it no longer plays that r^ole, so the pain is not there any more. (Unless, of course, we re-wire the excised tissue to the brain, allowing
signals to go back and forth, and then the pain would indeed be
in the Petri dish.)

2.8.3 Continuum of identity theories

I would argue that there is a certain blurredness about what is
supposed to count as a token of a physical state, or a type of
physical state, or a functional state, for the purposes of an identity
theory. And, in consequence, token identity theories, type identity

theories, and functionalism are actually just dierent points on a
continuum. If we suppose that a particular mental thing, such as a
pain, is a physical state, then how dierent can the physical state
be and yet still be the same mental thing? Suppose that mental
state M1 is identied with a physical state P1 , and suppose that
P2 is very similar to P1 . Does every sub-atomic particle have to
have the same position and momentum in P1 and P2 if P2 is to be
identied with the same mental event, M1 ? Or is there a tolerance
range such that P2 is identied with M1 provided that the physical
states P1 and P2 are similar enough? It would certainly be possible
to maintain that even the slightest variation in the physical state
renders the mental state dierent. That is not, however, a claim
that would have any adherents in neuropsychology | for then we
could never get the same mental state twice.
Mental states are seen as having a large `granularity' in relation to the states of the underlying brain. Thus it is usually
supposed that a range of physiological brain states are all equally
constitutive of any given mental state. Moreover, the brain state
might be expressed by a proposition involving disjunction as well
as conjunction: one might claim that a certain pain is to be identied with a physical state that occurs if, and only if, C-bres 1
& 2 re, or if C-bres 3 & 4 re. Nor need the physical state
be limited to one instant in time: one could claim that a certain
pain occurs if, and only if, C-bres 1 & 2 re and then D-bres
21 & 22 re. And they could involve causation either explicitly
(e.g. C-bres 1 & 2 re, and this immediately causes D-bres
21 & 22 to re) or implicitly (e.g. C-bres 1 & 2 re, and their
signals reach D-bres 21 & 22, and the number of signals thus
reaching those D-bres exceeds the threshold, and those D-bres
then re). There is no limit to the complexity of those propositions that dene the physical states with which the mental state
is to be identied. Moreover, those propositions could be recast in
information-theoretic terms, purely for convenience and without
introducing any ontologically new concepts (e.g. C-bres 1 & 2
re, and the fact that they have red is transmitted to D-bres
21 & 22), which leaves undened how certain parts of the physical state are implemented (the C-bres and the D-bres might be
linked by implanted silicon chips rather than axons).
In this way, we could move by small steps from a type iden-

tity theory to arrive at functionalism, in which the mental state
is identied with a functional state without any explicit reference
to human brain tissue. My conclusion from this line of argument
is that every point on the continuum from simple type-identity
theories to functionalism represents a possible theory of mind, in
which mental states are identied with progressively more elaborate or abstract physical states.
It might be objected against this line of argument that what
I have called a `physical state' is not a `state' at all if it is dened
by a proposition involving disjunction. That, however, contradicts
normal usage. For instance, if you look in any text book on the
electronics of digital computers, you will see that the fundamental
digital states of 0 and 1 are dened as ranges of voltages, which
can legitimately be regarded as an innite disjunction. (They can
also be regarded as properties of voltages.) Moreover, nothing
hangs on the word `state'. If one insisted that a `state' cannot be
dened by disjunction, then one could just introduce a new term,
say \generalised state" to mean any set of physical states dened
by a precise proposition.
It has been claimed that type-identity theories are `rst-order'
theories, whereas functionalism is a `second-order' theory. In the
former, what is constitutive of the mental state are the properties
of that physical state whereas in the latter, what is constitutive of
the mental state are the properties of the properties of the physical
state. Thus, according to functionalism it is the functional role |
which is a property of the properties of the brain state | rather
than the brain state itself that is constitutive of the mental state.
Indeed, it is in virtue of this that functionalists such as Putnam
claim that a machine is conscious if it performs the same role as
a brain.
If we accept the foregoing argument, however, then those two
theories of mind are just points on a continuum. In that case,
how does the notion of rst- and second-order theories apply?
If a theory were to identify mental states with physical states
in which (a) some neural activity is specied precisely while (b)
other steps in the information processing are specied abstractly,
would that be a one-and-a-half order theory? For instance, one
could identify a pain with: C-bres 1 & 2 re and activate an
information-processing unit that performs a D-function. I think

the answer is that the notion of an n-order theory makes sense
only in relation to some given set of predicates. If we start with
a set of predicates that are the precise positions and momenta of
all the particles that make up the brain, then a theory is rstorder if it identies a mental state with a specication of all the
positions and momenta of the particles in the brain, and a theory
is second-order if it identies a mental state with a range of possible positions and momenta | for then the fact that a particle's
position is within a certain tolerance range is a property of a property (namely the spatial position). More realistically, if we took
the basic set of predicates to be the ring rates of neurons, then a
rst-order theory would identify a mental state with a situation in
which each neuron res at a certain rate, whereas a second-order
theory might identify a mental state with a situation in which
each neuron's ring rate lies within a specied range.
Now, since there is no privileged set of predicates about the
brain that could be taken to dene a canonical rst-order theory,
we must conclude that a simple statement that \functionalism is
a second-order theory" conveys nothing. To be sure, the author of
that sentence must have had in mind some set of basic predicates,
with respect to which functionalism is indeed second-order. Other
people, however, will have in mind other sets of predicates. On
the one hand, a biochemist might focus on the enzymatic reactions
going on inside nerve cells, and regard the identication of mental
states with inter-neuron signalling as a second-order theory (for
it is not the properties of the enzymes that matter, but properties about those properties, namely the resulting inter-neural
logic). On the other hand, a computer programmer might focus
on predicates that capture the functional relationships between
the brain's information components, so that functionalism is a
rst-order theory. Moreover, it is not just ambiguous to say that
type-identity theories are rst-order while functionalism is secondorder, it is misleading, for it suggests that functionalism is thereby
a more powerful theory and that it might for that reason bring us
closer to a solution of the mind-body problem. In fact, the two
theories are of the same kind and dier only in respect of which
bit of the physical world they try to identify the mind with. So, a
general refutation of type-identity theories is also a refutation of
functionalism.

Obviously token-identity theories sit at one end of this continuum of identity theories, with functionalism at the opposite
end.

2.8.4 Against identity theories
Two kinds of attack have commonly been made against physicalism in general (which a fortiori apply to identity theories): rst,
the claim that there are certain kinds of mental thing (such as the
colour red), which we know about from introspection, but which
cannot be derived from any physicalist theory and, second, the
argument that our derivation of concepts of the physical world
from sense-data shows that physical terms refer to mental constructs with no independent reality. The former argument is close
to our intuitive belief that the conscious mind does not \feel like
billions of tiny atoms wiggling in place".
The latter argument is associated with the semantic argument
of the eighteenth-century empiricist Berkeley, and is no longer in
fashion, despite latter-day revivals of phenomenalism. Although
the latter argument does provide a more robust refutation of physicalism, it actually proves too strong for modern tastes, as it proves
not merely that physicalism is false, but that the physical world
does not even exist. We will examine this in more detail in later
chapter.
Opponents of physicalism commonly claim that it fails to account for qualia (\raw feels", such as the perceived experience
of the colour red) and intentions (e.g. the intention that when
I say \Marianne Talbot" I mean a certain individual). A third
aspect of the poverty of physicalism is that it fails to account for
the unity of mind. Descartes considered that it was a key dierence between the mind and the brain that the latter was extended
in space while the former was not, but nowadays it is not given
the same priority. Indeed some writers such as Roger Penrose
has postulated a connection between consciousness and non-local
quantum-mechanical phenomena.
Since we will be looking closely at the semantic argument later,
let us take a quick look here at the qualia argument and the intentionality argument.

2.8.5 Qualia versus physicalism
The argument from qualia comes in two forms, involving `absent
qualia' and `inverted qualia'. They both amount to the same
idea, which is that the correlation of mental and physical things is
wholly contingent and cannot be predicted by any physical theory.
In the `absent qualia' argument, we consider some individual | be
it a human, a robot, or a bat | and suppose that the usual qualia
suddenly vanish. Since we can suppose their absence without
entailing any physical change in the organism, it follows that the
qualia are not physical. Likewise, we can consider an individual
in whom the perceived experiences of sense-data are rearranged,
so that, for example, this individual will experience the sensation
we call \blue" when looking at something green, and experience
the sensation we call \green" when looking at something blue.
Again, we can suppose this rearrangement occurring without any
physical change, therefore the qualia are not physical.
The weakness of this attack lies in its reliance on counterfactuals: it says, \We can imagine the mental experiences that are
associated with a physical state changing or disappearing without
any change in the physical state, so how can the mental states be
identied with the physical state?", to which a physicalist may
reply, \Let us simply assume that it is a law of nature that these
mental states cannot change." Since we cannot get inside other
people's minds to check, we can never call the physicalist's blu.
Another line of defence that is open to the physicalist is simply
to query whether the imagined situation is logically possible. There
are, after all, many constraints we do not know about in the universe, and it may be that our imaginings are at fault. We believe
we are imagining brains without qualia, but perhaps we are just
pretending to do so.
A related argument is to say that we can imagine a disembodied mind experiencing qualia without any physical substrate, and
that therefore there cannot be any necessary connection between
mental states and physical states. But who is to say that our
imagined scenarios are fully thought out? Here's an analogous
example: the novelist Jorge Luis Borges (1899-1986) imagined a
book having an innity of innitely thin pages, but that does not
mean that such a book is logically possible. In fact, it was not

a fully worked-out model of a possible world. Likewise, it may
simply be that when we imagine disembodied minds, our imaginings are incomplete and, were they to be completed, we would nd
a contradiction. That is to say, if we had fully ecient imaginations, we might perhaps nd it impossible to imagine disembodied
minds. Moreover, the physicalist may simply say that it is an axiom of psychophysics that minds cannot be disembodied. Until
we nd a disembodied mind, we have no ammunition against that
defence.
I would prefer to say that the real essence of the argument
from qualia is that it shows physicalism to be vacuous. This can
be shown as follows (which, in eect, takes us from the qualia
argument to the semantic argument).
First, terms that denote mental experiences gain their meaning
by ostensive denition. If you have never experienced the colour
red, then I cannot convey to you what the word \red" means when
applied to mental experiences. In contrast, the terms of physics
gain their meaning by abstract denition: thus a proton is dened
in terms of numeric quantities such as mass and electric charge,
which in turn are dened in terms of other particle-theoretic concepts, and particle theory as a whole can be cashed out in terms of
data from measuring instruments. On this view, any laws identifying mental states with physical states are extraneous rules bolted
on to the body of physics. They are inherently incapable of being
predicted from within physics, as the terms that denote mental
experiences simply do not occur in physics are not derivable from
physical terms. Thus physicalism can have no explanatory power
for mind-body relations: it necessarily fails to explain how consciousness could arise from physical matter. Moreover, any posited laws of psychophysics are arbitrary: for, on the one hand,
we could postulate identications of other minds with anything
whatsoever and never encounter any data to the contrary, since
we cannot access the private experiences of other minds and, on
the other hand, if one identied one's own mental states with particular physical states but subsequently found those mental states
occurring without the supposedly identical physical states, then
one could simply expand the identied physical state into a disjunction. (For example, we might at rst say \this pain is identical
with the C-bres' ring", but subsequently we might encounter

the same pain occurring when the C-bres are not ring. In that
case, we can simply re-write the appropriate axiom of psychophysics so as to identify the pain with a disjunction, for instance \this
pain is identical with the brain's being in state X, which is deemed
to occur when either the C-bres or the D-bres re". Since the
laws of psychophysics necessarily cannot be derived from physics,
there is no possibility of new psychophysical laws' contradicting
physics. Hence we can simply bolt on new psychophysical laws as
and when we wish to.)
The necessary inability of any physicalist theory to give an
account of qualia refutes every form of physicalism, and a fortiori
refutes token- and type-identity theories and functionalism.
The argument above is a compact form of the semantic argument for mental monism that will be developed later.

2.8.6 Intentions versus physicalism

The argument from what Brentano called `intentionality', and
Russell called `propositional attitude', claims that there is something unphysical about the way in which symbols can be intended
to refer to something in the outside world. If I use the word
\Marianne" to refer to a particular person, and say \Marianne
the lecturer is standing outside the door", then there is supposed
to be some mysterious connection between my mind and that person whereby that word acquires its specic reference. Also, the
truth-value of the proposition expressed by the sentence, \Marianne is standing outside the door", is dened through another
mysterious connection between the proposition and the physical
state of aairs outside the door.
One way in which this argument is expressed is to consider the
written word \Marianne": as far as physics is concerned, this is
just a pattern of ink on a piece of paper but the human mind can
read an intended reference into it, so the human mind must be
outside physics.
The claim that intentions reach out of the mind and touch the
referent can be defeated by considering cases of defective reference. First, suppose that Marianne had an identical twin sister
and that she and her sister took alternate Monday lectures. If I
then use the word \Marianne" to refer to the single person whom
I believed gave all the lectures of a certain course, then the word

would not actually refer to anyone. Yet my brain states and mind
states are all just as they would be if there were indeed a single
Marianne. Therefore, acts of referring do not involve any mysterious contact with the referent. Second, suppose that somebody
in the biochemistry laboratory had created ten clones of Marianne and, having kidnapped her, surgically exchanged parts of
her body with these clones, so that clone no. 1 exchanged her left
leg and right arm, and clone no. 2 exchanged her cerebellum and
parietal cortex, and so on. If I now use the word \Marianne" to
refer to the individual who gave the lecture last week, then I have
to decide what criterion to use to select the referent. Again, we
see that the act of referring does not have a magical direct route
to the referent.
Intentionality can, in fact, be completely reduced to the behaviour of physical systems. Consider the digital computer that
runs the University's payroll. On one of the magnetic disks is the
character string \Marianne", which the computer intends to refer
to the human individual, Marianne Talbot. That act of referring
is accomplished by means of other data, such as a bank account
number, which in conjunction with the structure of the payroll
program causes Marianne's salary to be transferred to her bank.
In this case, we see that an act of referring is carried out without
anything mysterious at all. Likewise, if I read the word \Marianne" in a letter asking me to attend a tutorial, then I will recall
to mind information about what Marianne looks like and which
college she is at, and then search for a person matching those
details. If someone else (such as a twin sister) presents herself
at the porter's lodge, then I shall take the word \Marianne" to
refer to that surrogate. Again, the process of making the reference
involves straightforward information processing that is wholly explicable in physical terms.
The argument from intentionality thus fails to damage physicalism. We have to go back to qualia and the semantic argument.

2.8.7 Qualia versus functionalism

Functionalism is defeated by the general argument against physicalism given above. In addition, however, I will end this discussion
of functionalism with the following consideration.
Suppose a stage hypnotist were to hypnotise a subject and

plant the suggestion that the subject will feel intense pain and
the subject then behaves as if she is in agony, and says she believes
herself to be in pain. The functionalist argument would be that if
the subject is in a state that causes the person to behave as if in
pain, and causes the subject to believe she is in pain, then by any
normal criteria she is indeed in pain. After all, what more could
we require of a state of pain? What is missing is the sensation of
pain | that is, the qualia. In order to maintain this answer, we
do not need to suppose that it is possible that the subject could be
mistaken in this belief, that is, that she could believe herself to be
in pain when she is not. It is necessary only that she consistently
and convincingly act out the dramatic r^ole of being in pain.

Chapter 3
Theories of Reality
We have seen in the previous chapter that modern theories of consciousness do not solve Chalmers' `Hard Problem'. They do not
explain how consciousness could, even in principle, arise out of
a physical universe nor do they explain how consciousness could
even have any existence within a merely physical universe. I suggested earlier that, to nd the solution to the Hard Problem we
have to turn from science to metaphysics, and go back to the
eighteenth century. We need to revisit the fork in the early modern development of scientic thought, when Western intellectual
culture took the Newtonian road to materialism. And we must
now take the Berkeleian road to immaterialism instead.
In this chapter, I will discuss some aspects of metaphysics
that are preliminary to examining mental monism then give a
brief summary of Berkeley's metaphysical philosophy and look at
some of the arguments that have been ranged against him.
In the next chapter, I will present an argument for mental
monism. Although that chapter may be thought of as an unpacking of Berkeley's semantic argument, it can also stand on its own.
Therefore, you could skip the part of this chapter that gives a
summary of Berkeley's philosophy.

3.1 Physicists' world-view

It is helpful to see the world as natural scientists see it, to focus for
a while on the backdrop against which modern, conventional theories of mind have developed. The eminent scientist Sir Arthur S.
Eddington wrote the following famous passage back in 1927, and
it captures an important ingredient of the scientic background,
even though this nave view may seem to have been obscured in
recent years by the supposed sophistication of chaos theory, emer125

gentism, and so on.
I have settled down to the task of writing these lectures and
have drawn up my chairs to my two tables. Two tables!
Yes there are duplicates of every object about me | two
tables, two chairs, two pens. ... Table No. 1] has been familiar to me from earliest years. It is a commonplace object
of that environment which I call the world. How shall I describe it? It has extension it is comparatively permanent
it is coloured above all, it is substantial. By substantial I
do not merely mean that it does not collapse when I lean
upon it I mean that it is constituted of \substance" and by
that word I am trying to convey to you some conception of
its intrinsic nature. It is a thing not like space, which is
a mere negation, not like time, which is | Heaven knows
what! ... I]f you are a plain commonplace man, not too
much worried with scientic scruples, you will be condent that you understand the nature of an ordinary table.
... Table No. 2 is my scientic table. It is a more recent
acquaintance and I do not feel so familiar with it. It does
not belong to the world previously mentioned | the world
which spontaneously appears around me when I open my
eyes, though how much of it is objective and how much subjective I do not here consider. It is part of a world which in
more devious ways has forced itself upon my attention. My
scientic table is mostly emptiness. Sparsely scattered in
that emptiness are numerous electric charges rushing about
with great speed but their combined bulk amounts to no less
than a billionth of the bulk of the table itself. Notwithstanding its strange construction it turns out to be an entirely
ecient table. It supports my writing paper as satisfactorily as table No. 1 for when I lay the paper on it the little
electric particles with their headlong speed keep on hitting
the underside, so that the paper is maintained in shuttlecock
fashion at a nearly steady level.8
The main lesson to draw from this is that the scientic apperception on the world around us is a fundamental split, between
what is really an abstract model | the swirling masses of invisibly
small particles such as atoms and electrons | and the common
phenomenal world. The mind-set of the physical scientist involves

believing that the solid, phenomenal table is the same thing as the
abstract model, and holding that belief every bit as strongly as a
devout catholic believes that the communion bread and wine are
the same substance as the body and blood of Jesus the Nazarene.
Anyone coming to the scientic worldview with fresh eyes will
see through this delusion instantly. But, because scientic training
involves indoctrinating young people with the delusory identication, and because the guilt culture of the scientic community
forces its members to interiorise the policing of that delusion, to
the extent that scientists enthusiastically embrace this illogicality
and feel embarrassed by, and contemptuous of, those who have
no faith in the great delusion, there is actually no point in telling
them that it is a delusion. Instead, we have to get into their
worldview and work our way through it to arrive at a reductio ad
absurdum in their own terms.

3.2 The physical world is unknowable

We must now shift to a dierent topic. In the preceding sections, I have been concerned only to argue that we must take
consciousness seriously. The mind cannot be explained away as
just something to do with brain tissue or biological information
processing. Now, we must stand back and take a broader view of
what we are really talking about when we discuss theories of the
physical world.
So far, the line of argument we have been following involves
taking for granted that the physical world is real, and then putting
forward reasons for thinking that the mental world is also real.
What we will now look at is the physical world. My nal aim is
to show that the physical world is not real after all. Let us begin,
however, by considering that the physical world, if it did exist,
would remain forever beyond our cognitive grasp.

3.2.1 Unknowability of physical facts

The less familiar entities of physics are often said to be `merely
theoretical'. I have in mind planets that orbit suns in other galaxies, which are too distant ever to be seen and sub-microscopic
particles such as quarks, that are too small ever to be seen or
felt. The experimental scientist infers the existence of these `obscure' objects from his observations of other, more accessible bod-

ies. Such theoretical objects are suppose to be contrasted with
everyday objects, like the mug on my table, which are said to be
`concrete' and not at all theoretical.
People who think this way are typically at a loss to draw the
dividing line between theoretical objects and the concrete. There
is, rather, a gradation from theoretical entities to concrete bodies,
governed by the extent to which the entity can be apprehended by
the senses. Thus, we all agree that my mug is a concrete body, as I
can see it and pick it up, and do such things with it as drink coee
out of it. A bacterium is also fairly real, as one can see it through
a microscope. But, people other than bacteriologists tend to think
of these microscopic creatures as existing a dierent world, as if
the microscope does not just reveal very small things in our world,
but serves as a window into another world. Indeed, elementary
books that teach children about microscopy often describe what
is seen under the microscope as a `microscopic world', inhabited
by such monsters as the amoeba and the hydra. What makes
us think this way? It is partly because we have only a narrow
band of sensory access: we can only see the microscopic world, we
cannot touch or feel it, or gain any sense of its weight or inertia,
nor can we hear it or smell or taste it. Furthermore, the humble
domestic microscopic restricts even the visual access: unless you
are using an expensive stereoscopic microscope, the realm of the
bacterium will seem at and utterly two-dimensional and if you
are employing the standard technique of shining light through the
material that you are examining, then you can see only translucent
forms | no shadows or solid bulks. Nor can you observe your own
body engaging with the microscopic world. If you put your nger
under the microscope and try to poke a bacterium, all you see is an
impenetrable black plane that cuts out all the light. These factors
combine to make us think of things that can be seen only with a
microscope as a world apart from ours, and therefore marginally
less real. This psychological tendency is at work even if we know
intellectually that what we see through the microscope lenses are
are real things in our world, which happen to be very small.
When we move on to smaller things, which cannot be seen with
the optical microscope, but only with an electron microscope (the
wavelength of the electron being much smaller than that of light),
then in some respects these smaller things are even more remote,

as we do not see light that has passed through the object itself,
but only a reconstructed image on a screen or a photographic
print. (Paradoxically, the scanning electron microscope yields images that capture a strong three-dimensional depth and in that
sense regain a semblance of realism | but only a semblance: you
could never touch the solid-looking objects depicted in a scanning
electron micrograph.)
Going down to the level of atoms brings us to a no-man's
and, where the the familiar realm that can at least be imagined
in sensory images gives way to a realm where entities cannot be
visualised but only apprehended through mathematical equations.
With ion eld microscopes, we can get blurred images, in which
round smears represent individual atoms. But they hardly count
as photographs of atoms, as there is no detail, nor is it physically
possible for there to be any greater detail in these images, as there
is no greater detail there to be depicted.
Inside the atom, individual electrons hop instantaneously between the orbital sphere that the surround the atom's nucleus.
Yet, within those orbits, the electrons lose their individuality. If
one electron jumps into an atomic orbit, and then an electron
jumps out, it simply does not make sense to ask whether it is
same electron or a dierent one. (This analogy might help: if you
pay a cheque for $50 into your current account, and then write
out a cheque for $50 to someone else, it does not make sense to
ask whether the pounds that came out are the same as the ones
that went in.) The electrons are dened only as discrete amounts
of mass, energy, electric charge, and other physical quantities,
not as bodies as we understand the term from everyday life. We
cannot accurately picture what it is like inside the atom. The
best we can do is use metaphors to capture separate aspects of
the subatomic world. Thus, the metaphor of planets orbiting the
Sun is a partial metaphor for electrons orbiting the nucleus and
transferring money is a metaphor for the anonymous movement
of electrons into and out of orbital spheres.
So, some people would say that the subatomic entities are just
theoretical constructs, and that they exist only in the equations of
mathematical physics | whereas larger bodies constitute genuine
reality and are just as we see them. It is hard to feel comfortable
with this position. If the furniture of the world is ultimately made

up of subatomic entities, and those subatomic entities are gments
of the mathematical physicist's imagination, then it is hard to
comprehend how large assemblies of atoms come to possess the
solid qualities that we normally associate with the material world.
The alternative view that we could take on this point is that
subatomic entities are perfectly real and that the furniture of the
world | since it is made up of these entities | is therefore ultimately as weird as the subatomic entities. The trouble with this
position is that the world that we normally imagine that we inhabit, which consists of such solid objects as the desk at which I
am now sitting, is left in a limbo. An account of the universe in
terms of vast assemblies of subatomic entities does not seem to
make contact with our ideas of everyday objects.
I would ask you to consider the more radical view that every
physical object is only theoretical, no matter how familiar it is
or how much a part of everyday life it is. The reason for doing
so is an extrapolation of the argument for saying that subatomic
entities are theoretical.
The argument for regarding obscure objects as theoretical is
that the principles used in inferring their existence might be wrong,
and that the observational data to which those principles are applied might be in error. For example, when the planet Pluto's
existence was inferred, use was made of both Newton's principles
of gravitation and of observations of other planets' disturbed orbits around the Sun. Either of those premises could have been
wrong. As it happened, both were accurate enough to yield a
correct prediction of the existence of Pluto.
This line of argument can be extended to everyday objects
through the recognition that the sense organs that are used to acquire, and the nervous tissue used to process, data about external
bodies can be faulty. People can experience illusions and hallucinations, can dream, can be hypnotised, or can be tricked, so as to
perceive the images of bodies that are not physically present. It
is strictly impossible to tell whether any sense datum is faulty or
not, because the evidence for and against its veracity could itself
be faulty. Therefore, any inference whatever about the physical
world, be it concerned with familiar or obscure objects, is liable
to error it is only theoretical: it should, strictly speaking, be understood not simply as \Such is the case", but as qualied by \...

provided that observations are valid and I am applying correct
principles to my observational data".
Obviously, there is no need to embrace such pessimism when
we are engaged in everyday tasks like shopping or cooking. As I
go out of my room, I shall not think, \These oor boards might
be a visual hallucination. My foot might feel nothing when I put
it down and I disappear through the oor". I assume without
consciously thinking about the matter that my sense of touch will
match my sense of sight and, generally, that my perceptions in
each faculty will match those in the others. And they do.
The so-called `common-sense school of philosophy' denies that
the existence of everyday objects is theoretical. Its argument goes
like this:
i The word \know" bears a meaning, which (like all other words
in common currency) is determined by its normal usage.
ii All normal people would say (if they were asked, and barring
amputees for the sake of briefness) that they `know' that they
have e.g. two arms and two legs.
iii If the existence of arms and legs were not really `known', but
only theoretical, then we would have to say that nobody is
using the word `know' correctly | which would contradict the
premise that the meaning of a word is determined by usage.
iv Therefore, whatever philosophical denition we attach to the
word \know", it must be said that we do know that we have
two arms and two legs.
This `common-sense' argument displays a nave ignorance of the
rich and subtle variety of what Wittgenstein called `languagegames'. Words bear multiple meanings, which alter according to
the circumstances in which they are used. Thus there are social
circumstances in which it would be correct to say that we know
that we have two arms and two legs, but there are also contexts
in which we would be able to express a dierent and more radical
truth.
We can usefully compare the word \know" with any other word
that is in common usage, but which has not been implicated in
the word-games of philosophers | words that are free of philosophical contamination. \Square", for instance. If I take out a
piece of chalk and draw a rough square on the pavement , then

most people would accept it as normal English usage to say that
it is a \square". Yet if a carpenter were tting a door into a doorway and the door had been cut with as little precision as I had
drawn my chalk gure, then it would be normal usage to say that
the door was not really square but an irregular quadrilateral. According to the logic of `common-sense' philosophy, however, the
carpenter is talking rubbish. Since normal usage allows my rough
chalk gure to be called a square, the carpenter must (according
to the advocates of common sense) also call the the roughly cut
door a square. In real life, confusion in such matters is avoided
(when it might otherwise arise) by qualifying the terms with words
like \perfect" and \imperfect", or by specifying numerical limits
to the imperfection. ("It is square within a quarter of an inch.)
The carpenter might request that the door be a perfect square, although his precision might not match that of an aircraft engineer
tting a door to an aeroplane.
Were a philosopher to devote a chapter of a textbook to the
question, \What is a square?", no doubt it would be treated seriously by the philosophical community. No doubt lecturers would
tell their students, \You may have a practical ability to use the
word `square' but you don't really know what squares are." And
yet the philosophy of squares would be nine-tenths sophistry.
In a very similar way, the word \know" conveys slightly different meanings according to the context. And philosophers who
claim to have found a general answer to the question, \What is
knowledge?", are largely playing with words. The philosophy of
knowledge is nine-tenths sophistry.
Nevertheless, the plain user of English might say, as Bertrand
Russell did, that although it is conceivable that we are mistaken
in all our supposed knowledge of physical things, surely we know
that this is massively improbable? Surely we know that it is innitely more likely that there really is a desk before me? But the
trouble with that assessment is that the estimation of the likelihood presupposes that the world is as it appears to be. Thus it
is circular. As we discussed previously, you might be a brain in
a vat. My point is that, strictly speaking, the objects around are
of the same character as distant planets of minuscule particles:
there is a veil of inference between us and them.

3.2.2 Physical objects as abstractions

To regard a physical object as theoretical is still to admit the possibility that it actually exists. When it is asserted that a distant
planet is theoretical, on the grounds that it has not yet been seen,
it is implied that there is a possibility that it actually exists.
Abstractions, however, are supposed to have a dierent ontological status. A geometrical form, such as a perfect triangle, for
instance, is not the same kind of thing as an undiscovered planet.
Or is it?
A planet is dened in terms of a large, spherical body of mass,
moving through space in orbit around the Sun. It might be dened
in terms of its mass, radius, and the parameters of its orbital
equation. What, in turn, are mass and radius? Why, they are the
primitives of the physical world. The mass is an abstraction: you
cannot experience it directly. You can put a lump of rock on a
weighing scale, and see the dial telling you its weight or you can
feel its weight in your arm. But the quantity that is the mass is
an abstraction from those observations.

3.2.3 Special features of physical world

In this sub-section, I shall mention some features of the physical
world that are supposed to conrm its existence. These are views
that I have found among working scientists and engineers. They
would probably not cut much ice with philosophers.

Coherence and stability

Consider the claim that a peculiar signicance attaches to the
physical world owing to the unique coherence of it. For example,
if I leave my pencil in the drawer of my desk tonight, then I shall
nd it there again tomorrow morning. Coherence of this sort is
not usually found in dreams and hallucinations. Again, I may
notice that my cylindrical pen always rolls to one corner of the
desk, and on investigation I nd that the corresponding leg of the
desk is shorter than the others. Coherence of this sort, too, is not
usually found in dreams or hallucinations.
While we are awake, we are almost constantly observing everyday objects, and the coherence of those observations creates in us
the impression that the physical world is more than a theoretical construct. It seems to exist independently of us. It would

be invalid, however, to regard this coherence as proof that the
physical world exists, because the mere coherence of set of observations does not entail that the observations are not faulty. The
most that can legitimately be said is that we should be surprised
if so large a body of observations, exhibiting so high a degree of
consistency, should prove to be grossly wrong.
Nevertheless, any inference we make about the agency that is
responsible for imposing this order will inevitably go beyond the
observations themselves, and they become vulnerable to error.
Imagine that whilst walking along the street, I see a car's side
window has been smashed in. It looks as if someone had broken in
and tried to steal the car. But there are many other possibilities.
Perhaps the owner had lost the car keys, and had to resort to brute
force to get in or maybe someone with a long steel ladder had
been careless. I could invent any number of possible, though less
plausible, explanations. The same principle applies to the whole of
our observations of everyday objects: we should be most surprised
if our waking lives amounted to no more than hallucinations, but
we have no proof that this is not so.
To try to make this viewpoint seem less bizarre, imagine a race
of people who dream coherently. The content of each dream, let us
suppose, follows chronologically from the previous dream, just as
the content of one day's waking experience follows chronologically
from the previous day's waking experience. Perhaps these folk
would regard themselves as inhabiting two bodies in two universes.
How could a visitor from our own race convince these coherently dreaming people that the content of their dreams was merely
a product of their own brains, and that it was merely an accident of their neural physiology that their dreams were coherent in
time. There seems to be almost no experiment that the coherent
dreamers could conduct to ascertain which of their two streams
of experience was real and which was a dream. The only possible
experiment seems to be the following. In the real world, the sleeping person could be subjected to disturbances that would aect
the dream | for example, she could be woken up from the dream
by the noise of a car outside. The converse would not be possible.
Unless, for the sake of argument, we suppose that these people
are given to suddenly falling asleep at any time of day, and that
whenever they are abruptly woken up in one world, they have a

narcoleptic attack in the other.
More to the point, the seeming implausibility of my claim that
all our observations of the outside world are mistaken rests largely
on one's having no idea of what could generate the coherent stream
of perceptions that we receive throughout life. This is a deciency
that will be addressed below. In the mean-time, consider that if
we knew about some mechanism that could generate a person's
entire life-history of perceptions, then it would become plausible
to say that this or that individual's observations of the outside
world are all mistaken. Thus the implausibility comes not from
some intrinsic characteristic of the observations, but simply from
our having no better explanation of them than to suppose they
are being produced by a physical world.

Usefulness

Next, let us examine the argument that we must assume the physical world exists because the concept of it is indispensable. Normally, advocates of this line of thought say that we cannot, in
practice, live a normal life without assuming, and making continual reference to, the existence of material bodies.
This line of thinking stems from not dierentiating between
arming something's existence and using the concept of the thing
as a working tool. To live eectively in the everyday world, we
must employ the concept of the material universe but we can
employ it merely as a working ction. We need not believe its
existence.
Consider, for the sake of analogy, the concept of the celestial
dome, which is a crystal hemisphere that is located at an indenite
height above the Earth and is centred on an observer at ground
level. It is a concept that aords some brevity when describing
the apparent motions of stars, planets, and satellites in the sky.
Astronomers and navigators use the concept without asserting or
believing that the celestial dome exists. In the ancient past, it
appears that people did believe that the celestial dome existed,
and that it was composed of some tangible substance such as
crystal. We can still use the concept of the celestial dome, just as
the ancients did, but without taking on board a literal belief in it.
Asserting that the physical world does not exist will not prevent our using the concept of it as a working ction. In all prac-

tical cases, one can talk and think as if one believes that the world
exists while being conscious that one does not actually hold that
belief.

3.2.4 Semantic arguments for physical world

It is sometimes argued that the existence of the physical world is
entailed by some aspect of that part of our language that is used
to say things about the physical world. I shall use the general title
of `semantic arguments' for these lines of thought.

Physical world as cause of perceptions

A popular argument is to claim that the physical world is dened
to be that which causes or governs the perceptions that ordinarily
take to be of an `external world'. This argument goes thus:
i The presence of a pervasive order in our perceptions, which
is not subject to voluntary control, leads us to believe that
there is some agency independent of ourselves that governs our
perceptions. For instance, we perceive the Sun rising every
morning, irrespective of whether we wish to do so, hence some
agency must produce that perception.
ii The term \physical universe" shall denote the agency that governs our perceptions.
The argument is invalid because the term \physical universe" is
already in common and meaningful usage, and has a rmly established denotation. For instance, it is established that entities
such as chairs and atoms are physical. The term cannot arbitrarily be given a new meaning. For that would leave open, as
an empirical question, whether chairs and atoms are physical. It
is invalid to declare, ex cathedra, that \physical universe" simply
means \whatever governs our perceptions". If the term had never
previously been used by anyone, then we would have been free to
choose the term's meaning, but in fact the extent of its denotation
has already been tied down. In order to arrive at the conclusion
that the physical universe governs our perceptions (as opposed to
the denition that it does so), one would have to begin by accepting the current meaning of \physical" and then somehow deduce
that entities such as chairs and atoms govern our perceptions.
That is not, I believe, achievable.

Physical world as ultimate explanation

The next argument runs as follows:
i The progressive renement of physics, from the crude conceptions of the ancient Greeks through the monumental establishment of Isaac Newton's mechanics and Robert Maxwell's
electromagnetics, to Albert Einstein's relativity and the continuing theoretical development of quantum mechanics today,
cumulatively provides us with ever more extensive, detailed,
and reliable explanations of our observations of the world. It is
unlikely that all the laws of physics have been discovered yet,
but we can see that physics is always getting closer to some
perfect body of laws that would explain all phenomena.
ii Let us designate as the `physical universe' the world that is
described by that ideal corpus of laws, and which contains all
the things that are even now accepted as objects in the physical
world.
iii Since the physical universe, in the sense dened above in (ii),
explains all facts that have ever or will ever be observed, we
must believe that it is the independently existing agency that
governs our perceptions.
This argument is more subtle than simply giving an ex cathedra
denition of the term \physical world", for the denition that it
gives does in fact capture at least part of the term's normal usage.
It is therefore not immediately susceptible to the rebuttal given
above.
Where it falls down is that it species what the physical world
can do | namely, explain everything | not what it is. It captures
only part of the established denotation. The part that it does not
capture is that the physical world, in the normal understanding,
is independent of conscious thought.

3.3 The brain-in-a-vat experiment

In the previous chapter, I have argued that none of our bodily
sensations, and indeed none of our perceptions, are really and
literally outside the brain and its nervous tissue | even though
the mind automatically makes an imaginative projection of them
into a three-dimensional space. These experiences, if they are
anywhere, would have to be in the neural matter | although they

are probably not literally there, either. Or at least, the physical
correlates of the experiences must be there. Likewise, voluntary
actions do not literally exist outside the brain.
Moreover, in the preceding sections of this chapter, I have
argued that we do not directly know what the external world is
really like.
Taking these arguments as a starting point has led philosophers and science-ction writers to imagine a situation in which the
body is dispensed with altogether, and the brain alone is preserved.
Maybe you are just a brain in a vat, wired up to a supercomputer that sends signals into your aerent nerves just as if you had
a body. It sends impulses down your optic nerve, just the same
as if you were seeing things with your eyes it sends other trains
of impulses down your auditory nerve, just as if you were hearing sounds with your ears it transmits pulses into the nerve bres
that used to be attached to your skin and esh, which are just like
those that your brain would get if you were walking around, feeling the warmth of the sunlight, and the cool breeze against your
skin, and your lover's hand rmly clasped in yours. Your brain
cannot tell where these signals have come from | whether they
originate from a body moving around in the physical world, or
whether they originate in the supercomputer. The brain's source
of information about the world is (according to the standard scientic model) exclusively from the incoming nerve bres. It is
therefore logically impossible for the brain to tell whether it is
a brain in a body or a brain in a vat. The supercomputer, of
course, receives from the brain the impulses that it tries to send
to its muscles. So, when you decide to walk around and raise your
arms, you see and feel visual and tactual sensations just as if you
were in your body. The supercomputer would provide a complete
and faultless simulation, a perfect virtual reality.
The only way in which you might be able to gure out that
something was amiss would be surgically cutting into your own
brain (as it seemed to you, for you would only be cutting into
a simulated, virtual brain) and applying electrodes to your (virtual) brain in such a way as to generate conscious experiences
of a sort that could never be produced by the aerent sensory
nerves. Or you could cut the corpus callosum that connects the

two hemispheres of your (virtual) brain and then see whether you
still had a complete visual eld. For the purposes of the thought
experiment, however, we will disregard such disruptive behaviour.
This is a standard thought-experiment, which is much used in
basic philosophy and, of course, it crops up in science ction.
From the standpoint of real life, the experiment is completely
fanciful, as the required computing technology is fantastically in
advance of what we can achieve today, and there are unresolved
problems about how the brain came to be where it is, and the difculties of simulating an entire universe in the computer. (What
if, for instance you | as person-in-the-vat | decided to become
a physicist and carry out experiments in fundamental physics, or
in quantum computation? The supercomputer would have a hard
job simulating them.)
Also, the thought-experiment presupposes that you cannot use
any paranormal powers. For instance, you are not allowed to have
an out-of-body experience in which you look down at yourself in
the vat.
It is, therefore, not a thought-experiment that will carry us
very far. Nonetheless, it is an easy introduction to the frame of
reference that we are going to be using a lot in this book.
I have met people who strongly objected to the experiment
even as a logical possibility. The objections, however, never seemed
cogent to me. For instance, it was objected that a human mind
has an immediate and direct presence in the body. If, for instance,
you stub your toe, then it is claimed that that pain is known to
be right there, in the toe. Objections of this kind are just a misunderstanding of the basic facts of how the brain gets information
about the world. I will examine this issue in more detail later.

3.4 Truth about the external world

In the thought-experiment of the brain in a vat, it seems to me
straightforward and uncontentious that the person whose brain
it is will be completely unaware that he or she is a brain in vat.
Against this claim, some people have raised various subtle objections, all of which I believe are misguided.
In this section, I will address some issues that Marianne Talbot
at Oxford University raised. They can be summed up by asking
whether it is genuinely possible that all our beliefs about the ex-

ternal world are false. For, Talbot would argue, if you are a brain
in a vat, then all your beliefs about the external world | such as
which country you live in, and whether you are sitting at a desk
or lying in bed | would be false. That, however, would y in
the face of our normal linguistic usage. For example, in a court
of law, we make a distinction between true and false statements
about the external world.
This, of course, has some relevance to the theory of mental
monism, which we will examine in detail in the next chapter. For,
if the conscious mind is no more than a stream of conscious experiences, without any material substrate, then it could be argued
that all external beliefs are false for the same reason that they are
false for the brain in a vat. In dealing with this issue, we can clear
some of the conceptual ground for understanding mental monism.
So let us consider: could all our beliefs about the external
world be false? This is an odd question, in the sense that it
could not reasonably have arisen out of everyday life or scientic
research. There is therefore a serious doubt about what, if anything, it means. I will suggest that there are three legitimate ways
of construing the meaning of the question. Two of them lead to
negative answers, one to an armative answer.
Briey, we can understand the question as (a) a question within
the discourse physics or (b) a question about the phenomenological utility of beliefs or (c) a question about the literal truth of
beliefs. It will be helpful to talk about these interpretations in
terms of Wittgenstein's idea of language-games.

3.4.1 A question within physics

In practice, questions of the general form \Is belief P (about the
external world) false?" are answered by checking whether P contradicts other beliefs that are consensually held to be true about
the external world. This may involve getting some fresh empirical
data that yield sucient beliefs to check P. (E.g. if P = \It's
raining", then: we look out of the window we see rain falling
and it is a consensually held belief that if a competent observer
sees rain falling, then it is raining so P is true, as far as practical people are concerned.) If we extrapolate to the philosophical
question \Are all beliefs (about the external world) false?", this
method breaks down. For, there are then no other beliefs about

the external world, against which to do the checking. It is not
a well-formed question. Or, as Wittgenstein would say, it is not
part of the language-game that we play on physics or everyday
life.
(Consider: Could all of our temperature measurements be
wrong? Within the Celsius scale, the measurement of 0o C was
until recently dened as the freezing point of water. So, even if
all the thermometers in the universe went wrong overnight, we
would still know that the temperature to be zero at the freezing
point of water. Likewise, all but one of our distance measurements could be wrong. (The one distance that is necessarily right
is the standard unit, which used to be the standard metre in Paris,
but nowadays is some well-dened wavelength of light.) Thus it
is possible for all but one of our beliefs of temperature values or
distances to be false, but not all.
Let us denote by Lp the language-game of physics.

3.4.2 A question of phenomenological utility

Another way to understand truthfulness is to identify it with phenomenological utility. This is what the philosophical doctrine of
pragmatism is about. In other words, a belief is true if it correctly predicts what we would experience if we were to carry out
some action. If we dene truth in this way, then we are giving
an ontological denition of truth in terms of the methodological
criterion for truth. This is, I think, the idea of truth that people
ordinarily use, even if they would not acknowledge it. When the
woman on the Clapham Omnibus says that it is raining, what she
really intends to convey is simply that (i) if she gets o the bus
without putting her umbrella up, then she will feel cold and wet,
together with (ii) many other similar counterfactual statements
about sense data.
Michael Lockwood has queried this, suggesting that what the
woman on the Clapham means when she says it is raining has
nothing to to with sense data, but that she means just that it is
raining | which, if it is to be analysed at all, means that water
is falling out of the sky. Perhaps there is some subtle dierence
of understanding about what the verb `to mean' means. It seems
to me abundantly clear that the information that the woman on
the bus wishes to convey has to do with conscious experiences,

and not with physical matter. We could imagine some science
ction scenario, in which a benecent government has ordered its
scientists to add a chemical to the clouds so that the rainwater is
invisible and instantly evaporates as soon as it touches anything,
so that nothing gets wet. But they do this only from Monday to
Wednesday: for the rest of the week, any rain that falls is normal.
Now, if it is physically raining when this lady gets o the bus at
Clapham, and if it is a Monday, then she will assert that it is
not raining, and this assertion will be perfectly true in the normal
usage of the term, irrespective of the physical facts. Therefore,
I claim, what she means by \It's raining" are phenomenological
facts, not physical facts.
This denition of truth is independent of the physicist's. For
instance, someone told me, \Mark Rothko's paintings in the Tate
will give you a religious experience if you stare at them for half
an hour". This is a belief about the external world, in so far
as it is a belief about the eect that a tangible painting has on
me. I tested it by sitting in the Tate's Rothko Room for a while,
and had what I was inclined to call a \religious experience". I
have no idea what, if any, neurophysiological correlate there is
to having a religious experience. So this is logically a separate
denition from the physicist's. (And it is so, notwithstanding
the possibility that some neuropsychologist might discover the
neurophysiological correlate of religious experiences because what
facts I intended to convey by saying that the paintings give a
religious experience are phenomenological facts.)
Again, we might ask, whether all our beliefs about the external
world could be false, meaning \Are all such beliefs useless for
predicting what we shall experience?". The answer is obviously
no. (E.g. Let P = \If I stick my nger into my coee, I will
experience wetness". Then P is palpably true, in the sense that
it correctly predicts what happens.)
Let us denote by Lo the language-game in which truth is
dened as phenomenological utility.

3.4.3 A question of literal truth

Take any belief, P, about the external world. We can dierentiate
between what P is phenomenologically referring to, and what it is
literally referring to. Let P = \It's raining". Phenomenologically,

this refers to the patterns of sense data whose perception would
conrm or disconrm the proposition that it is raining | such
as the tactile experience of wetness. Literally, however, it refers
to an objective three-dimensional substance (water) that is falling
out of the sky independently of any observer.
What I mean by \literal truth" is this. Consider whatever it
is that the belief denotes, and assume that that is what it refers
to. This belief then denes some state of aairs. If that state of
aairs obtains, then the belief is true.
Again, we can ask whether all our beliefs about the external
world are false. But now, we mean: are they literally true? I.e.
do the three-dimensional substances to which they literally refer
actually exist? I think that this is a genuine question. There
is, in Nagel's words, a fact of the matter. (I also think there
are good reasons for thinking that the world of three-dimensional
substances does not exist, i.e. that all our beliefs about the physical world are indeed literally untrue. I shall return to this point
below.)

3.4.4 Literal truth versus physical truth

A question of literal truth is not a question within physics, although it might seem to be. Let me use an analogy. During a class
in English Literature, we may discuss the plot of Shakespeare's
\Macbeth". Someone puts forward the curious theory that Macbeth
did not actually kill Duncan, but was framed. The rest of us defend the conventional view that Macbeth was indeed the murderer.
Then someone else says, \Well, of course, Macbeth did not kill
anyone. He did not even exist. He was a ctional character". This
is nonsense, because the belief that Macbeth was the murderer is
part of a discourse in which truth is dened within the realm of
ction. The belief that Macbeth is a murderer is dierent in an
ontological way from the belief that O.J. Simpson is a murderer.
The Eng. Lit. discourse is an independent language-game, although it shares its vocabulary (e.g. the word \murderer") within
the discourse of everyday life. In a very similar way, physics is an
independent language-game, which shares words like \exist" with
everyday speech, but has an ontologically dierent denition of
truth. (And, for the sake of illustration, we might also consider
the discourse of mathematics, in which the number dened as the

square root of -1 \exists" in a peculiarly mathematical sense.)
In other words, I am dierentiating the physicists' languagegame, Lp , in which truth is dened in one way, from another one,
Ln , which comprises the same sentences as Lp , but in which truth
is dened in a dierent way. Nobody but philosophers actually
uses Ln . Nonetheless, it is valuable because the distribution of
truth values in Ln throws some light on the nature of the world.
Roughly speaking, a proposition P in Lp is true if it is a law
(e.g. gravity), or a valid observation, or is entailed by the set of
all laws and valid observations. What counts as a valid observation is not precisely denable, but there is what Wittgenstein
would have called a `family' of activities that are held to be valid
observations. E.g. if a qualied technician takes a measurement
with an instrument calibrated by the National Physical Laboratory, then that is a valid observation. As noted above, within this
language-game, you just cannot meaningfully say that all beliefs
about the external world are false. The criterion of truth in the
other language, Ln , is pictorial. In Ln , a statement is true if the
state of aairs that it depicts does actually exist.
The distinction between the two language-games Ln and Lp is
essentially that between the models of language that Wittgenstein
presented, respectively, in the Tractatus and the Philosophical Investigations. He described the pictorial model of language thus: every word has a meaning this meaning is correlated
with the word it is the object for which the word stands.
At rst, Wittgenstein had believed that the pictorial usage
of language was the only one. But he later realised that there
are others, which he described as language-games. Nevertheless,
he recognised that sometimes in real life we use words to make
logical pictures of the world. Employing the propositions of pure
physics in language-game Ln would be a usage of that sort. Other
language-games that Wittgenstein examined involved operational
denitions of truth, and Lo is in this category.
Let us return to the question of whether all our beliefs about
the external world could be false. The answer is `No' if those
beliefs are in the physicists' language-game Lp , but the answer
could be `Yes' if they are in the pictorial language-game Ln .

3.4.5 Does the pictorial language-game matter?

The pictorial language-game Ln is not normally used to express
beliefs about the external world. In real life, people use either
the physicists' discourse Lp , or the phenomenological discourse,
Lo. So, does it matter that our beliefs about the external world
might all be false in the language-game Ln? Yes, it does matter,
because this conclusion may shed some light on the ontology of
the external world.
To see this, we have to draw a comparison with another pictorial
language-game that we do use in real life, namely the system of
expressions that we use to describe our immediate sense data.
Of course, we only rarely need to refer to our sense data at all.
There are, however, legitimate situations where we do. For instance, people who suer hallucinations during severe attacks of
migraine, may seek to describe their visual experience using what
is necessarily a pictorial language. If we study painting, and become more acutely conscious of our visual sense-data as distinct
from the physical objects, the pictorial nature of the phenomenological usage of language becomes evident.
So we come to have two dierent concepts of existence that
of sense data, and that of physical objects. We tend to conate
them, and we end up believing that physical objects exist in the
same way as sense data. We forget that sense data `exist' in a
pictorial sense, whereas physical objects `exist' in a sense relative
to the language-game Lp , which is a ctive sense. Herein lies the
value of recognising that all our beliefs about the external world
may be false in Ln . For, it draws our attention to the fact that
the physicists' language-game Lp is not a pictorial use of language,
and physical objects do not exist in the same way that sense-data
do.

3.4.6 Ryle's spheres of interest

In his Dilemmas, Ryle examines typical problems in philosophy,
where two seemingly valid lines of argument arrive at conclusions
that appear to be irreconcilable. One of these dilemmas was that
between the physicists' ontology of submicroscopic particles in
space-time, and the folk ontology of sensory impressions. Ryle
said that physics was conducted in a separate `sphere of interest'

from everyday speech. When the physicist says that his mathematical equations cover everything in the universe, he is really
referring only to that aspect of the world that can be treated by
physics. Other aspects of the world, such as qualia, simply do
not belong in the physicists' sphere of interest. It is therefore not
legitimate to criticise physics for failing to provide an account of
the contents of the mind. Ryle's account is similar to, but less
clear than, Wittgenstein's.
Where Ryle fails to give a sharp denition of his `spheres of
interest', Wittgenstein makes it quite clear what the `languagegames' are. Indeed, Ryle seems to be on the wrong track. For he
compares the physicists' sphere of interest to that of a university
accountant: for the accountant, an acquisition by the library is
a debit of so many shillings, whereas for a student the new book
may be a reservoir of facts. This is a weak analogy, because both
the monetary value of a book and its information content can be
traced back to the palpable object that is the book. In contrast,
the particles that a physicist says comprise a table, and the qualia
that people experience when they look at the table, cannot be
traced back to a common source. That is to say, you cannot
predict any qualia from a physical account of a table.

3.4.7 Scientic progress

If it is genuinely possible that all our beliefs about the external
world are false, are scientists wrong in claiming that they are
increasing our knowledge of the external world?
My answer follows from my analysis given above. If the original question is meant within the framework of scientic discourse, Lp , then scientists are indeed increasing our knowledge of
the external world. But, if the same question is posed within the
pictorial language Ln , then the answer is that scientists may be
telling us nothing about the external world, because there may
not be one.

3.4.8 Conclusion

The question of whether all of our beliefs about the external world
be false may be viewed as an element of any one of three languagegames: the physicists' discourse Lp  the everyday language of phenomenological utility, Lo or a hypothetical language-game Ln,

based on a pictorial denition of truth. In Lp , the question is
meaningless in Lo, the question is meaningful but the answer is
necessarily negative and, in Ln, the answer could be true or false.
In a later chapter, I shall put forward an argument to show that in
fact the answer is armative in the language-game Ln: there is a
literal sense in which the physical world does not exist, and hence
all beliefs about it are false | which is the Berkeleian doctrine of
mental monism.

3.5 Berkeley's mental monism
3.5.1 Summary of Berkeleianism

The main points of Berkeley's mental monist philosophy can be
stated very briey. Early in his Principles he says that the
following is obvious
... that ... all those bodies which compose the mighty frame
of the world, have not any subsistence without a mind, that
their being is to be perceived or known that consequently
so long as they are not actually perceived by me, or do not
exist in my mind or that of any other created spirit, they
must either have no existence at all, or else subsist in the
mind of some eternal spirit 5
Which is to say, the world we see around us is like a dream, in
which our experiences themselves are undeniably real | and they
may be painful or frightening, or joyous and fullling | but they
betoken no material substrate behind the scenes. He then immediately goes on to explain why this is obvious:
it being perfectly unintelligible ... to attribute to any single
part of them an existence independent of a spirit.5
The key word here is \unintelligible". Berkeley's claim is that
we can never correctly and truly assert the existence of a material
world because the concept of such a world is, strictly speaking, unintelligible and the term `material world' cannot genuinely refer to
anything even though it may seem to. This is referred to as Berkeley's semantic and, as I have mentioned, I will give an expanded
version of it in the next chapter.
Berkeley probably hoped that people would immediately see
the truth of this claim. To help them along, though, he makes the
following remarks in his next section:

The sensible qualities (of all objects] are colour, gure, motion, smell, taste, and such like, that is, the ideas perceived
by sense. Now for an idea to exist in an unperceived thing,
is a manifest contradiction for to have an idea is all one
as to perceive: that therefore wherein colour, gure, and
the like qualities exist, must perceive them hence it is clear
there can be no unthinking substance or substratum of those
ideas.6
So, Berkeley has divided his semantic argument into two steps.
First, he says that all of the everyday objects that we meet with
(such as the desk I am writing at) consist of nothing more than
an assemblage of `ideas', by which he means conscious sensory experiences. Second, such ideas cannot exist outside a mind. Now,
the second of those two steps is uncontentious and I will say no
more about it. As for the rst step, Berkeley spends much time
analysing objects and showing that they are nothing but constructions of ideas. Following Locke, he at rst distinguishes primary
qualities such as shape and size, and secondary qualities such as
colour, sound, and smell. He argues without much diculty that
secondary qualities themselves are in the mind, and do not inhere
in the objects themselves. When you prick your nger, it is not
hard to realise that that painful sensation is in your mind. With
rather more diculty, he argues that primary qualities too are
in the mind. Here he needs, and supplies, rather more ingenuity
to carry the argument through. If we grant Berkeley that these
experienced qualities are all in the mind (and many philosophers will grant him this much), then, what is left to constitute the
physical objects, such as my desk? The only possible answer is the
supposed material substrate. According to the materialists, that
substrate, although it possesses no directly perceptible qualities itself, nonetheless possesses abstract, imperceptible properties that
in turn cause the conscious mind to perceive the sensible qualities
that we are familiar with. For example, if there is a loud noise,
then in the material substrate there will be pressure waves travelling through the air and impinging on our ear drums. That in turn
gives rise to conscious mental experiences that we know as hearing
a sound. Berkeley's argument against such a substrate is again semantic: he argues at length in the Introduction of the Principles
that any attempt to formulate an `abstract idea' such as existence

per se results only in meaninglessness or self-contradiction but
without abstract ideas we can form no concept of an imperceptible material substrate. Hence he has provided the justication
for his earlier claim that the objects that we nd around us are
nothing but assemblies of sensory ideas.
Collecting the steps of this argument together, we can summarise it as:
Physical objects appear to comprise sensory qualities inhering
in a real, but but directly perceptible substratum.
Because the substratum is imperceptible, the only idea we
could have of it is an abstract general one.
But abstract general ideas are impossibilities.
Therefore objects are nothing but assemblies of specic sensory
ideas.
But sensory ideas can exist only in the mind.
Therefore objects can exist only in the mind.
Hence: immaterialism.
Apart from quibbling about the details, the most common reaction
that philosophers seem to have to Berkeley's arguments is to say
that it cannot be disproven | but the conclusion cannot be right
because we know that the material world exists. I suggest that we
avoid that absurdly paradoxical position by acknowledging that
the conclusion is, in fact, correct. That is to say, the material
world really does not exist.
So far, we have considered only Berkeley's theory of objects,
which he says are constructed from ideas. This theory is summarised in the Latin motto, esse est percipi, `to be is to be perceived'.
In addition to such objects, there are also active agents or `spirits',
for whom the converse motto applies, esse est percipere, `to be is
to perceive'. Of those agents, Berkeley writes:
A spirit is one simple, undivided, active being: as it perceives ideas, it is called understanding, and as it produces
or otherwise operates about them, it is called the will. Hence
there can be no idea formed of a soul or spirit: for all ideas
whatever, being passive and inert ..., they cannot represent
unto us, by way of image or likeness, that which acts.7
Although we can have no idea of the spirit, we nonetheless have
what Berkeley calls a `notion' of it. This particular feature of his

philosophy has come in for a lot of criticism. Some philosophers
have argued that if we can have a notion of an imperceptible spirit,
then surely we can also have a notion of imperceptible matter |
which would undermine Berkeley's whole philosophy of immaterialism. That, however, is completely to misunderstand the notion
that we have of the spirit.
Admittedly, Berkeley was not explicit about what a notion
is. My reading of Berkeley is that the notion of a spirit,and hence
one's knowledge of one's own self, is constituted by acts of perception and volition. This is not how we normally think of `knowing'
something, but if we dissect the concept of knowing, we will nd
that the dierence is not that great. When we talk about knowing
the self or spirit, we are concerned with the knowing of a subject,
rather than the knowing of an object, so there will inevitably be
some dierence in kind between the two acts of knowing. That
is to say, the having of a notion (in Berkeley's sense) is necessarily dierent in kind from the having of an idea. Having an idea
involves two things, one phenomenal, and one epistemic. The
phenomenal part involves entertaining a sensation or image comprising qualia the epistemic part involves being in a state whereby
can one can use the knowledge of the idea rationally in the course
of one's subsequent actions. For example, if I see it is raining,
then I may have the visual idea of the rain falling: in part, that is
constituted by the qualial experience, and in part it is constituted
by the knowledge of that idea. Using that knowledge, I can report
the fact that it is raining, and I can take my umbrella when I go
out. When I act, however, in the instant of my exercising my free
will, there is no qualial component, nor do I enter a state that
can be used subsequently in rational deliberation: rather, the act
is an event in which I do use a perceptual content to inuence
rationally the free choice of an action. Performing that act is itself a kind of knowing: one might describe it as knowing through
doing. (It is similar to practical knowledge: knowing how to ride
a bike is not constituted by having certain ideas, but is manifested through the act of riding the bike likewise, knowing that
one exists (as a spirit) is manifested through acting volitionally in
response to one's perceptions.)
Figuratively speaking, we could say that knowing `that one
exists' (as a self) is rather like knowing `how to exist'.

One nal point of terminology. Berkeley sometimes uses the
word `God' to refer to the powerful mind that creates the world
around us (although he does occasionally refer to `spirits' in the
plural performing this role, and I assume he is then alluding to the
angels). He also uses the traditionally reverential male pronoun
`He' for God. I am unhappy with both terms, but I shall stick
with them in this section for ease of exegesis. In later chapters, I
shall introduce the more generic and less religiously loaded term
`metamind' and the appropriate pronoun `it' in their place.

3.5.2 `Idea' and `idealism': Bennett's critique

The term `idea' plays a key r^ole not only in Berkeley's own writings, but also in those of the two other leading British empiricists,
John Locke and David Hume. This term was established in its
philosophical use by Locke in his Essay Concerning Human
Understanding. He used it as a generic term to denote any
immediate object of conscious experience, be it a sensory impression, a recollected memory, or an awareness of a thought. Locke
was following Descarte's precedent of half a century earlier, where
Descartes employed the verb `to think' (in the Latin cogitere) to
cover generically not only what we nowadays refer to as `thinking', but also perception and indeed any other mode of conscious
experience. Here is Locke's initial explanation of the word `idea':
I must here ... beg pardon of my reader for the frequent use
of the word idea, which he will nd in the following treatise.
It being the term which, I think, serves best to stand for
whatsoever is the object of the understanding when a man
thinks, I have used it to express ... whatever it is which the
mind can be employed about in thinking.21
Then later he says:
To ask, at what time a man rst has any ideas, is to ask,
when he begins to perceive having ideas, and perception,
being the same thing.22
This explanation is, I think, straightforward: it leaves no serious doubt about what is, or is not, to count as an `idea' in what
became a standard usage of the seventeenth and eighteenth centuries.
There is, however, a tradition of criticism in academia that
seems to be driven to pick holes in anything that is not expressed

in a completely watertight manner. Let us look at one example of
this. I will refer to Jonathan Bennett, a Professor of Philosophy
at New York, formerly a lecturer at Cambridge, who writes in a
particularly clear and unstilted way.
He quotes the two passages above,4 and then complains rst
that Locke is being self-contradictory and, second, that Locke
suers a continuing confusion about two dierent meanings of the
word `idea'. What Bennett is referring to is that, in the rst passage, Locke says that an `idea' can be any object of awareness,
while in the second he seems to say that ideas are just perceptions. In fact, it is quite easy to reconcile these two passages
if one takes into account Locke's basic empiricist credo, that all
our ideas come from perceptions. What I really want to point out,
though, is that Bennett's criticism is typical of a certain style that
is often brought to bear on seventeenth- and eighteenth-century
philosophers: the criticism is anachronistic, unfair, and unhelpful.
First, it is anachronistic because the standards of fussily precise
terminology and usage that Bennett and others desire is really a
modern discovery. It just was not seen as an issue in the seventeenth century. It would not have occurred to Locke that he really
ought to have been more careful in his use of terms because, as far
as he was concerned, his writing was lucid enough by the standards of the day. Second, the criticism was unfair because Locke
is not guilty of any conceptual confusion here: there is plenty of
contextual evidence that Locke attached a single, clear meaning
to the word `idea', as did Berkeley and Hume. Third, it is unhelpful because it distracts attention from the real issues of the
philosophy. In short, Bennett's attack is typical of academia's
myopic preoccupation with minutiae, which shrouds major philosophical works with a sand-storm of cavilling, and generally deters
a broader public appreciation of those works.
My remarks are not intended as a personal criticism of Bennett. Rather, I am querying the r^ole of an academic genre (of
which Bennett is an accomplished exemplar) that deliberately limits itself to a narrowly dened expert audience and can be seen as
an obstacle to a broader public understanding of writers such as
Berkeley. I can anticipate two responses to this. First, I am not
saying that this genre fails in an attempt to make itself accessible
to the wider public (a point that might be made of the present

book). I am saying that it does not even attempt to be accessible.
Second, I am not saying that books on philosophy should all be
lightweight glosses rather than serious analytic works. I am saying
that that the serious works do not have to be written exclusively
for an academic audience. There is, I think, a cultural force acting in academia | not just philosophy | that obliges writers
to give their works a `scholarly' look-and-feel, a certain style encompassing all aspects of the writing, from sentence construction
through book design to choice of topics to address. Some elements
of that style are dictated by the real needs of treating a subject
rigorously | such as detailed references to other works. Other
elements, however, are carried over from old traditions or even
created as new traditions | such as the avoidance of the rstperson sentence construction (saying, for instance, \It is believed
that ...", rather than \I believe that ..."). Those elements form
an unnecessary obstacle that gets in the way of the general reader
trying to understand important philosophers such as Berkeley.
They also create the widespread but mistaken belief that modern
philosophy is chiey concerned with sterile logic-chopping. As a
former academic myself, I know that I have a natural tendency to
drift into the scholarly style. It feels comfortable and it is easier
to write. Nevertheless, we should all have as an aim to keep philosophy open and accessible.
After that digression on philosophical style, let us get back to
Locke and Berkeley on ideas. Of course, to modern ears, it sounds
strange to refer to perceptions as `ideas' at all, as the term `idea'
nowadays has the same meaning as the word `concept' or `notion'.
I will, however, follow that old usage in this chapter dealing with
Berkeley. In chapters that follow, I shall use the term `experientia'
to denote the constituents of the conscious mental world.
From the term `idea', we get `idealism', the theory that experiences of ideas (in the above sense) are the basic, dening
constituents of reality. Berkeley's theory is often distinguished
as `subjective idealism', which just emphasises that the ideas are
experienced by a subject. The opposite would be `objective idealism', the strange theory that ideas can be just oating around
without being experienced by any subject at all. `Objective idealism' is also used by some people to describe Amit Goswami's theory that the physical world exists only as potentials until actual-

ised by conscious observation. The latter is not really idealism at
all, for it asserts that the physical world does exist, only that its
actual existence (as opposed to its potential existence) is dependent on mind whereas the distinguishing mark of an idealism is
that it denies the primary reality of the physical world. Against
those two kinds of idealism there is the `transcendental idealism'
of Immanuel Kant (1724-1804), which asserts that reality in itself
is an unknowable noumenon, whereas the phenomena that we observe | including the material world around us | are constructed
by the interaction of the noumenon with our mental categories.
Kant's philosophy counts as an idealism because it denies the
primary reality of the physical world. It is, in one sense, a deeper
philosophy than Berkeley's, because it addresses the nature of
ultimate reality, whereas Berkeley is concerned only to analyse
the physical and mental worlds. It is possible to interpret Kant's
philosophy as being closer to the Hindu Advaitan (non-dualist)
doctrine, and his noumenon corresponds to the Sankara's Nirguna Brahman, which might be translated as a godhead devoid
of any qualities. This was a similarity that Kant's follower, Arthur Schopenhauer (1788-1860), was able to articulate after the
Upanishads became available in the West just after the time of
Kant's death. Finally, there was `absolute idealism', the incomprehensible pseudo-theory devised by Georg Hegel (1770-1831),
whom Schopenhauer once described as an `intellectual Caliban'.
In this book, the only form of idealism with which we will be
concerned is Berkeley's theory of (subjective) idealism.

3.5.3 Warnock's critique of Berkeley

The Oxford philosopher Georey Warnock (1923-1996) published
his book Berkeley in 1953. Circulated in the popular Penguin
paperback format, it probably had a leading eect in discrediting
George Berkeley's philosophy. In style and content it is typical of
the Oxbridge philosophical method of the day, and it has many
points of contact with the work of another Oxford philosopher,
Gilbert Ryle, whose book Concept of Mind (1949) has been
even more inuential. Ryle's attitude still has a high prole today,
most notably in his former student, Daniel Dennett.
I therefore think it is worth while to take a closer look at
Warnock's critique of Berkeley.

Warnock's rhetoric

Warnock did not write straightforwardly. His book is an ingenious rhetorical construction designed to undermine Berkeley's position more by insinuation than by direct argument. One sign of
this is that Warnock packs his writing with phrases that suggest
but do not assert obscurantism in Berkeley's thinking. For examples, he refers to Berkeley's \surprisingly complicated" theory,
his \queer but curiously seductive notion", his \puzzling contentions", and \unusual doctrine", employing \highly idiosyncratic
and puzzling expressions" and \strange statements that ... seem
needlessly cryptic and puzzling". And Warnock exclaims, \What
are we to make of this?", after which be bemoans that \Berkeley's
position is both more peculiar and less reasonable than he himself
seems to realize".
We could be generous and assume that Warnock just disliked
Berkeley, and that he could not help but let his feelings of annoyance show. The degree of self-control shown in Warnock's writing,
however, makes me think that it is part of a deliberate strategy
to draw the reader into Warnock's way of seeing the world. It is
often hard work to battle against this somewhat intangible form
of attack.

Ontology

It bodes ill for the value of Warnock's critique when he misconstrues the basic point of Berkeley's metaphysics. Berkeley claims
that the material universe does not exist. The material substance
of my study exists neither when I am in my study and perceiving
it, nor when the room is empty. What does exist, according to
Berkeley, are (a) the sense perceptions that I have when I perceive
the study, and (b) the divine archetypes, which are composed of
ideas in God's mind, and which serve as a private notebook by
which God can maintain a stable record of what the room looks
like. Warnock misconstrues Berkeley's ontology as being the claim
that the material universe really does exist, but that its existence
is dependent on its being perceived which would clearly imply
that when some part of the material universe is not being perceived by any nite mind, then God must be perceiving it in
order to keep it in existence. This is a patently absurd theory, yet

Warnock maintains that it was what Berkeley believed:
... in his (Berkeley's] view, every part of the universe is
necessarily and always `in the mind of God'.27
Given the competence and thoroughness with which Warnock appears to understand the logic of Berkeley's arguments later in
his book, I suspect that Warnock is here setting up a straw-man
simulacrum of Berkeley, which it is quite easy to knock down

Accuracy of language

Warnock substantially mistakes the thrust of Berkeley's semantic
argument, which identies a problem in the usage of language, and
Warnock thereby misconstrues Berkeley's solution to that problem.
Warnock thinks that Berkeley was claiming (a) to have discovered a defect in the ordinary usage of language and (b) to be
proposing a novel usage that will correct that defect. The following excerpts outline Warnock's understanding of the problem that
Berkeley was addressing and Berkeley's corresponding solution.
First, Warnock is preoccupied with what he mistakenly believes is Berkeley's primary concern with the strictness of language:
(Berkeley suggests an] injunction to speak `strictly', `properly', `exactly'. But to say this is to imply that there is a
rule of language (commonly disregarded) enjoining the use
of the verbs `see' etc. in this way. But there is actually no
such rule.
In fact, Berkeley makes no such injunction. On the contrary,
he is at pains to insist that, in its proper r^ole, everyday speech is
perfectly serviceable. In so far as Berkeley discusses `strict' speech
at all, he presents it as an alternative that is complementary to
ordinary speech. Berkeley recognises that, if we try to employ
everyday speech in the rigours of philosophical discourse, then we
may run up against certain confusions. There was, however, no
danger of those confusions arising in everyday life: this is a point
that Warnock implies was misunderstood by Berkeley, but in fact
Berkeley fully grasped.
... we may think of Berkeley's intention as (in part) that
of correcting and avoiding these confusions. By rigorous
care and attention to the proper use of language, he hopes

to describe quite familiar facts in a way that will obviously
eliminate the confused and unnecessary puzzles that philosophers have generated.
... for various reasons, he thinks, it will not do simply to
adhere to the common, accepted ways of speaking. ... Common language has, as Berkeley thinks, certain defects. ...
ordinary language is of of course intended for use `in the
ordinary aairs of life', and here brevity, convenience, and
intelligibility are of more importance than strict and absolute accuracy. ...
Berkeley makes it his business to speak in a way that ts
the facts really closely.29
In fact, Berkeley's diagnosis was emphatically not that the common mode of usage was wrong, but rather that it had been conated with another mode of usage. Correspondingly, his solution
was to separate out the two modes of usage. (See e.g. Principles
section 51.) What I am referring to here as `modes of usage' are,
I believe, what Ludwig Wittgenstein termed `language-games':
a system of language usage integrated with a way of life. One
language-game is referred to by Berkeley as `vulgar acceptation',
and is what we use when we go about our everyday business, and
the other is referred to as `learned acceptation' and is what we use
when doing philosophy, for instance | when articulating theories
about the nature of the world. In the conation that Berkeley diagnoses, entities that are properly denoted in one language-game
are improperly mentioned in the other. For example, in the `vulgar' language-game, one could say that one sees and feels a desk.
If that same term is then to be used in the `learned' languagegame of physics, as if it still denoted the same thing, then we
have made a mistake. This is the confusion that Eddington wrote
of in his `two desks' passage, and it is an instance of what Gilbert
Ryle termed a `category-mistake'.
There is a third language-game that Berkeley identied, which
is normally passed over in ignorance but in fact has its own proper
r^ole to play. This is the phenomenological language-game. It
enables us to articulate the generation of the phenomenal world
by actions of spirits.
The phenomenological language-game does not replace, but
supplements the vulgar language-game. Warnock fails to grasp

this crucial point. In the following passage, he erroneously imputes to Berkeley the claim that the phenomenological language
was an improvement.
Though he does not deny the beliefs of ordinary men, those
beliefs cannot be restated in his own allegedly improved way
of speaking.31
In fact, Berkeley does not deny the beliefs of ordinary people,
because those beliefs are true within the proper language-game.
What he does say is that the propositions that express those
true beliefs cannot be carried across into the phenomenological
language-game. Nevertheless, since the two language-games function in parallel, and have their own domain of validity, it is wrong
to suppose that the phenomenological language-game is an \improved way of speaking" and Berkeley did not claim it to be so.
The phenomenological language-game performs a dierent function from the vulgar language-game. Warnock's describing it as
more accurate is misleading, and fails to capture what Berkeley
understood to be the r^ole of this language-game. Thus:
... he would not have thought it untrue to say that we do
perceive material things. His objection to this view is not
that it is false the trouble is, as he thinks, that it is inexact,
not suciently strict or accurate.32
Let us look at a specic example. Regarding the elementary perceptual act of seeing a book on table, Warnock writes:
Berkeley would wish me to say that I see, say, a diamondshaped expanse of red on a shiny brown background. But
this is a very special sort of report, appropriate to discourse
with oculists, for instance, or painters. There is no reason
to say that this would be the only correct report of what I
actually see.33
Again, Warnock wrongly believes that Berkeley regards the phenomenological language-game as superseding the vulgar languagegame and as having an exclusive claim to correctness. Berkeley
does not, however, make that claim.
A clear instance of Warnock's failure to separate the languagegames comes up when he considers the persistence of unobserved
objects. He quotes Berkeley's reply to the American Samuel Johnson:
\God perceives not anything by senses as we do." ... does

not this bear a perilous resemblance to the exploded doctrines of Locke? In a rather perfunctory reply, Berkeley
says that he does not object to saying that ideas in God's
mind are `archetypes'.30
Warnock then says that this conicts with Berkeley's commonsense assertion that things persist even when not observed. This
is precisely the conation of language-games that Berkeley was
driven to attack. For, in the vulgar language-game, it is true to
assert that things persist even when not observed. Whereas, in the
phenomenological language-game, we must assert that the object
per se never exists, but that an archetype of it exists even when
it is not perceived.
Warnock imputes to Berkeley the absurd argument that, since
the simple statement, \I see a book on the table", could be wrong
in rare, hypothetical circumstances (such as my having ingested
LSD), it must therefore always be wrong. To counteract this
wrongly construed position, Warnock says:
It is necessary, indeed, that what I say I see should actually
be there if there were no book on the table then I did not
see a book, even if I had every possible excuse for supposing
that I did. But the suggestion that, even if there is a book
on the table, it is in no circumstances correct to say that I
actually see it is simply a mistake.33
Let us try to untangle Warnock's knot of misunderstanding. The
facts that one is reporting when one says \I see a book" are facts
about the mind (which, if physicalism were true, would be facts
about the brain). But one can certainly imagine circumstances in
which the same mental (or neural) facts obtain, but in one case
there is a book and in the other case there is not. For example, a
neuroscientist could induce in the optic nerves the same electrical
pulses that would be generated by the optical image of the desk
upon the retina. Now, Warnock says that in the former case it is
true that one sees a book and in the latter it is not. Yet the facts
reported by the sentence are the same in both cases. Therefore
Warnock is wrong. In the language-game of everyday speech, it is
true in both cases to assert, \I see a book on the table".
Why has he made this mistake? It is, I think, because he
equated the sentence \I see a book" with the compound sentence
\I see a book, and a book is physically present." That equation

is correct only in some contexts, not all, but Warnock assumed
that those two sentences could always be equated. He assumed, in
other words, whenever you say, \I see a book", you mean \... and a
book is physically present". Yet, that cannot be right, because in
a dream, for instance, or when watching a lm, or just visualising,
I can correctly say \I see a book", even when (as I know) no book
is physically present. Warnock is therefore making an unidiomatic
assumption of usage. Nor do I think that he is doing so as a casual
blunder, as if he were unfamiliar with English. Rather, I think he
is deliberately making this assumption for doctrinal reasons.
Even if Warnock were right, and the sentence \I see a book"
means what he says it means (i.e. \... and a book is physically
present"), there is still a factual situation that can be reported,
and which is of interest to us, and which (for Warnock's benet)
we call \mentally seeing a book". (Others might say, \seem to
be seeing a book". That, however, as we shall discuss below, is
wrong and misleading.) It is that factual situation | the fact of
`mentally seeing' the book, that Berkeley is legitimately concerned
with, and which Berkeley legitimately and coherently says has no
material substratum.
It is because Warnock is under this confusion that he is able
to say things like this:
Nor could I properly say, `I see a car in the drive but I am
not sure there is a car there'.34
Yet, it would be a quite correct use of English for someone who is
hallucinating under the eect of LSD to say, \I see a car coming
through the wall, but I know that there is no car there."

Sensory modalities

Berkeley claims that primary qualities bearing the same name are
dierent in dierent sensory faculties. A seen circle is a dierent
thing from a touched circle. Warnock, however, writes:
It is not at all the case that `round' is commonly used with
two meanings or in two senses, of which a blind man could
learn one but not the other. It is rather that there are two
conjoined criteria for its use | how things look and how
they feel. If an object felt round but looked square, or felt
square and looked round, we would never say that it was
round `in one sense', but not in the other we would not

know what to say about its shape at all.28
Whilst it is undoubtedly true that one can express the perceptual
facts in terms of \how things look" and \how things feel", that is
by no means the only way, nor it is the way that brings out most
clearly the phenomenological facts. Berkeley is quite right to see
in his reifying phraseology a more useful reection of the actual
contents of the mind.
With regard to the possibility that visual shape could be unrelated to tangible shape, Warnock writes:
He appears to assume, however, that we ought strictly to
be linguistically prepared for it | though we ordinarily say
that we see and touch the same things, we ought not to say
this, in view of the possibility that the customary correlation
of sight and touch might conceivably break down. ... A]s
things are, it is entirely proper and correct to say that we
do.
There are, however, quite mundane examples of things having
visual but not tactual shape, such as the clouds in the sky. Likewise there are tactually perceived phenomena that have no visual
counterpart, such as aching muscles, nausea, cramps, and other
dysfunctions of internal organs.

Perception and immediate perception

Berkeley draws attention to a distinction between two dierent
uses of the verb \to perceive", which are both commonly used and
easily recognised and understood in everyday life. On the hand
hand, there are many kinds of \indirect" or \mediated" perception. If I look at a photograph of my girlfriend, then I am following
normal usage in saying that \I can see my girlfriend", although if I
am standing by the window when I say it then someone else might
misinterpret this as meaning that I can see her in the esh, not
in a photograph. For what it's worth, we can envisage degrees
of mediacy: in a lm, you might see a photograph of someone
reected in a mirror.
There are conventional forms of words that help us to make
these dierentiations, such \see someone in a picture" as opposed
to \see someone in real life".
There is another sense of mediation in perception, which is not
to do with the indirect path taken by the physical stimulus but

rather the cognitive apprehension that occurs logically prior to the
perception. If, for instance, I look at a drawing of a cube, then
it is normal usage to say, \I see a cube on this page", but there
is an understanding that that perception is mediated, whereas
one can also say | still within normal usage | something like,
\Well, I don't actually see the three-dimensional form of the cube,
I only see the at drawing, but I see the cube that it depicts in
my mind's eye". It is this ad hoc but nonetheless perfectly clear
and comprehensible idiom that Warnock wilfully misunderstands
and misdescribes. whereas Berkeley takes cognisance of it without
diculty.
There is, in the limiting case, one kind of perception that is
not mediated in either of the senses that we have just discussed.
It is perception of the kind that a skilled artist will consider when
translating what she sees before her onto her paper or canvas:
the immediate contents of her visual eld prior to interpretation
in terms of physical objects. It is a well-established technique in
art training to develop a habit of mentally alienating oneself, at
least temporarily, from the apprehension of the tangible objects
that one sees. For example, the artist may focus her mental attention on the `negative space', which is the empty gap between
two or more other objects. She thereby bypasses certain natural
tendencies that distort the apprehended proportions. Likewise,
an expert in phonetics will attend to the sounds that she actually
hears rather than the vowels and consonants that the untrained
ear thinks it hears.
Berkeley wanted to emphasise that he was considering this
unmediated kind of perception. He therefore sometimes indicated
this emphasis by qualifying it with the adjective \immediate".
This, I think, is an entirely natural, clear, and uncontentious expression. Yet it was attacked by several of the Oxbridge philosophers as if it were completely obscure. Thus Warnock wrote:
He (Berkeley] can say (as indeed he often does) not that we
perceive or actually perceive ideas, but that we immediately
perceive them. And since this expression has no ordinary
use at all, he can proceed with an entirely free hand to lay
down what its use is.
It is simply not true that the phrase \immediate perception" has
no conventional meaning. The terms \mediate", \immediate",

and \perception" were all standard terms, and Berkeley is perfectly entitled to regard such combinations as \immediate perception" to be unproblematic. It is true that there are several
ways in which a perception may be mediate or immediate, but it
is abundantly clear from the context in which Berkeley used the
terms, which meaning he intended.
We could go on. Warnock's book is pervaded by fallacious
analyses of Berkeley's philosophy, often resting on a seemingly
wilful misapprehension of what Berkeley wrote.

3.6 Goswami's `monistic idealism'

Amit Goswami published his book, The Self-Aware Universe:
How Consciousness Creates the Material World, in 1993.
The book is mostly rhetoric and dialogue, and it is not straightforward to determine what his theory of consciousness is, and I will
therefore refer to some of his more recent writings. In 1996, he
and Henry Swift started up the online newsletter \Science Within
Consciousness" (SWC), which carries articles and news features
connected with the Goswamian philosophy. Below, I comment on
Goswami's metaphysical theories as represented in his writings in
the SWC newsletter, especially in his pieces: \Monistic Idealism
May Provide Better Ontology for Cognitive Science" (undated,
circa 1994), \The Hard Question: View from `A Science Within
Consciousness'" (undated, but probably early 1996), \Toward an
Understanding of the Paranormal" (Spring 1998).
Amit Goswami taught physics for thirty-two years in the USA,
mostly at Oregon. He now is Senior Resident Researcher at the Institute of Noetic Sciences. He is one of the very few eminent gures
who propose that `consciousness' is the primary reality, and it is
therefore disappointing to nd that he has dened `consciousness'
in such a way that his theory is (as he admits) non-Berkeleian.

3.6.1 The Hard Problem
Goswami's `consciousness' versus mental consciousness

My main objection to Goswami's philosophy is that he has dened
consciousness in such a way that it no longer has its normal meaning of mental consciousness, but instead is supposed to refer to
something non-mental. We might call this `Goswamian consciousness' or `quantum consciousness', as opposed to `mental conscious-

ness'. The latter, I suggest, is what the rest of the academic community calls `consciousness' (and Berkeley would have known as
mind). He says, for instance:
...consciousness transcends both matter and mind ...14
Conventionally, Western philosophers attribute properties
of consciousness | experience and choice | to the mind.
This has been corrected in quantum functionalism in which
consciousness is dened to transcend both matter and mind.18
The non-mentality of Goswamian `quantum consciousness' is again
brought out in the following passage:
Ordinary perception consists of the collapse of a possibility wave by consciousness (via recognition and choice) in
the presence of awareness. But in unconscious (subliminal) perception, in which consciousness but not awareness
is present, there should be no collapse of the wave.16
It seems here that Goswami is using `awareness' to mean `mental
consciousness' as opposed to `quantum consciousness'.
In so far as Goswami's philosophy is a monism at all, it is
therefore a neutral monism, not a mental monism (or `monistic
idealism' as he calls it). As I have argued elsewhere, any neutral
monism is actually identical to a version of physical monism, just
because the physical world is already as neutral as a world can be.
For, the constituents of the physical world are dened exclusively
and exhaustively by their logical and mathematical properties in
relation to one another. As far as physics is concerned, the basic
particles and elds that make up the physical universe have no
intrinsic qualities but only extrinsic, relational properties such as
mass and electrical charge. All such entities are dened by physics,
however. You will not, for instance, spot any electrons by looking
out of the window of the Clapham omnibus: we are acquainted
with the basic constituents of the physical world only through the
propositions and formulae of physics. So, those extrinsic properties are the only properties possessed by those entities. Hence,
physicalism itself is `neutral' in the relevant sense. Therefore, to
say that a metaphysical theory such as Goswami's is a `neutral'
monism is just to say that it is a `physical' monism.

Goswami's `monism' is really a dualism
Goswami claims that his philosophy is a monistic idealism. For
instance:
... the new hypothesis is postulating a new psychophysical
parallelism, but rmly within a monistic idealist ontology.18
In fact, Goswami's philosophy is really not even a monism. He
claims that that consciousness creates mind and matter, or subject
and object. That, however, still allows that mind and matter are
irreducibly dierent, and it still leaves unsolved Chalmer's Hard
Problem of accounting for mental consciousness. He writes:
... the subject consciousness of the experience ... arises
co-dependently and tangled-hierarchically with the chosen
brain state ... both of which exist only as possibility until
the collapse, and no dualism is involved.15
Both subtle and physical worlds remain in possibility until consciousness self-referentially collapses the possibility
structure into actuality.18
There is no reason given for thinking that the mind and the brain
are not ontologically irreducibly dierent. Goswami repeatedly
refers to mind and matter as two distinct things, and one can only
assume that they have their normal connotations, in which case
they are indeed fundamentally dierent for reasons given by philosophers throughout modern history from Descartes to Chalmers.
In order for Goswami to claim that they are `one', he needs to
address the well-rehearsed arguments that they are dierent. He
does not do so. Instead, all he oers is the theory that they arise
out of potentiality together: even if this were true, it would not
be an argument for saying that they are one after they have arisen
out of that potentiality.
Depending on how it is interpreted, Goswami's philosophy
might even be not dualistic but triadic, for he says:
Scientists] tend to think that any positing of consciousness
collapsing a the possibility wave must refer to a dualistic
consciousness | a consciousness separate from matter.12
What those scientists \tend to think" is quite correct. Whether
consciousness here refers to Goswami's quantum consciousness or
the more usual mental consciousness of Chalmers, it must be nonphysical | just because the existing equations that describe the

behaviour of physical systems between successive measurements
make no reference to consciousness. (Admittedly, `non-physical'
here means only that the consciousness to which we are referring
is not part of the physical world as presently conceived. One
could, however, envision some future extension of physics that
incorporates a novel physical entity that objectively collapses wave
functions. This is in contrast with mental consciousness, which is
irreducibly non-physical because it involves qualia. But if we were
to posit such an entity, a `quantum consciousness' in Goswami's
terms, it would nonetheless be separate from matter.)
That Goswami has made no progress on the Hard Problem is
clear from these passage:
At this point consciousness collapses that component of the
uncollapsed coherent wave superposition, all the neurons
involved in that meaningful state simultaneously re, and a
perception arises (along with a subject).14
When consciousness collapses the possibility waves of this
tangled-hierarchical system of the brain and mind, self-reference,
the quantum experience, arises.14
This totally glosses over the very point that Chalmers' Hard Problem addresses: How could the collapse of the superposition conceivably give rise to a qualial perception? Why should that physical event have any quale associated with it? Given that the
physics of the event does not entail the quale, we are left with
an unexplained quale. Despite the title of his article, Goswami is
just not addressing the Hard Problem: he is not tackling the deep
question of why the neural correlate of consciousness (which he
claims is a collapse of a wave function) should be associated with
any quale whatsoever.
That Goswami is not taking us anywhere is further indicated
by his admission that his theory is a version of functionalism, a
theory that is known to fail as an attempted solution to the Hard
Problem:
... an idealist model of consciousness, quantum measurement, and self-reference called quantum functionalism.14

Subjectivity considered as a hard problem

As I understand Chalmers, the Hard Problem is that of accounting
for qualia: to explain how qualitative properties (such as colours)

that appear in conscious experiences could, even in principle, ever
be produced by a piece of matter. Goswami disregards this and
instead regards the notion of subjectivity as being the hard explanandum. In fact, he says there are a total of four `hard problems', but the rst one, which is supposed to be Chalmer's `Hard
Problem' is dened as:
How does the one world of matter separate into two, subject
and object?13
When he does eventually mention qualia, it is only the subjectivity
that bothers him:
How can a subjective quale be explained from a science
which is avowedly purely objective?13
One reason why the problem of subjectivity is weaker than the
problem of qualia is that it is not at all clear what subjectivity
is, and indeed whether there is such a thing as a subject at all.
In contrast, it is transparently obvious what qualia are because
they present themselves vividly to our awareness throughout our
waking lives, and we can mentally point to them. The subject
of mental experience, however, is notoriously elusive. The subject cannot be known in the normal sense of the verb `to know'.
Hence there is an initial hard problem of articulating anything at
all about the subject, which places us at one remove from even
being able to state the problem of accounting for subjectivity in a
physical world. In contrast, as I have said, the problem of qualia
can be stated much more cogently and forcefully | as it is, for
example, in Jackson's argument about Mary's escape from the
black-and-white room.

3.6.2 Self-reference
The ontology of self-reference: a category-mistake

A key element in Goswami's philosophy is his claim to derive
consciousness (that is, of the Goswamian not the mental variety)
from self-referentiality. He says:
The measurement of a quantum-mechanical system] is tangledhierarchical and produces self-reference. An example of a
tangled hierarchy is the self-referential sentence, I am a
liar. ... This tangled hierarchy causes the self-reference of
the sentence.14

This involves a category-mistake, to use Gilbert Ryle's term. Selfreference in this sense is a property of propositions. It is not a
property of any physical things, or indeed of any mental things.
So, it cannot be correct to say that a measurement \produces
self-reference". Hence the metaphysical conclusions that Goswami
builds on this also fail:
Out of the self-referential measurement itself simultaneously
arises a subject | which I call the quantum self | that
measures, that chooses, that observes, and object(s) that
are observed. Notice how, in this description, dualism is
avoided because ultimately there is oneness (the division
is only an appearance), allowing subjects and objects to be
treated on the same footing.14
In this passage, Goswami has now added another layer of error. The rst layer of error is, as I have said, to ascribe selfreferentiality to the measurement. The second is to infer that the
division into subject and object is illusory. Note, it is only the inference of identity, and not the assertion of it, that I am claiming
is faulty here. Well, perhaps subject and object are indeed one:
but we cannot be sure because Goswami has neglected to tell us
what exactly the `subject' is. Nonetheless the assertion that they
are one just does not follow from the measurement's being selfreferential | even if per impossible the measurement could be
self-referential (which, as we have seen, it cannot be because the
assertion would be category-mistake).

Self-reference in mysticism: not true

For some reason that I have not fathomed, Goswami wants to
elevate self-reference to the level of a mystical truth. Thus he
says:
... transcendence, unity, and self-reference ... are also
the characteristics of consciousness that mystics from every
age have declared based on their direct realization ...14
Undoubtedly, the rst two characteristics (\transcendence" and
\unity") are indeed commonly declared by mystics down the ages.
The third characteristic (\self-reference") I have never seen mentioned by any mystic of any age, nor have I seen anything like
self-reference declared, nor do I think it is even remotely in keeping with the sorts of things that mystics say. I am therefore very

surprised that Goswami claims self-reference to be a common mystical insight.

Self-reference in mind-body problem: not true

Goswami also wants to elevate self-reference to a pivotal place
within the mind-body problem. He writes:
This self-reference is also the most important brain-mind
paradox - how is it that we can refer to ourselves?14
There are two points I would make about this. First, there is
nothing dicult, mysterious, or problematic about referring to
oneself, as it is a merely prosaic, mechanical, and easy thing to do.
Second, it is perfectly possible to be mentally conscious without
referring to oneself, therefore self-reference cannot possibly be the
most important brain-mind paradox (even if it were a paradox at
all, which it is not).
Unfortunately, Goswami has neglected to say what he thinks
is the problem or paradox in referring to oneself. It is actually
very straightforward. One way of doing it is to get a sticky label, write your name on it, and stick it on your forehead. You
can now unambiguously refer to yourself. If you want to make
it clear that you are referring to your mind, not your body, then
just think of your mind for a few moments, and say to yourself, \I
hereby designate this mind, Peter Lloyd" (or whatever your personal name is). Thereafter you can refer to yourself by mentioning
that name. I do not see where Goswami nds any diculty here.
I can only suppose that he is conating formal systems (where
self-reference is indeed problematic) with things in the real world
(where self-reference is unproblematic).

Self-reference implicated in qualia: not true

Continuing to see self-reference in everything, Goswami ascribes
to self-reference a central r^ole in qualia. With regard to qualia,
he says:
This is the paradox of self-reference back again. ... The
theory of quantum functionalism above, having addressed
the paradox of self-reference, thus also successfully eradicates the paradox of the qualia of experiences.15
This is a non sequitur. Goswami has simply pulled this conclusion
out of thin air, without any argument at all.

3.6.3 Quantum mechanics
Unity of mind: not attributable to quantum mechanics

Goswami suggests that telepathy might have something to do with
the non-locality observed in quantum measurements of correlated
particles (as in Alain Aspect's experiments). He refers to a particular experiment by Grinberg-Zilberbaum, in which two telepaths
are deemed to have `synchronised' their minds by meditating together, and then they engage in telepathy from isolated locations.
In the following passage, however, Goswami himself points out
one reason why this theory runs into diculty. Referring to the
quantum measurement of correlated particles and to consciousness
in the brain, he says:
... the dierence is that in the former case, as soon as
the wave function is collapsed by measurement, the objects
become correlated but in the case of the correlated brains,
consciousness maintains the correlation ...17
A more damaging criticism is just to point out that telepathy has
often been established to occur without any such prior `correlation' or `synchronisation', therefore any theory that takes that
synchronisation as its basis cannot explain the overwhelming majority of the telepathy data.

Psi phenomena: not attributable to quantum mechanics

Goswami is very condent that he has solved all the deep problems
posed by psi phenomena:
These problems have now been solved within the new paradigm
of science within consciousness.19
He jumps to the conclusion that psi phenomena can be accounted
for by quantum mechanics without giving any argument for it. He
simply announces:
Evidence for quantum non-locality of our experience abounds
in the literature of paranormal phenomena. ... The straightforward explanation is quantum non-locality ...17
This is simply not true. The empirical data that exist (for instance those produced by the Princeton Engineering Anomalies
Research laboratory, which Goswami cites) indicate only anomalous channels of control and information. It is not directly indicative of non-locality as such, and certainly not of specically

quantum non-locality. Non-locality in general, and quantum nonlocality in particular, are characteristics of possible models that
could perhaps be formulated. As far as I am aware, however,
nobody has yet even formulated a model of psi phenomena to
a level of detail that enables the prediction of experimental psi
results. Therefore the involvement of any kind of non-locality,
let alone quantum non-locality, is far from being established. All
that has been established so far is the mere existence of the psi
phenomena.
It is curious to note how Goswami tries to slide the quantummechanical interpretation into his report of the one experiment in
telepathy that he mentions:
A recent experiment by the Mexican neurophysiologist Jacobo Grinberg-Zylbernaum and his collaborators (1994) is
even more telling. In their work, the researchers used subjects \correlated" (after the fashion of quantum nonlocal
correlation posited by Einstein-Podolsky-Rosen (1935) and
veried by Alain Aspect (Aspect et al, 1982)) by meditating
together for twenty-minute (sic].11
This is seriously misleading, as it suggests to the reader that
Grinberg-Zylbernaum's procedure was derived in some meaningful way from the method of correlating sub-atomic particles. This
is not so. Having the two subjects sit down in the same room and
do a bit of meditating is emphatically nothing like the correlating
of sub-atomic particles. Goswami is taking poetic licence too far
here.

3.6.4 Attitude

I hesitate to say this, because it might sound like an ad hominem
remark, but I notice a disappointingly simplistic attitude in some
of Gosawmi's writing, bordering on arrogance in respect of both
science and religion. For example, he writes:
it idealist science] integrates all the forces of psychology,
and physics and biology.10
which is an astonishingly sweeping statement, given the rather
meagre evidence that Goswami gives to back it up. It also leaves
one wondering whether the idealist science is also supposed to
\integrate the forces of" the other disciplines not mentioned, such
as chemistry and economics. In respect of religion and spirituality,

he writes:
Have you ever wondered where the moral fortitude of Gandhi
and Mother Teresa comes from? Or the love of Saint Theresa
of Avila or Anandamayi Ma of India? Or the wisdom of
Lao Tsu or Thomas Jeerson? ... The origin of their behaviour is the real freedom of the quantum self toward which
their identities had shifted.
To say that great human achievements can all be explained by the
collapse of wave functions, it seems to me, is reductionism at its
silliest.

Chapter 4
Argument for Mental Monism
In Chapter 2, I presented a `nave' argument against physicalism.
Let me outline the dierence between that argument and the one
I shall present here.
The nave argument starts with the physical world | specically, someone's head | and purports to show that one cannot
gain access to the mind that is associated with that head. Let
us call this the `argument from mental inaccessibility'. That argument was driving at the conclusion that the mental world is
not really part of the physical world. On the other hand, the argument in this chapter starts at the other end: it starts with the
mental world, and aims to show that the physical world cannot be
accessed from it. I shall call this the `argument from physical inaccessibility'. This latter argument, from physical inaccessibility,
is bound to be stronger than the other one, for the conclusion I am
driving at here is that there is no physical world to be accessed.
What I am aiming at is not just the limited conclusion that
the mental and physical worlds are ontologically dierent, but the
further conclusion that the ontological status of the physical world
is the same as that of a ction, whereas the status of the mental
world is that of reality. I aim to reach this conclusion by showing
that the physical world is inaccessible in a rather peculiar way, a
way which entails its non-existence. On the face of it, this is such
a counter-intuitive conclusion, that you might be tempted to put
this book down and read no further | on the grounds that its
conclusion is massively counter-intuitive and the proposed route
to it is unpromising. I would ask that you suspend judgement
until you have read this chapter. Although I can hardly expect
you to agree with the conclusion, I hope that you might concede
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that my argument is a serious one, and that there is a case to
answer.
The argument that I shall present in this chapter is, I believe, what George Berkeley had in mind when he put forward
what is nowadays called his `semantic argument'. Roughly speaking, Berkeley said that the word \matter" (taken in the usage
that philosophers have given it) does not, and cannot, refer to
anything. The word \matter" in that usage has no referential
meaning. Berkeley did not elaborate much on this argument, so
the present chapter may be thought of as unpacking Berkeley's
semantic argument.

4.1 What is this (really) about?

It will help my argument if I rst take some time to make clear the
nature of the subject area that it lies in | namely the mundane
use of language about the physical world. In the next section, I
shall try to be more specic about certain pivotal terms | namely,
`mental' and `physical' propositions.
It will be helpful to dierentiate the mundane use of language
from others. When, say, a philosopher uses a word such as \mind",
her intended meaning may be inuenced by her philosophic beliefs, and dier from the meaning that a non-philosopher would
wish to convey. For instance, if the late Oxford philosopher Gilbert Ryle were to say, \I am humming Beethoven's Fifth in my
head", he would intend that sentence to convey a dierent meaning from what the layperson would intend if she were to say it.
Nevertheless, unless Ryle suered from some severe psychopathology such as permanent somnambulism, he would have the same
private experience of internalised audition that anyone else would
have. But, because of his odd conception of the nature of mind,
Ryle would intend his sentence to convey a dierent fact, namely
some overt bodily fact, such as that his internal humming consisted merely in his physical body having a certain disposition
(such as a disposition to say, \I am humming Beethoven's Fifth
in my head" in reply to the question, \What are you doing?"). It
does not matter that Ryle's intended meaning (as I have imagined
it) is untenable. My point is only that a philosopher may intend
an ordinary sentence to have an extraordinary meaning, and that
we must make allowance for this.

My aim in this chapter is to investigate what non-philosophers
mean when they make ordinary statements about physical states
of aairs. The subject of the investigation is thus the mundane
usage of language.
I do not wish to suggest that every mundane sentence has a
denite meaning, only that it has an intended meaning of some
sort. Statements about the physical world do eectively serve to
convey information | unlike, say, nursery rhymes or gibberish.
But they are also vague (sometimes with a profound vagueness,
which will be considered shortly), and it would be a mistake to
think that every mundane statement about the physical world is
made with a precise intended meaning that philosophical analysis
can extract.
Much of one's behaviour, including one's verbal behaviour,
arises without one's conscious deliberation on it. It is not unusual
for us to say something without having a very clear idea of what
it is supposed to mean. For example, I might say that my chair is
comfortable, but I would nd it hard to say what precisely I meant
by that. I could give you miscellaneous pieces of information about
its comfortableness, but I could hardly dene what constituted
its comfort. Even propositions about simple mechanical matters
abound with indenition. An example, given by Wittgenstein,
was that of a person who points to the ground and says, \Stand
there", without meaning a denite point in space, but only a rough
region. This is sometimes referred to as a `hedged meaning', as
opposed to a `precise meaning'.
Since mundane propositions are often lacking in denition, it
might be thought futile to attempt a philosophical analysis of their
meaning. In fact, however, the common vagueness of mundane
propositions does not shield those propositions from analysis, but
it does demand of the analyst a special caution.
Time and again, philosophers yield to the temptation to assume a precision of meaning in everyday speech in order to apply the rules of logical inference. One has only to reect on a
few examples of mundane intercourse to realise that an everyday
statement itself cannot be relied upon to convey the whole meaning, but that we must examine the context in which the statement
is made. One example is, \I see my mother", which will convey
quite dierent meanings according to whether the speaker is look-

ing out of the window, watching a home video, looking at a family
photograph album, or has her eyes closed. This example is trivial,
but the principle it illustrates is not. The same principle operates
in this case: if a man looks up into the sky and says, \I see an
aeroplane", then a physicalist philosopher would regard the man
as asserting an observation of a physical object but if we consider the ensemble of behaviour that the utterance slots into, we
will nd that the speaker is only making an utterance about his
private mental experiences. This is a contentious point: there are
plenty of philosophers who would insist that the the utterance \I
see an aeroplane" is actually about a physical object, even when it
is pointed out that the speaker has, strictly speaking, no contact
with the physical world. We shall return to this below.
We should also avoid falling into the trap of thinking that
every statement is about something in some simple and direct
manner. The complex formal systems of language can sometimes
work rather like the cogs in a watch. If you take the back o a
mechanical watch and peer into it, you will see a ba"ing array of
cogs, each one of which is performing some essential function in the
operation of the timepiece. The watch as a whole conveys meaning
| it tells us the time. (I will not get embroiled in the pedantry
which claims it is an error to say, \The watch tells the time" and
that we must say instead, \The person tells the time by means
of the watch". Both are correct expressions in everyday English.)
Yet, we could point to this or that cog and ask, \What does it do?
Which aspect of time does it measure?", and there is no straight
answer. What each cog does is in relation to other cogs. In a
comparable manner I think we should look upon the physicists'
statements about the sub-atomic particles. If an experimental
physicist tells you that he's going to smash some protons and
anti-protons together this afternoon, you cannot just go down to
the laboratory and take a look at this stu happening before your
eyes. All you are going to nd at the lab are photographs of
scratchy little lines traced out in a chamber lled with liquid or
gas. From these pictures, plus the whole apparatus of sub-atomic
physics, you can infer that there were some protons and antiprotons colliding with one another. My point here is that it is
the edice of physics as a whole that cashes out in observational
data. A statement that a proton and an anti-proton hit each other

at a certain time and place just doesn't cash out into things you
can see for yourself. As far as sub-atomic physics goes, this is not
very controversial. In fact, when we consider quantum mechanical
phenomena, it's actually the orthodox position. (You might like to
read Richard Feynman's lectures, QED: The Strange Theory
of Light and Matter.) What I am going to be claiming is that
the same is true of not just sub-atomic physics, but the whole of
physics, including the physics of macroscopic objects such as desks
and chairs.
One reason for emphasising that physical statements are all
interlinked is to try to break the stranglehold of our nave everyday
idea that physical statements stand in a direct relationship with
a physical reality. As if the statement \There's a bottle of whisky
on the table" is a label for a physical state of aairs, and you
can check that the statement is true by looking on the table. But
in fact you cannot check that statement in isolation. For, the
mere physical fact of the bottle's being on the table predicts no
observational data at all. You also need to know what the light
conditions are (after all, you cannot see the bottle in a completely
dark room), and that you are in the room and your eyes have
a line-of-sight to the bottle, and so on and to hook those facts
together you need the laws of optics to predict what the image
will be on your retina, and the laws of neurodynamics to predict
how the brain will react to the optical image falling on the lightsensitive cells. Finally, and mysteriously, you will need a bridging
law to tell you that the brain activity will be associated with
certain mental experiences of seeing the bottle on the table.
The other reason is to emphasise the isolation of physics. Each
proposition of physics comprises terms that are dened by other
physical propositions, and all the propositions you conjoin and
disjoin with them are physical propositions, and so are the propositions you can deduce from them. No other kind of proposition
gets involved. Propositions about the contents of your conscious
mind just don't appear in the system. The bridging laws that I
mentioned earlier lie outside physics proper. The system is logically insulated from non-physical propositions. This is a crucial
point.

4.2 Mental propositions versus physical propositions
Let us distinguish two types of proposition, the `physical' and the
`mental'. The `physical' proposition's substantives are all names
of physical things, such as:
everyday objects (e.g. tables and chairs)
astronomical objects (planets and stars)
submicroscopic entities (atoms and electrons)
physical intangibles (velocities, accelerations, forces, energies,
elds of force)
physical events (e.g. movements and impacts of bodies).
The `mental' proposition's substantives are all names of mental
things, such as:
emotions (e.g. lust)
visual sensations (the colours of your lover's eyes)
olfactory sensations (the scent of jasmine)
tactile sensations (the feel of silk)
poprioceptive sensations (dizziness, body position, nausea)
extrasensory perceptions | if they occur (clairvoyance)
memories (the recollection of you rst time you saw your lover)
thoughts (mental arithmetic)
Strictly speaking, then, the adjectives `physical' and `mental', as
applied to propositions and monisms, thus carry meanings dierent from the meanings that they carry when applied to objects,
even though the general sense is the same. I mean, I could write
down the mental proposition, \I feel happy" on a physical sheet
of paper. You might say that the sentence I write down is physical and mental. A language purist might object and say that we
ought to use adjectives `physicalistic' and `mentalistic' instead.
But `physical' and `mental' have the advantages of being short.
These two denitions (of mental and physical propositions)
are a bit discursive, but I think they are good enough to convey
what I intend the terms to mean. That is, given any particular
proposition, there would be pretty good agreement among reasonable people as to whether it was physical, mental, or neither
(but not unanimous agreement, unfortunately). I could make the

denitions more denite by lengthening the list of examples but
their present form should be adequate. One might object that the
terms have only been illustrated, not dened, but a suciently
clear illustration may serve as a denition.
One class of mundane propositions that are dicult to classify
as physical or mental comprises those that describe acts of observation of external bodies, for example, \I see an aeroplane". Is
this intended to mean, \I experience the visual image of an aeroplane" or, \The optical image of a material aeroplane has formed
on the retinae of my eyes and this pattern has been relayed to my
brain"? In a description of a dream or hallucination, the former
only in a discussion of electromagnetic optics, the latter only
in most mundane circumstances, the sentence must be regarded
as an idiom representing both propositions. The confusion arises
because \I" can be employed to refer to the speaker's mind or to
refer to her body. (Contrast \I feel happy" with \I am ve feet,
ten inches tall". The word \I" denotes two dierent entities, my
mind and my body.)
Some people have diculty in understanding the dierence
between denoting a material object and denoting the visual image
of it. To many philosophers, nothing could be more obvious than
the dierence between, say, an aeroplane and the perceptual image
of it. The layman, though, has little use for the distinction. In
everyday life, the images that are experienced do generally depict
physical surroundings accurately, so that there is no practical need
to have an idea of the dierence in nature between a perceptual
image and what it depicts.
On the other hand, there are some people who would deny
that there are any mental propositions of the sort that we call
`external', such as \I experience red". Any verb of perception
must, in their view, denote a physiological process: \I experience
red" must mean that light of a certain wavelength has impinged
upon the retina and the signals transmitted to the brain and so
on. When a woman dreams of, or hallucinates, red, then these
people would say, \This woman does not experience red but only
thinks she does." This is patently false. The conscious experience relating to the red is (sometimes, at least) exactly the same
whether it is due to optical vision, to dreaming, or to hallucination. An ordinary person, as opposed to a philosopher, would not

hesitate so say that the woman can experience red in a dream or
hallucination.

4.3 Mental monism and ctionality

I wish to express the theory of mental monism by the assertion
world is (intrinsically) ctional. You should understood this in a
fairly straightforward sense. It will become clearer in the following
subsection.

4.3.1 Justifying the new formulation

Let us now consider the following assertions to be the dening
statements of mental monism and physical monism, respectively:
(a) what is physical is intrinsically ctional (b) what is mental
is intrinsically ctional. We may dene related doctrines in the
same terms, such as mental-physical dualism as the claim that
neither the the physical nor the mental world is a ction.
These I put forward as replacements for the common denitions of the monisms, which are respectively the assertion that
mind alone exists and the assertion that physical entities alone
exist. As they are denitions, I cannot oer an argument for their
validity as such, but I do have an onus to justify my proposed
denitions.
The more popular forms of the denitions (i.e. in terms of existence) makes rational debate between their advocates impossible
on the subject, for a precondition of reasoned discourse is that the
terms employed be familiar to, and their meanings agreed upon
by, the parties to the debate. In an argument over the monisms
as popularly dened, there is disagreement over the meaning of
the verb `to exist', as follows.
Generally, one learns the meaning of common-sense terms by
observing how they are used by other people, rather than by looking up the denition of each term in a dictionary. In everyday life,
people agree on which things exist and which things do not exist,
although they do so without referring to an articulated denition of the verb \to exist". (We might call this `implicit' rather
than `explicit' denition.) Indeed, they would be unable to nd
a full denition in common circulation even if they sought it. It
is apparent that this is not a satisfactory basis on which to carry
on a debate on mental and physical monisms, for we do not have

consensual denitions of what the `existence' of physical and mental things means | and if per impossible both parties agreed on
whether minds and brains existed then the debate would not have
arisen.
Lacking agreement on which things exist and which do not,
we would need, if we were to debate monism straightforwardly, to
agree upon an explicit denition of the verb \to exist". It does not
seem possible, though, to formulate a denition of the verb that
both accords with everyday usage and agrees with the intuitions
of both mental and physical monists.
On the one hand, the physical monists would prefer a denition along the lines of \The verb to exist means to occupy time
and space". Starting with a denition of that sort, it is trivial to
drive home a resoundingly forceful argument that the mind does
not exist. Indeed, it is because some people assume this denition
without questioning it, that they nd it incredible that any rational person can believe in mental monism. On the other hand,
mental monists would prefer a denition along the lines of \The
verb to exist means to perceive or to be perceived". This cannot
be used as a basis for the dispute because it immediately excludes
physical monism. As a general principle, the monisms cannot be
disputed rationally if a term of central importance, in this case
the verb \to exist", is given a denition that immediately excludes
one or other of the monist doctrines.
I propose that this obstacle to rational debate can be removed
by recasting the denitions of the monisms in terms of ctionality. The recast denitions, I suggest, convey the same intended
meaning as the popular denitions but possess the advantage that
the meaning of each term in the denition can be agreed upon by
advocates of both monist doctrines.
Of course, one is tempted to say something like, \A `ctional'
thing is dened to be something that does not exist, but which
is spoken of as if it did". Then the verb \to be ctional" would
depend for its meaning on the verb \to exist", and there would
then be no advantage in dening mental and physical monism in
terms of being ctional.
The concept of being non-existent, however, is not part of the
meaning of the verbal phrase \to be ctional": it is not a necessary
condition for being ctional. It will be argued below that being

ctional nonetheless does entail non-existence in a certain sense,
even though the concept of being ctional does not itself rely on
non-existence. This is a subtle but important distinction. It allows
us to separate the argument into two steps.
In reading this, you might think that all I have done is to escape from the real problem, namely whether the mind and the
brain exist and, if so, how they relate, and am pursuing a similar
but dierent problem, namely whether the physical world in `ctional'. This is not so. When we arrive at the proposed conclusion
that the physical world is ctional, we will then be able to go back
and see that, in some senses, the physical world exists and in other
senses it does not | but the sense in which it does not exist is the
more fundamental of the two. It may sound like equivocation to
say that the physical world both does and does not exist, but it
is not: it is just a reection of the manifold purposes to which we
put our language, and of the propensity of words to carry quite
dierent meanings in dierent situations. In the next section, we
shall examine more closely the existence and, more importantly,
the non-existence of ctional things.

4.3.2 Fictionalism, idealism and phenomenalism

In the strict sense, idealism is the theory that the physical objects
we see around us are collections of `ideas' (in the seventeenthand eighteenth-century sense of the term, including all objects
of mental operations, such as sense data, thoughts, and memories). Phenomenalism is the theory that these objects are logical
structures comprising not only `ideas' but also logical relationships
between ideas. Fictionalism is the theory that these objects are
ctions: there is no one-to-one identity between a physical object
and anything in the mental world, but instead propositions about
these objects form part of a language-game that has many and
varied logical relations with the mental wold.

4.4 Fictional things do not (really) exist

Like most words, the verb \to exist" is harder to get a rm grip
on than we would expect. Firstly, let us consider in what sense a
ctional thing may be said to exist. We can then go on to consider
the sense in which ctional things obviously do not exist and, in
turn, the hard cases where conventional usage is weak and we

might be tempted to think that ctional things really can exist.
The sense in which ctional things do exist is a rather articial one, but nonetheless one that is in full accord with normal
linguistic usage. Here's an example. In a detective story, you
might be led to believe there was a conspiracy amongst some villains to commit a crime. Before you reach the denouement, you
might say, \I believe there exists a conspiracy of persons X, Y,
and Z", but you friend might say, \No, I don't believe the third
person exists. Only two are involved in the conspiracy" but after
nishing the novel, you say, \We were both wrong. Persons Y and
Z did not exist. X did it alone". This is a wholly unexceptional
usage of the word `exist' applied to ctions. We can place mathematical entities in the same category, as in this example: \There
exist two integers between -1 and +2". I acknowledge there are
philosophers who would deny this and assert, on the contrary,
that numbers and other mathematical objects are not ctions at
all but exist in some weird space. We will return to this point
later.
The foregoing use of language is limited to discussions of works
of literary ction. If you are attending a seminar on Conan Doyle's
novels, you might reasonably expect people to talk as if Sherlock
Holmes and his world existed. Outside that context, saying that
something is ctional entails meaning that it does not exist | in
the sense that it cannot partake of our lives, and that it cannot
impinge upon us as a given. For instance, consider two children
who are about to trespass in a neighbour's orchard. One might
say to the other, \We can't go in there, Sherlock Holmes will nd
us out and tell the constable", and the other replies, \Don't be
silly! Sherlock Holmes doesn't exist: he's just a ction!" This is
an unproblematic case of ctions not existing.
Now, however, let us consider some borderline cases. A novel
might be written, which has a purely fabricated content, but which
is subsequently found to be true, by coincidence. Surely one would
say, \The story is nonetheless a ction", not, \The story was, at
rst, incorrectly thought to be a ction but is now known to be
factual". One takes as decisive the author's fabrication of the
story, not the coincidental correspondence with reality. We could
call this the fabricative understanding of ctionality.
In cases where the ction turns out to be uncannily accurate,

however, we might feel an urge to discard that understanding of
what it is to be ctional. To deny that proposed fabricative view
of ctionality, however, would commit us to further ramications
that are harder to believe. We would have to accept that the terms
in a novel refer to things that the author did not intend them
to. The diculty with accepting that, however, is that it opens
the oodgates to allow quite arbitrary interpretations. For, then,
anything whatsoever that was capable of being the referent of a
term in the novel could legitimately be regarded as the referent.
This view would run completely against the usual notion of the
act of meaning something. Suppose a novel, which was wholly
fabricated by the author, described an aair between John Smith
and Janet Jones and suppose there were actually two John Smiths
each having an aair with a dierent Janet Jones. To which John
Smith would the sentences in the novel refer? The only reply we
can make that is in keeping with normal language usage is that
they refer to neither: they do not really refer to any John Smith
at all. In cases where only the name of the character matches
that of the physical person, we are happy to go along with the
conclusion that the ctional characters do not exist even though
their namesakes do. It is only in cases where there is a fuller
and more complex parallel between truth and ction that we are
tempted to stray from the fabricative understanding of ctionality.
To be consistent, however, we must apply the same rules in both
the simple and the complex cases. The rule in question is this: if
a story is fabricated about certain people, things or events, then
those subjects denoted in the story do not really exist, and this
rule applies irrespective of whether there do happen to exist some
other people, things, and objects that possess the same qualities.
One ne distinction that must be made here is the following.
A piece of writing (or any other communication) may deliberately
involve both fact and ction. For instance, a novel may be set in
San Francisco or London. Just because a piece of writing is considered a work of ction, we need not feel compelled to think that
everything in it is ctional. The relevant criterion is whether the
author deliberately created the person, action, or thing in question, or whether she is describing what she has observed. What
she invents is ctional what she describes observations of is factual. Imagine a story-teller living in a remote part of the Amazon,

without any contact with civilisation. If she were to create a story
set in a mythical place that she invented and that she happened to
called \San Francisco", we would be bound to say that the setting
of the story was just a ction and did not really exist. Another
author might, by chance, concoct precisely the same story and
deliberately set it in the city of San Francisco. In that case, the
setting of the story would not be ctional, but real.
This is a subtle point, but one that is crucial to my argument.
For, although I have presented this point in terms of stories that
people make up for reasons such as entertainment, the logic of
this point has wider application. If I have failed to make the
point clear to you, you might like to stop and think about it for
a while, and perhaps read this section again.
I mentioned briey the claim that the objects of mathematics
are ctions. This is more credible of the more esoteric objects,
such as the square roots of negative numbers, than of familiar
ones such as the natural numbers (1,2,3,...)

4.5 Reference versus denotation

What a proposition denotes is determined jointly by what its
terms denote and by its construction. A proposition in itself does
not, however, refer to anything: only a statement made in a particular context conveys a reference. For example, the proposition
\John lives in Mary's cottage" will refer to quite dierent facts in
conversations about John Smith and John Jones.
It is usual for the terms in a proposition to denote the very
same things that are referred to in a statement of the proposition.
There is, however, an important class of propositions in which
the denotation and reference disagree: we may loosely call them
`metaphorical' or `allegorical' propositions. Some of the things
referred to in the statement of a metaphor will not be denoted
by terms occurring in the metaphorical proposition. For example,
the proposition \The stork brought Janet a baby" is metaphorical, because although the subject of the proposition is a stork,
the proposition does not refer to any stork but rather refers to
human childbirth. This is a partial metaphor, in which some
terms ("Janet", \baby") denote what they refer to. An utterance
of the proposition \The cat is out of the bag" is (usually) fully
metaphorical, since what it refers to is not denoted at all. The

utterance of it refers neither to the cat nor the bag. A metaphor
may be of any length, not just a single sentence, and the extended
metaphors are what we usually think of when using \allegory" as
a literary term, while using \metaphor" for shorter constructions.
How can we tell whether a statement is meant literally or as
a metaphor? Consider again the proposition, \The stork brought
Janet a baby". To tell whether it was true or not, one would not
look for stork footprints | but for evidence of parturition. This
suggests the general rule that if one would set about determining
whether a statement is true by establishing that the state of aairs
it denotes is the case, then it is meant literally. Otherwise it is
meant metaphorically or idiomatically. In other words, we must
look at the behaviour that would be involved in verifying the
statement.
That tells us what the recipient of an utterance takes to be its
meaning. But it is possible that the author of the utterance intended a dierent meaning. To discover what the intended meaning
was, we would look at the behaviour of the author. This is a
crucial and fundamental point: to judge whether a statement is
ctional, we consider how the author arrived at the statement |
by making it up, or by inferring it from some observed facts.

4.6 What physical assertions (really) refer to

In any normal case, it will be quite clear what a physical proposition denotes but it is not always obvious what a particular
statement of the proposition refers to. The conventional view, of
course, is that it refers to some instance of what it denotes.
When a physicist makes an assertion about, say, an electron,
the statement has the character of an hypothesis because (as the
physicist will acknowledge) it may be incorrect. In the physicist's
opinion, however, he is not fabricating a ction about the electron,
rather she is putting forward a statement about a state of aairs
that she thinks is actual.
In order to ascertain whether a physical statement is true, one
would perform an experiment and then consider one's observations. That is to say, whether the physical proposition is true is
inferred from one's perceptions of the outcome of the experiment
and, moreover, it can be inferred only from that source. Therefore,
the meaning of the proposition does not lie in the physical domain

but in the perceptual, which indicates that a physical proposition
is meant metaphorically, not literally.
When we apply this criterion, it brings out the looseness of
a good deal of everyday speech. An example of this, mentioned
earlier, concerns the photograph: I might say, \I see my mother
in this photograph", and it is understood that this is an idiomatic
way of saying, \I see a pictorial representation of my mother in
this photograph". What I am now saying is that the proposition
\I see a table" is an idiomatic expression of a state of aairs that
can roughly be summarised by saying \I experience a visual image
associated with the physical nearness of a table to my body".
Obviously, expressing things with this degree of explicitness is
impracticable: that is why we use idioms.
In pointing out that physical propositions are non-literal, it is
not at all my intention to insist that we should say things in fully
explicit forms instead of in idioms. My intention is to establish
that they are indeed non-literal, with a view to examining the
implications of this fact.

4.7 Intrinsic and contingent ctions

Merely reading Shakespeare's play, we cannot tell that it is a ction. We have to be told that a man fabricated the events that it
relates. The propositions that is describes could have referred to
the everyday world, but they happen to refer to a ctional one.
Let us call this type of ctionality `contingent'.
In another class of ctional entity is the four-sided triangle.
This is `intrinsically' ctional. Given a story about a four-sided
triangle, one could tell at once that it had been made up.
Irrespective of whether a ction is contingent or intrinsic, a
ctional thing necessarily does not exist, as discussed above. At
least, it does not exist in the basic sense | there is still the derived
sense in which it can be said to exist within the ction itself.

4.8 The physical world is intrinsically ctional

A description of a physical process comprises terms whose denotations are outside the realm of direct experience. For example, we
may open a textbook on physics and nd there a passage informing us that material objects consist of imperceptibly small `atoms'.
Are these atoms ctions or does the physics textbook refer literally

to them?
It is generally agreed that nobody can ever see or feel an individual atom. How, then, does the community of physicists arrive
at its theory of the atom? The basis of the theory comprises, in
the rst instance, a series of experiments. The results obtained
from those experiments can be explained most readily by the supposition of the atomic model of matter. Since the constituents of
the model are not directly observed, they must be introduced by
at. In eect, the physicists say \Suppose there were things, call
them `atoms', having these mathematical properties ..." and goes
on through various calculations and arrives at a prediction of the
properties that macroscopic objects would have if they were composed of the supposed atoms. It is then noted that these properties
would imply the results that have been observed in experiments,
and on those grounds it is proposed that the model is good for
predicting future observations. The atomic theory becomes the
accepted model for understanding the nature of macroscopic objects.
Nevertheless, despite the predictive success of the model, the
fact remains that we do not make any direct observations of the
atoms. So the atomic theory is a ction: it is a story that physicists collectively made up in order to create a predictive apparatus. Moreover, it is intrinsically ctional, since atoms by their
very nature cannot be observed.

4.9 Summary of the argument

The argument presented above pivots on a linguistic point: how
we actually use words that denote physical things. This does not
mean that I am concerned merely with language and not with
reality. On the contrary, as I had hoped the earlier chapters had
shown, I think the mind-body problem poses a substantive question that is very serious and worth while trying to solve. Language
is, nevertheless, the medium in which we articulate and then examine our thoughts, and it is therefore possible that an incorrect
use of our language could have led us to an incorrect understanding of reality. This, in turn, could have created the mind-body
problem. If this is so, a good way to look for an answer is to
take a close look at how our language works when we articulate
statements about the mental and physical worlds. My claim is

that our misunderstanding of what we are actually doing when
we talk about the mind and the brain has trapped us into holding
an incoherent metaphysical view. Specically, the supercial similarity of physical and mental statements has led us to think that
those statements refer successfully to mental and physical things
respectively, and this creates the profound mystery of how those
dierent kinds of things relate to each other. Stated thus, my
claim coincides up to this point with that of the linguistic philosophers of the 1950s | such as Ludwig Wittgenstein and Gilbert
Ryle | but after this point my argument goes in the direction
opposite to theirs. Whereas their claim is that statements about
the physical world are canonical and statements about the mental world are, in some sense, derivative, my claim is the opposite:
that statements about the contents of our mind make genuine
reference to the mind, whereas those about the contents of the
physical world function in a dierent way. Wittgenstein made the
analogy of a railway engine's cab, in which a number of levers are
installed, each with the same kind of handle. A cursory inspection of these levers might suggest that they all work in the same
way, but in fact their actions are completely dierent. Their similarity of form is due only to the engineer's need to handle them
in the same manner, irrespective of their resulting action. Likewise, statements about the mental and physical worlds are similar
in form, since they must t into our conventional grammatical
and linguistic practices, but their underlying actions are wholly
dierent.
The crux of the dierence concerns reference. In short, with
mental statements we can succeed in referring to things, whilst
with physical statements we cannot. Thus the functioning of mental statements is much closer to our expectations of how language
serves us. The terms of physics do not | and cannot | succeed
in reaching out of the symbolic, self-contained system of physics
and engaging with some self-subsistent reality.

4.10 Corollary: consciousness is not physical

David Chalmers has drawn a lot of fresh interest to what has historically been known as the mind-body problem. He has renamed
it the `Hard Problem', to separate the philosophical problem of
accounting in principle for how consciousness can arise in a phys-

ical world, from the `Soft Problem' of scientically studying the
detailed correlation of mental and neural activity.
Under the Berkeleian theory of mental monism, of course, the
Hard Problem becomes an easy problem, as the physical world is
no longer considered to exist.
Nevertheless, the reasoning that has been presented in this
chapter as an argument for mental monism can also be used independently to argue that consciousness is not reducible to the
physical world. So, if you feel too uncomfortable with the radical
claim that reality is primarily mental, you might nonetheless settle
for the intermediate claim that reality is not exclusively physical.
The world that is described by physics consists of entities and
operations that are dened wholly by their logical relations with
other entities and operations within that world. A number of
fundamental terms are allowed, such as mass and space, and all
others are derived from them by declaring formulaic relationships
between them.
Terms which denote things that are dened by their intrinsic
qualities, as opposed to being dened by logical relations, do not
and cannot feature in the language of physics. The immediate
conscious sensation of seeing the colour red, for instance, is not
something that is dened by its relationship to other things. There
is a qualitative aspect that cannot be captured by relations. The
terms that denote things of this kind can be dened only ostensively, not formally. We can do no more than say, \There! Look
at that | that's what I mean by `red'!"
Hence qualitative mental experiences can, by denition, never
exist in the physical world. This is a metaphysical claim, but it is
also a claim about language | the deeper reason for this is that
the physical world itself is a ction, a verbal construct.
A more concrete way of looking at the situation is to consider
that all the physical facts of the world could be printed in black
and white in a huge library of books. Somebody who read and
understood all these books still would not be informed of the experience of red. Likewise, consider Jackson's thought-experiment
of the neuroscientist Mary: she somehow lives, studies, and works
in an exclusively black-and-white world. There, she studies the
neurophysiology of human vision, and acquires all physical facts
about human colour vision. She all about dierent wavelengths of

light, and how they are labelled as \red" and \green", and so on,
by people with colour vision. Then, one day, she escapes and sees
colours for the rst time. Now, she has acquired some new knowledge that she did not previously possess: what the colour red
looks like. This, as Chalmers argues, shows that the world of conscious experience contains facts other than those of the physical
world.
As we have seen, the reason that the voluminous description of
the physical world, or Mary's laboratory notebooks, can capture
all relevant physical facts without mentioning conscious experience is that they need only mention things that have been dened
within the closed verbal system of the physical sciences. They
include no ostensively dened terms that refer to the contents of
conscious experience.
This situation is more radical than some people think.
Some people, such as Chalmers himself, want to integrate consciousness into the natural sciences by making it out to be another
fundamental element of reality, alongside mass and space. This
misses the point. Consciousness is an ontologically dierent kind
of thing from mass or space. We know this because words that
denote things in the conscious world (including the word \consciousness" itself) perform a dierent kind of function from words
that denote physical things. The former can be given only ostensive denitions, the latter only formal denitions. Consequently,
as I have argued above, the physical terms are incapable of bearing any referential meaning: the only meaning they have is a
formalistic meaning constituted by their use as tokens within a
closed language-game. Hence, the things they denote cannot exist. Contrariwise, the terms that denote things within the world of
consciousness can and do bear referential meaning, and what they
denote can exist. So, for Chalmers to suggest that consciousness
could be a basic part of reality alongside mass and other physical primitives is to make a category-mistake (in Ryle's celebrated
phrase). The physical world is, necessarily, derived by construction from the conscious world.

4.11 What are arguments for?

In the preceding sections of this chapter, I have presented an argument for turning our normal concept of the world on its side,

proposing that the whole physical universe is but a ction. It
would be somewhat disingenuous of me just to leave the argument with you, without indicating how I think this argument is
supposed to work. Do I seriously expect anyone immediately to
accept the argument as it stands, and jettison a life-long conviction that we are physical beings living in a physical world? No, of
course not. What I hope, rather, is that it may nudge the reader
a little bit in the direction of accepting mental monism. In this
section, I want to stand back and reect on what philosophical
arguments are for.
What r^ole does an argument play in a philosophical discourse?
And what r^ole does rigour play inside the argument? I am sidetracking onto this question to make clear the relation between
the two lines of argument that I gave against physical monism
in Chapter 2 (the `nave argument' and the `argument from excision'), and the main line of argument I have given in this chapter,
for mental monism. It is necessary to do this in order to support
the structure of this book. People often think of a philosophical
argument as being like following a recipe in the kitchen: you take
a bunch of ingredients (the premisses), you do things to them, like
chop them up and boil them (you analyse terms, and apply rules
of inference to propositions), and you nish up with a nice dish
(you end up with a conclusion). This is not a very good analogy
for philosophical argument, because cooking is objective: you do
things to objects, and the objects behave as they are bound to
behave. Philosophy is subjective, in so far as it relies on your
apprehending the meaning of statements and seeing their truth
or falsity. It's more like guiding someone on a long hike through
a trackless landscape, in order to lead them to particular positions where they can get such a good view of the terrain that they
can suddenly see things that they just could not see before. Doing
philosophy is like going on ramble through the space of ideas. Ludwig Wittgenstein (1889-1951), in his later writings (the Philosophical Investigations and the Blue and Brown Books),
employed the style of philosophical rambling par excellence, but
his works were also hard to follow. I think one has to strike a
balance between ramble and structure, and I have tried to do so
in this book. Two centuries before Wittgenstein, the pioneering
novelist George Sterne (1713-1768) harnessed the literary ramble

to a controlled back-bone in his novel Tristram Shandy. Although Sterne was not a philosopher, he was a thinker and his
writing sets a good example for philosophers to follow.
Philosophy treats of matters that are so profound that the
formulaic application of logic is inadequate. Saying this will not
go down well with people who worship in what Robert Pirsig called
the Church of Reason (in his gently philosophical novel, Zen and
the Art of Motorcycle Maintenance). The purpose of
this section is to argue that the `classical' model (to use Pirsig's
term) of argumentation is not inclusive of the crucial psychological
process whereby we acquire new truths in philosophy.
It is convenient to distinguish, as follows, three aspects of
an argument that shape its r^ole in a philosophical discourse |
namely its style, its rigour, and its persuasiveness.

4.11.1 Style of an argument

There is a school of philosophy that deliberately uses the unrened
language of everyday life. (G.E. Moore (1873-1958) and J.L. Austin (1911-1960) were the leading exponents of this school.) The
grounds of this approach were the beliefs (a) that common-sense
knowledge is irrefutable, and (b) that everyday language is the
ideal medium for expressing and analysing that knowledge. Appealing though it is, this approach is misguided. We need only
acquaint ourselves with the discoveries of the past century of physics to see that both everyday language and common-sense convictions are awed and not completely reliable. The implications of
Einsteinian relativity and quantum mechanics contradict common
sense. Therefore it is folly to place an absolute trust in common
sense.
Nevertheless, a more moderate policy on the same lines is desirable: that philosophy should be done in what is known as the
`plain style'. This style can be recognised by typical features at
two levels: features of the diction and sentence structure and
features of the ow of inference.
At the rst level, the plain style is characterised by some rules
listed by Sir Ernest Gowers (in Chapter Two of The Complete
Plain Words). Gowers was instructing civil servants how to
answer letters and write government circulars. With a little paraphrasing, however, he also tells us how to set about answering

philosophical questions, thus:
1 Be sure that you know what the philosophical question is asking
before you begin to answer it.
2 Begin by answering the question.
3 So far as possible, conne yourself to the facts of the case you
are writing about and avoid any general statement of philosophy.
4 Avoid a formal framework where you can.
5 Be careful to say nothing that might give your correspondents
the impression, however mistakenly, that you think it right that
they should be put to trouble in order to save you from it.
6 Use no more words than are necessary to do the job.
7 Keep your sentences short.
8 Be compact do not put a strain on your reader's memory by
widely separating parts of a sentence that are closely related
to one another.
9 Do not say more than is necessary.
10 Explain technical terms in simple words.
11 Do not use what have been called the `dry meaningless formulae' of philosophy. (Gowers' original refers to the formulae
of \commercialese". There is no exact counterpart in philosophical writing: curiously, the word \philosophese" has never
gained currency, even though there's a lot of it about.]
12 Use words with precise meanings rather than vague ones.
13 If two words convey your meaning equally well, choose the
common one rather than the less common.
At the second level, the plain style is characterised by the following
rules, which can be tagged on to the end of Gowers' list.
14 Limit the writing to mundane concepts as far as possible. (This
parallels rule 13, but covers dierent matters. \Spirit" and
\soul" are common enough words, but are hardly mundane
concepts. \Mind", on the other hand both is a common word
and a denotes mundane concept.]
15 If you must refer to esoteric concepts, then dene them explicitly. And do so as precisely as is practicable. (This parallels
rule 10, but the two do not really overlap.]

16 Ground the argument frequently in concrete examples.
The last of those three rules | the use of examples | sometimes
alarms people, because it may need examples that are highly improbable or bizarre, or thought-experiments that are redolent of
science-ction. The brain in a vat is an example of this. Nonphilosophers are apt to think, \Well, yes, you may have to construct strange philosophies if you insist on thinking about outrageous things that will never happen. But it is wrong to insist
on stretching a philosophy to accommodate things just because
they are not logically impossible." This misses the point of philosophy. In a philosophical investigation, we are concerned to nd
general truths, not just any old assertion that will work in the majority of cases. The consideration of hard cases is, in consequence,
an integral part of rigorous philosophy.
Hard cases have the psychological disadvantage that a philosophical debate may become pervaded with quite abnormal or
even unrealistic situations. This can make the debate seem scholastic and sterile. More seriously, it may weaken our intuitive reasoning, which was the chief reason for using concrete examples. So,
we should always try to prevent the examples from straying too
far from the everyday realm.
There are two reasons for seeking to use the plain style. First,
the plainer the diction of a piece of writing, the easier it is to
follow. This is because the comprehension of common words is
second nature to us. Second: if the reasoning is close to what
we use in everyday life and if the objects of that reasoning are
concrete things that we come across in everyday life then we are
less likely to be hoodwinked.
Nevertheless, our everyday language does need some tightening
up when it is used in philosophy. There are ambiguities in everyday terms, which we can happily disregard when we employ them
in everyday life, but which might cause confusion if the terms
were to be used without qualication in philosophy. Also, one
commonly presupposes implicit rules of inference that are fairly
reliable in everyday life, but have exceptions that are inimical to
the generality that is sought in philosophy. Those rules may break
down in unusual or bizarre circumstances.
The tightening up, or renement, of everyday language that
is necessary for philosophy can, I believe, be achieved without

making philosophy obscure. To be sure, some branches of the
subject have hardened up into technical disciplines in their own
right, such as formal logic, foundational mathematics, and the
philosophy of language. Those disciplines need special terminology and notation. But general philosophy can be conducted in
ordinary vernacular.

4.11.2 Rigour of an argument

I said in Chapter 2 that what I called the `nave argument' was
defective by being too informal, rather than by being logically
invalid. Let me try to make clear what I am getting at, using the
following extended analogy | another thought-experiment.
Consider a primitive desert tribe known as the Innumerati that
has never known the concept of number. Their vocabulary allows
the expression of singularity and plurality, but not of specic numbers. They can say (in their language) that there is one olive in
a bag, or that there are more olives than one in the bag, but not
that there are three olives in the bag. As a corollary, they also
have no concept of a specic fraction. They can say that a pitcher
is full of water, or that it is empty, or that it is neither full nor
empty | but not that it is three-quarters full.
Twenty members of this tribe wish to make an expedition on
which they must take sucient water for each of them. In the
past, when they have gone on lesser journeys, their practice is
that each person takes enough water for herself in a small pitcher.
On this trek, however, they have decided to take a number of
large water-holders, each one carried by a camel. (This might be
to prevent individual members of the expedition deserting with
just their own water supply.) Although they cannot compute this,
each large vessel holds enough water for ve men. How many of
the larger vessels need they take? Since the Innumerati know no
arithmetic, they cannot work it out. They therefore seek help
from the neighbouring tribe of the Naturalati, who have hit upon
the concepts of the natural numbers: 1, 2, 3, etc. The Naturalati
try to tell the Innumerati that they should take four of the large
pitchers but the word \four" is untranslatable into Innumeratese.
To express the solution, the Naturalati places a red sash around
the necks of four camels, and instructs the Innumerati to load one
pitcher onto each camel that has been thus decorated.

The priestess of the Innumerati asks the Naturalati for an explanation of this solution, so that she can solve such mathematical
problems in the future. One possible explanation would be as follows.
The priestess of the Naturalati hands over two stone tablets,
labelled A and B. Tablet A lists the natural numbers from 1 to 20
with the corresponding number of X-marks alongside, there being
no gap between successive X-marks. Tablet B is a multiplication
table.
Tablet A
Tablet B
1X
1x2=2 1x3=3 1x4=4 1x5=5 . . .
2 XX
2x2=4 2x3=6 2x4=8 2x5=10 . . .
3 XXX
3x2=5 3x3=9 3x4=12 3x5=15 . . .
4 XXXX
4x2=9 4x3=12 4x4=16 4x5=20 . . .
..
..
.
.
19 XXX...XXXX            
20 XXX...XXXXX
The priestess them instructs them as follows. But she does
so in verse, so that the Innumerati can pass the knowledge on to
future generations as part of the oral tradition. (The Innumerati have no written language either.) The stanzas of this poem,
translated into English prose, are as follows. (I have numbered
the stanzas, but in Innumeratese. they are given the names of the
ancestral queens. in chronological order)
1 Take two vessels, one large and one small, designated L and S
respectively.
2 Fill L. Pour L into S, until S is full then empty S. Repeat this
until L is empty. Each time S is relled from L, write an X on
a thin sheet of papyrus. The X-marks must be in a line with
no gap, and must be the same size as those on the tablet.
3 Superimpose the papyrus on Tablet A. Find the row on which
the list of Xs matches that on the papyrus. Copy the numeral
on the left-hand side (e.g. \5") onto the paper. This is the
capacity of a large pitcher.
4 Write the symbols \x" and \=" on respectively the left- and
right-hand sides of the number that you have just written.

(Giving \x5=".)
5 Count the people who are to go on the journey, as follows. Put
them into an enclosure, and let them out one by one. Write
an X as each person exits write them in a line with no gaps.
Look up that list of Xs in Tablet I to get the size of the expeditionary force (e.g. \20"). Copy this number onto the papyrus,
immediately to the right of the \=". (Giving \x5=20".)
6 Look up that sequence of symbols in Tablet B and write down
the associated number (e.g. \4", as in \4x5=20").
7 Look up that numeral ("4") in Tablet I and copy out the associated list of Xs.
8 Take out large pitchers one at a time, each time deleting one
X. This will result in the required number of vessels.
(This does not assume the ability to read and write, only to
compare and copy simple two-dimensional patterns such as \X"
and \20".)
This programme of instructions represents an actual mental
process by which the priestess of the Naturalati might have arrived
at his conclusion. In so far as it always gives the correct answer,
it is valid. And if the Innumerati were to use it on many occasions, they might eventually acquire the concepts of the natural
numbers. On the other hand, they might never acquire those concepts. This might be due to a lack of intelligence, or because they
are not careful or diligent enough to get the concepts right, or because their religion forbids arithmetic. Or, as sceptics, they might
protest that the method published by the Naturalati involves assumptions that have not been justied. They might reasonably
ask, why does this method work?
In order to answer their query, a Western visitor might resort
to the logical foundations of arithmetic. She might take it upon
herself to translate Bertrand Russell and Alfred North Whitehead's treatise Principia Mathematica into Innumeratese. This
would be linguistically feasible, for its only numbers are symbols
that have been rigorously derived from non-numerical axioms. By
this means, the visitor might, perhaps, convince the sceptical Innumerati that the multiplication table they have been given is
correct. More realistically, though, we might expect these folk to
be just as bewildered and sceptical after ploughing through that

treatise as they were to begin with.
Although the Principia is more rigorous, it brings the innumerate reader no closer to gaining the idea of a number.
The only way that these desert people can understand arithmetic is by acquiring the concepts of the natural numbers and the
relations and operations that exist between them. No degree of
rigour in an account of arithmetical procedures can substitute for
that acquisition.
The similarity to the mind-brain problem is this. Unless a
physicalist acquires the relevant concepts of the mental and physical worlds, and of their relations and operations, no amount of
rigorous philosophical argument will convince her that she should
be a mentalist.

4.11.3 Persuasiveness of an argument

This brings us to the third and crucial aspect of argument: its
capacity to persuade. I have proposed that a valid and rigorous
argument will not convince its reader unless her conception of the
matter agrees with the author's.
Some concepts are harder to grasp than others. It seems that
concepts which play a fundamental or underlying r^ole in one's
comprehension of the world are especially hard to change or reject. Intelligent and informed people may disagree strongly on
quite fundamental issues, despite very lengthy and open-minded
consideration of the issues. Therefore, even if one had a cast-iron
proof of mentalism, one should expect very few people to be persuaded by it. It would be quite reasonable for people to say, \I nd
the conclusion incredible. Therefore there must be some mistake
in the reasoning that led to the conclusion, although I cannot nd
the mistake." By way of illustration, we may recall riddles such
as this:
1. There are three statements in this list.
2. Two of these statements are untrue.
3. 5x4=19
Therefore, 5x4=19.
This looks like a valid proof. Yet, we know the argument must
be fallacious because the conclusion is wrong. As a general rule,
people distrust conclusions whose claim to truth rests solely on
the logical validity of an argument.

In order to persuade a reasonably sceptical reader, an argument must not only be sound, it must also change the reader's
view of the matter. The reader must be led, through a process of
thinking, to see the subject from the same point of view as the
author of the argument. And that can be achieved only if the
reader and the author view the subject-matter through the same
conceptual framework. If the reader lacks that framework, then
the argument must engender it, otherwise it will fail.

4.11.4 Conclusion

The nominal r^ole of a philosophical argument is to give the reader
good reasons for believing in the truth of the argument's conclusion. I submit that this is rarely its actual r^ole.
In this respect, philosophy diverges from science. For, in the
paradigm of scientic argument, the author and reader share a
common conceptual framework. The r^ole of the argument is to
get the reader to share the author's point of view within that
framework. She will then see that the author's conclusion is true.
Many philosophical arguments are about the very ideas that
we normally take for granted | the building blocks that go to
make up the conceptual apparatus with which we comprehend
the world. So, when we are arguing over fundamentals, we are
left without many shared beliefs or ideas with which to articulate
our ideas. Here, the paradigm of scientic argument tends to get
derailed. In order to get the train of thought back on the right
track, we must regress to the most elementary and mundane ideas
and try to work forward to the disputed area whilst maintaining
agreement over the concepts that are used on the way. In this
task, I think that the `plain style' of philosophy will help, more
than rigour will, in achieving a persuasive solution.
This is a common problem that besets philosophy and presents
itself most acutely in mysticism, as Rudolf Otto wrote in The
Idea of the Holy:
There is only one way to help another to an understanding
of (the numinous]. He must be guided and led on by consideration and discussion of the matter through the ways of his
own mind, until he reaches the point at which `the numinous' in him perforce begins to stir, to start into life and into
consciousness. We can co-operate in this process by bring-

ing before his notice all that can be found in other regions of
the mind, already known and familiar, to resemble, or again
to aord some special contrast to, the particular experience
we wish to elucidate. Then we must add: `This X of ours
is not precisely this experience, but akin to this one and
opposite that other. Cannot you now realize for yourself
what it is?' In other words our X cannot, strictly speaking,
be taught, it can only be evoked, awakened in the mind as
everything that comes `of the spirit' must be awakened.
George Berkeley also writes of striving to lead the reader into
contemplating particular facts or ideas | which will, he hopes,
draw the reader into reaching the same conclusions herself.

Chapter 5
Implications of mental monism
5.1 Structure of the physical world

In the previous chapter, I presented an argument for the theory
of mental monism | that the physical world is a ction and only
the mental world really exists. In this chapter, I will unpack some
of the implications that this theory leads to.

5.1.1 Objectivity of ctions

A recurrent misconception of mental monism is that it entails that
the world is subjective. No doubt this is exacerbated by the old,
seventeenth-century term for mental monism. namely `subjective
idealism'. In fact, mental monism is perfectly consistent with
the common-sense view that the world we inhabit when awake
is objective. Let us examine the concept of objectivity to see to
what extent it can apply to ctions.

Frege's notion of objectivity

Gottlob Frege, in The Foundations of Arithmetic, mentions
that numbers are objective, and discusses the matter in detail, in
his Section 26, where he isolates what he regards as the essence
of being objective. In this connection he wrote that number is
no whit more an object of psychology or a product of mental
processes than, let us say, the North Sea is . They are both, he
says, `objective'.
Frege explains his understanding of the term `objective' as
follows.
What is objective ... is what is subject to laws, what can be
conceived and judged, what is expressible in words. ...] To
make this clearer, let us suppose two rational beings such
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that projective properties and relations of geometric forms
are all they can intuit | the lying of three points on a line,
of four points on a plane, an so on and let what the one
intuits as a plane appear to the other as a point, and vice
versa, so that what for the one is the line joining two points
for the other is the line of intersection of two planes, and so
on with one intuition always dual to the other. In these circumstances, they could understand one another quite well
and would never realize the dierence between their intuitions, since in projective geometry every proposition has its
dual counterpart: any disagreement over points of aesthetic
appreciation would not be conclusive evidence. Over all the
geometrical theorems they would be in complete agreement,
only interpreting the words dierently in terms of their respective intuitions. With the word `point', for example, one
would connect one intuition and the other another. We
can therefore still say that this word has for them an objective meaning, provided only that by this meaning we do
not understand any of the peculiarities of their respective
intuitions.9
Now, where Frege refers to a proposition's being true, he means
in eect that the proposition would be acknowledged to be true
by most reasonable people. It would be possible for a lunatic to
insist that commonly accepted assertions in projective geometry
are false indeed, it would be possible for all people to become lunatic and assert the negation of all the currently accepted theorems
of projective geometry. Even in that case, it would remain true
that all reasonable people would (if they existed) acknowledge the
truth of those theorems. That is what I understand to be the operational meaning of true as used here by Frege. He may have
intuited something extra by the word but, as he himself might
have emphasised, the operational meaning of true is what I have
described.
The meaning he attaches to \objective" is an extension of the
meaning that he attaches to \true". A term is said to denote
something objective if propositions about it are agreed to be true
or agreed to be false by reasonable people in general. On the other
hand, subjective things, such as the aesthetic value of a painting,
may well be disputed by reasonable people.

In essence, Frege is alluding to no more than consensus among
reasonable people when he refers to a proposition's being true or a
term's denoting an objective thing. The explanation quoted above
shows that he did not intend anything metaphysical by \being
objective". It is an irrelevant matter of conjecture whether he
intuited anything metaphysical by it.
It is clear, however, that consensus among reasonable people
can apply to objects of ction as well as objects of mathematics
or physics. The identity of the king's assassin in Shakespeare's
tragedy Macbeth is every bit as objective | in the Fregean sense
| as the value of 2+7 is. Both are a matter of consensus of reasonable people, not of personal subjective opinion. Similarly, that
a pawn may not reverse until queened is objective, not subjective,
in Frege's terminology.
Where Frege writes that the North Sea is not a product of
mental processes, it seems that he is stating only the Fregean
objectivity of the North Sea, not the ontological nature of it. He
means to say merely that its physical existence is not a matter of
subjective opinion. It is possible that Frege also thought that the
North Sea has an ontologically independent existence, but that
was not what he said.
It might be objected that being a ction entails being the
product of the whim of the author of the ction, and therefore not
being objective. That is so when the ction is initially created
but when the ction has been established in the minds of reasonable people, it is no longer so. When the consensus of reasonable
people has become established about the contents of the ction,
propositions about the ction are no longer matters of subjective
opinion. Frege's conditions for being objective are then satised
by the ction, namely that reasonable people will agree about the
truth, falsity, or indeterminacy of every proposition about the ction. (For instance: that Sherlock Holmes smoked a pipe is an
objective truth whether he was a misogynist is subjective and
whether he put his left or right shoe on rst is indeterminate.)
In conclusion, mental monism in the sense of the assertion that
the physical universe is ctional is consistent with the assertion
that the physical universe is objective, provided that it is agreed
that the normal meaning of `objective' is that described by Frege.

5.1.2 Fictional worlds
Did Lady Macbeth kill King Malcolm of Scotland? It might be
argued that the correct answer is armative, in the sense that this
is what happened in the play. Nonetheless, it may reasonably be
argued that the correct answer is negative, since Lady Macbeth
was only a ction and therefore could not have done anything.
Within a discourse on Shakespeare's \Tragedy of Macbeth", one
will presume a world containing the Macbeths and with regard to
that world one may correctly say that Lady Macbeth did things,
and in particular that he committed the murder. In another discourse, say on the writing of the Tragedy, one would presume a
world containing Shakespeare, the Globe Theatre, and so on and
with regard to that world it would be incorrect to attribute any
actions to Lady Macbeth. It would be as crazy to say that Lady
Macbeth committed murder as to say that he turned up at The
Globe for an evening's entertainment. The reader of a discourse
will know to which world the things denoted in any proposition
belong. The answer to \Did Lady Macbeth kill Malcolmf?" is
armative in the context of the former discourse but not in the
context of the latter discourse. A verbal context that denes a
particular world in this sense will be termed an `ontological context', and the context will be said to `describe' that world.
Another example may help to clarify. When modern astronomers make assertions about the relative positions of stars in the
celestial sphere, they are making their assertions in an ontological
context peculiar to that discourse. For instance, an astronomer
might assert, in that context, the celestial equator is the circle
in which the plane of the Earth's equator intersects the celestial
sphere. It would be wrong to deny this by arguing that the celestial sphere does not exist and that therefore no plane can intersect
it. If, though, the astronomer were to assert that a spacecraft
travelling out from the Earth will eventually pass through the `celestial sphere', and may even land on it, then we must object that
that assertion is nonsense.
Physics has its own ontological context. A physical proposition will be valid within the ontological context of physics, but
not outside it. Likewise, everyday speech has its own ontological
context. In those contexts alone, it is correct to say that the mug

on my table exists. In the broader context of mental monism, we
should have to say that the mug is only a ction, and only the
patterns of conscious experience associated with it really exist.
People who disagree with mental monism seem to nd the use
of separate ontological contexts a stumbling block. They might
say, \Mental monists assert that this mug on the table does not
exist. That, however, ies in the face of everything we say in everyday life. Therefore mental monism is too bizarre to be accepted."
It is perfectly correct to say that the mug exists, provided that
this is done within the ontological context of physics or everyday
speech. It is only outside those contexts that we must say that it
is merely a ction.
Needless to say, the ontological context of everyday utterances
is largely the same as the ontological context of physics.

5.1.3 Language-games

To get clearer about the ontology of the mental and physical
worlds, we can analyse our use of language into its constituent
`language-games'. Ludwig Wittgenstein introduced the concept of
a language-game in his posthumously published book Philosophical Investigations, to describe the self-contained complex of
language use and social activity. The concept recognises that language never operates on its own, as if in a vacuum, but always as
an instrument as part of a larger system of communication and
action.
What I have described above as an ontological context is a
particular instance of a language-game.

Language-game of everyday speech

Everyday speech is incontrovertible in so far as it reliably produces
its required eects in the minds of listeners. It does its job as well
as any other workaday tool, like tables and chairs, and knives and
forks. Some philosophers have, however, attached a metaphysical
signicance to the utterances of everyday speech and have then
assumed that those extraneous propositions are likewise incontrovertible. The Oxford philosopher J.L. Austin famously did this
in the 1950s, but many people have done the same thing under
dierent guises since then.
The key mistake that is made by the metaphysicians of every-

day speech is their assumption that these utterances continue to
play a communicative r^ole when removed from the context in
which they originate. In fact, they do not. Let us take an example: when my friend walks in from the street, I ask her about
the weather, and she answer, \It's raining", and I then put on my
raincoat and go outside, where I nd that it is indeed raining but
the coat keeps my clothes dry. Here, the utterance \It's raining"
does its job of giving me correct information, just as the raincoat does its job of keeping me dry. Using Wittgenstein's terms,
within this way of life utterances form a language-game, and the
only job done by this utterance in that language-game is to give
me information about certain actual and counterfactual sensory
experiences, such as the tactile feeling of wetness that I would get
if I were to go out without my raincoat. Therefore, within that
language-game, the utterance is true if and only if hold those sensory states of aairs hold. Following John Searle's version of the
representation theory of meaning,26 we can say that, within that
language-game, the meaning of the utterance \It's raining" comprises just those mental facts. Of course, the propositions that
make up the paragraph you are now reading are clearly not part
of that language-game. Rather, the present discussion stands in a
meta-linguistic relationship to everyday speech: we are standing
back from everyday speech and discussing it from a position outside the language-game. Indeed, within the language-game itself,
it would quite simply be wrong to say that the meaning of \It's
raining" is anything other than the fact that it is raining.
The mistake made by Austin and those who have gone down
the same road is take the utterance \It's raining" out of its everyday language-game, where it was undoubtedly true, and deposit it
in the metaphysicians' language-game, without reviewing what its
truth-conditions would be in that new language-game. In short,
they are saying that, if \It's raining" is true in everyday speech,
the rainwater must have a real existence.
The folly of doing this is more striking when we transplant
gurative expressions out of context. In everyday speech, I can
truthfully say, \I ew o my handle", or \I am in two minds
whether to go the cinema", or \I don't feel myself today". These
statements can be true within everyday speech, but it would be
obviously absurd to take these out of context and claim that my

`handle' has a real existence.

The language-game of physics

In order to frame predictive and explanatory models, physics
has found it necessary to go beyond everyday speech and build
up, over the past three centuries, a new language-game. It has
brought into play new terms, and new uses of old terms such as
\atom", \force", \energy". A physical model consists of a story
told in these new terms. In order to make practical use of a
physical model, however, a translation must be made between
certain propositions in the physicist's language-game and propositions (about measuring instruments) in the language-game of
everyday speech. Within the physicists' language-game, a proposition's truth-conditions generally consist in its logical relations
with other propositions within the game.

5.1.4 Subordination of worlds

In some cases, a world is described by an ontological context,
which in turn is dened by statements that occur in another
world. In such cases, the rst world will be said to be subordinate
to the second, and we begin to have a hierarchy of worlds. For
instance, the world containing Lady Macbeth is dened by statements occurring in the world that contains Shakespeare hence
the Macbethian world is subordinate to the Shakespearean world.
If, within Shakespeare's play, Lady Macbeth had herself written a
play, the ctional world described by that (Macbeth's) play would
be subordinate to the ctional world dened by Shakespeare's
play. This is what happens in Shakespeare's \Hamlet".
It is implicit in mental monism that the physical world is subordinate to the mental world. That subordination could be so
even if the mental world were ctional too. (One might postulate
a sub-perceptual world that is the derivation of the mental world.
This would be consistent with mental monism as dened in this
chapter.)

5.1.5 Natural order of physical world

We considered above the common-sense claim that the well-orderedness of the physical world proves that it is the reality underlying our everyday perceptions. It contrasts with the thoroughly

capricious world of our dreams, which we take to be an imaginary
world. In reply, it was noted that this was a non sequitur: the
mere fact that our life-long stream of waking perceptions conforms
to a single, internally consistent physical world, the behaviour of
which can be described with comparatively small number of laws
| all this just does not count as a valid syllogistic premiss for the
conclusion that the physical world exists.
The `argument from orderliness' owes its force not to its logic
but to a subjective impression. If we try to imagine our perceptions of the everyday world as a merely mental system that has
somehow come about without being derived from material things,
then our intelligence tells us that this is not credible.
If, on the other hand, we imagine those perceptions as having
been ordered, and in fact put in place, by some vast external mind
(which is sometimes called `God' or `metamind') then we should
feel at least that a source for the orderedness has been established.

5.2 Structure of the mental world

In this section I want to make some brief comments on how the
mental world must be structured. Much more needs to be said on
the detailed phenomenology of the conscious mind: here we are
just scratching the surface.

5.2.1 Perceptual elements

The perceptual eld is observed to be divisible, so we are forced
to postulate `perceptual primitives' that make up the perceptual
eld and that are incapable of analysis into further perceptual
elements.
A model for the logical structure of the perceptual eld of the
mind is suggested by the logical structure of the nerve signals that
arrive at the brain from peripheral sensory tissue. It turns out,
however, that this is not a particularly helpful model.
For example, optical images formed on the retina of the eye
are translated into patterns of electrochemical pulses travelling
along bres in the optic nerves. The neural pattern is spatially
isomorphic to the optical image, in the sense that if a bre lies
between two other bres then the point to which it corresponds in
the image lies between the points to which the latter two correspond. This spatial isomorphism is continued in the visual cortex

at the back of the head. This suggests that visual eld in the
main comprises an array of points each independently possessing
the visual attributes of colour and brightness. Consideration of
other sense organs lead to the theory that the rest of the perceptual eld also has a punctuate logical structure.
The visual eld does not appear to be composed of distinct
points, but appears to be continuous. There is, though, no inconsistency between the seeming continuity of the visual eld and the
punctuate model of it: the objection is due to an invalid comparison of the visual eld with things like television screens. If you
look at a television screen closely, the image is seen to be formed
from coloured dots on a dark green background. There cannot be
such a background in the visual eld, for we are supposing that
the dots are the primitives of the eld, which implies that there
cannot be anything in addition to the dots, such as a background.
The points in the visual eld are adjacent to one another. Such
comments apply to the other parts of the perceptual eld.
The punctuate theory can be reached by another route. I could
at any instant make out a list of all the distinct patches of my
visual eld, specifying each by its size, shape, colour, brightness,
sharpness, and other qualities. This would represent an analysis
of the eld into instantaneous primitives, as opposed to the perceptual points representing aerent nerves, which are permanent
primitives.
This nave model, in which the perceptual eld is regarded as
made up of points isomorphic to aerent nerve bres or of transient irreducible patches, must, however, be rejected as untenable
as we shall now see.
Any region in, say, my visual eld that is spatially extended
must be divisible into smaller regions. Consider any dot of extended size. I could imagine a line drawn across it dividing it into
two smaller dots. In so far as the former dot is indistinguishable
from the result of the union of the two latter dots, it must be
regarded as being the result of that union. It is therefore not a
primitive. Dots or patches that are primitive must individually
have no spatial extent.
Perceptual primitives that are point-like cannot stand in spatial relations. Two points can be distant only in so far as there
is distance between them. That distance cannot be comprised of

perceptual points because no nite sequence of unextended points
can amount to a distance, and there cannot be an innite number of distinct perceptual points because the percipient's acuity
is limited. On the other hand, their distance cannot be made
up of something other than the perceptual points because those
points are the sole constituents of the perceptual eld. The same
argument applies to other faculties in which the perceptual eld
appears to be extended in space.
We are thus forced to abandon the simple punctuate theory of
the perceptual eld.

5.2.2 Relations of perceptual elements

We have seen that a perceptual primitive cannot be something of
which position could be predicated, owing to its lack of spatial
extension. A perceptual primitive must therefore be predicated
of the entire eld of the faculty to which it belongs. So, a visual
primitive spans, in a manner of speaking, the whole visual eld.
In this connection, we might note that perceptual primitives
are not normally experienced individually. All the perceptions
that I can recall or imagine are divisible into parts and are therefore not primitive. It seems invalid to ask what a visual primitive
looks like, for example, because all the images that one can visualise are extended in visual space and hence not primitive. On
the other hand, there seems no reason why a person could not so
train her mind as to see a perceptual primitive, although I have
no idea how she would set about doing it.
The parts that make up the visual eld obviously appear to
stand in spatial relations. For example, the point where I am
writing lies between the top and bottom of the page. How could
this be if, as we have concluded, the primitive elements of the
visual eld are non-spatial?
A clue was provided by the neurophysiologists Hubel and Weisel,
who found that individual cells in the visual cortex respond discriminatively to lines variously oriented as vertical, horizontal, or
at dierent degrees of diagonal.
Let us boldly speculate that the perceptual primitives correspond to global facts of the visual eld such as the presence of lines
at certain orientations, and movement relations between them.
The presence of such perceptual elements is, I believe, wit-

nessed in the so-called `castellation' hallucinations that are experienced in migraine attacks. At least, that is what they looked like
to me when I was lucky enough to experience them once.
Another clue was provided by the old-fashioned pocket calculators with red light-emitting diode displays. Stand in a darkened
room, switch on the calculator, and wave it about at a moderate
speed. You will see the lighted display appearing to y out of
the calculator. This mundane but astonishing observation gives a
glimpse into the synthesis of the perceived image.
Consider the problem in a simpler faculty, that of hearing.
Suppose a loudspeaker produced a sound in a completely dark
room and suppose that I am standing directly in line with the
speaker. Since my ears receive the same sound (if we neglect differences in the echoes from the walls, which provide no information
because the shape of the room cannot be seen in the darkness), I
cannot tell whether the sound comes from before, behind, above,
or below me. The sound may seem to hover without location,
or I may assume that the speaker is located in a particular spot
and seem to perceive the sound coming from that spot. If I were
to move my head, I could get a better idea of where the speaker
is, but let us suppose that my head does not move. If a light is
switched on and the speaker is made visible to me, then the sound
seems to originate from it, and I cannot then project the origin to
another site.
What appears to be the perception of the sound at a particular
point in perceptual space is determined by a visual cue that is
perceived at the same time. The auditory image is associated with
a relative location in the visual image and acquires its apparent
position thereby. (I presume that a blind person would tag it on
to a tactile image instead.)
If I move my head in complete darkness, then I may be able
to tell roughly where the sound is coming from. In this case, the
auditory image is still tagged onto the visual eld. For, I would
expect to see the source of the sound when the light is switched
on.
Thus we begin to see how a non-spatial perceptual element,
which spans the whole eld, can seem to be localised. Somehow,
the rest of the elements of the visual eld are eectively localised.

5.2.3 Glue and gaps in perceptual elds
How is the spatial extent of a perceptual eld supported and held
together, and how do `lacunae', or gaps, stand in relation to the
perceptual eld? Moreover, what does this tells us about the
nature of the perceptual eld?
First of all, let us consider gaps in the visual eld. If I close
my eyes, the front of my visual eld appears black (or faintly red
if a light shines through the eyelids) but the condition is utterly
dierent in the rear, in which there is neither black nor any other
colour. There appears to be no visual eld in the rear. If my
visual eld exists in front of me but not behind me then there
must be a boundary (possibly a blurred boundary but a boundary
nonetheless) in which the visual eld meets the eldless region
that stretches behind me. It is, however, impossible for me to
see or visualise such a boundary. The supposed boundary is away
from the focus of my visual attention: if I shift my eyes to look
at the boundary, then the latter is shifted correspondingly, since
the whole visual eld moves, and the boundary lies permanently
outside my scrutiny.
Whereas an ink blot on my paper has visible boundaries, where
I can see, and contrast the seeing of, the black and the white, no
such contrasting can be done around the visual periphery. The
state of the visual eld's periphery is analogous to numbness in
the tactile faculty.
Although there is no intervening eld around the back of my
head, between the left and right margins of my visual eld, yet
those margins do not appear to be adjacent. If I had all-round
vision, then the right-hand margin of this sheet of paper would
appear both to the right, and to the left, of the other margin.
With my vision as it is, however, the visual eld is more like a at
plane. If I imagine my gaze travelling indenitely to the right,
past the right-hand margin of the paper, then it will carry on
forever, and will never meet the other margin of the paper.
There is another lacuna in everyone's vision, where the optic
nerve leaves the retina. This known as the blind spot. Hold this
page about ten inches from you, close one eye and focus on the
letter X below.

X

O

When the page is held at the right distance, the letter \O"
will disappear. This is because the image of the \O" falls on the
blind spot, where there are no light sensitive cells. The curious
thing is that you cannot see the edge of the blind spot. One might
navely have thought that the blind spot would appear as a little
black dot. But, in fact, it is almost like a chameleon: it seems to
take on the same appearance as the background. On this sheet of
paper, the blind spot looks just like a blank space on the page. It
would still look like that if the page were black.
That there can be lacunae in the visual eld is, philosophically,
mysterious. This is really, however, the obverse of the more basic
mystery: what is the nature of the `scaolding' or support that
holds the constituents of the visual eld together? For reference,
let us give them names: the Gap Problem and the Support Problem. The same problems also occur in senses other than vision,
although the Gap Problem is, in practice, almost exclusively a
phenomenon of sight.
Let us try to formulate a more general expression of these two
problems. First of all, we must factor out the `projective element'
of vision and hearing. When you look at a scene, what you mentally focus on are solid bodies in a three-dimensional space, but
you can choose to focus mentally on planes of colour. I would ask
you to do that now, as if you were about to paint a picture and
needed to reproduce on a at canvas the geometric shapes that
exist in your visual eld. Likewise, when you hear a sound, you
mentally project it onto the supposed source. But you can think
of the sound as a sensation located in the ears.
Having factored out the projective element, let us think about
what we may call the `extensional' senses: thus vision is extended
over the eyes hearing is extended over the two ear-holes touch
and other skin senses are extended over the skin surface. Each is
construed as lying over a two-dimensional manifold, spread over
a form that is homomorphic to a sphere. That is to say, you
could imagine distorting a sphere continuously, without breaking
its surface, into the required shape (except, of course, specic
holes for bodily orices, although actually you can regard them as
perceptual lacunae). The existence of lacunae consists in the fact

that some areas in the geometric manifold have no counterpart in
the sensory manifold. The `Gap Problem' is that the edges of the
lacunae are imperceptible and, indeed, unimaginable. You can
neither see nor visualise the edge of your visual eld.
Close your eyes and imagine a red spot and a green spot. Fix
in your mind that image of the two spots, against a black background. Now, what was the spatial relationship between the two
spots? Was the red spot to the left or to the right of, or above or
below, the green spot? If your mind works as mine does, the two
spots will have had some denite relation. How do you tell what
the relation is? The nave answer is, Well, I just looked at the
image and saw where the dots were. But that glosses over a basic
problem. For, compare those two dots in your visual eld with
two metal spheres | a red one and a blue one | oating in deep
space. What is the spatial relation between those two spheres?
You cannot tell, unless you introduce an observer. Without an
observer, the red sphere is neither to the left nor the right or,
nor above nor below the green sphere. This is because space is
relative, not absolute. Only if you imagine yourself looking at the
spheres from a specic position can you give the spheres a spatial relation. Likewise, the only way your coloured dots come to
possess a spatial relation is through reference to your own orientation. One does not imagine the dots in vacuo, as it were. But,
by reference to what, precisely, do the dots acquire their relation?
What is the basis of the phenomenological space? I would suggest
that it is the potential motor movement that would translate the
one dot into the position of the other. In other words, what it
means to say that the green dot is to the left of the red one, is
simply that we imagine the dots being so positioned that moving
the gaze by a certain angle to the left would cause the red dot to
be perceived where the green dot was.
Thus, the `visual image' that is conjured up is really a `motorvisual image': a structure composed of visual sense-data in dependence on motor impulses. I would suggest that this is true not
just of the trivial image of two coloured dots, but of any complex
visual image and, in fact, of any image in the extensional senses.
For example, the spatio-perceptual relation between my molar
teeth is the awareness of the motor activity required to move my
tongue from one molar to the other.

This, then, is my proposed solution to the Support Problem:
The apperception of the spatial relation between two points consists in an awareness of the motor action required to shift the one
point to the other, within the sensory eld. In vision, the motor
action is the movement of eyes. In the tactile map of the mouth,
the motor action is the movement of the tongue, and the eld
comprises the set of tactile sense-points at the tip of the tongue.
The corresponding solution of the Gap Problem is that a lacuna exists where the motor action between neighbouring sensepoints is longer than average. Over most of the visual eld, there
is a uniformly small angular distance between sense-points but
at the blind spot, the distance is somewhat longer. The nature
of the space that occupies the blind spot is just the same as the
space between all sense-points, only longer. (Within the fovea,
of course, the distance is somewhat shorter.) This agrees with
the observed fact that the adjunction of visual points facing each
other across the blind spot is qualitatively the same as that of
neighbouring visual points everywhere else.

5.2.4 Levels of co-mentality

Being co-mental involves being in the same stream of consciousness. A mind can have levels of co-mentality. Consider two people
walking along a familiar city street, having a conversation. At one
level, there is a stream of consciousness which focuses on the ideas
being expressed in the conversation. Below this, there is a stream
in which there is awareness of, and deliberation on, the process of
putting those ideas into words. Alongside that, there is a stream
concerned with navigating the streets, crossing the roads when the
pedestrian lights are green, and avoiding obstacles and other pedestrians. Further down, there is a stream taken up with the movement of the legs, the exion and relaxation of skeletal muscles, and
further down still there are the automatic physiological processes
| which are nonetheless accessible to consciousness | such as
breathing and heart rate.
What separates these levels is, I suggest, the absence of `mental
movement' between the content of dierent levels. By `mental
movement', I mean the volitional relating of two or more items in
consciousness. Let me give you a simple example. When I was
learning to draw in art classes, I was often told to note that certain

visible features were horizontally or vertically aligned. The tops of
the ears may be at the same height as the eyes or the shoulder, the
navel, and a foot may be in a vertical line in a particular pose. In
taking cognisance of these facts, I was mentally moving from one
item in the visual eld to the other. Both items were already in my
stream of consciousness, and may have been linked indirectly by a
transitive series of mental movements: I might well have noticed
that the ears stood in a certain relation to the chin, the chin to
the nose, and the nose to the eyes. But I had not created a direct
mental link between the two. (The term `mental movement' is
intended guratively: I am not implying that anything is actually
moving at a certain number of units per second.)
How does `mental movement' relate to the inter-perceptual
glue that we considered in the previous sections? It seems to me
that a mental movement from `A' to `B' is constituted by the
idea of traversing the chain of motor-sensory links between the
relatands `A' and `B'.
The following pedestrian analogy seems tting. If a chain of
motor-sensory links corresponds to the streets between my home
and the grocery shop, then a mental movement corresponds to my
walking that route and keeping a recollection of it. A village may
have various routes within it, corresponding to the many mental
movements within a stream of consciousness. Dierent villages
may be cut o because they have no passable roads between them,
or they may be linked by busy main roads. Likewise, streams
of consciousness may be isolated from one another, or the gap
between them may be bridged by mental movements.
In Sigmund Freud's theory, the mind comprises not just the
regular conscious part, but also a `subconscious' part. What did
he mean by this? Something neither fully conscious nor altogether
unconscious? This is, I suggest, not a coherent notion. There are
lots of unconscious things going on in your body. For instance,
throughout the surface of each nerve there are tiny particles called
`ions' dribbling in and out. That process is unambiguously unconscious. Going up the structure of the brain, we encounter progressively large and more complex processes that are still unconscious.
At some point, we come to processes with which consciousness is
associated. (These are not necessarily the biggest or most complex.) Where are `subconscious' processes supposed to t in?

I suggest that what Freud called `subconscious' processes were
actually conscious but belonged to lower levels of co-mentality.
In other words, the subconscious reasons that we have for doing
things (such as compulsively eating chocolate), which Freud dealt
with, are present in the conscious mind, but we just do not notice
them. We can, it seems, undergo training or therapy and acquire
the ability to carry out mental movements into these other levels.
Take another example: if you are sitting in a room with a clock
ticking audibly, you will mostly be oblivious of the sound of the
ticking, but you can bring yourself to attend to the sound. Accessing the subconscious during psychotherapy is an act of the
same sort, albeit at a deeper level: you are mostly oblivious of
your subconscious reasons for doing things, but you can discover
how to notice them.
This is not to say that we should reject the term \subconscious", only that we should understand by it those levels of conscious co-mentality that are not normally accessed.

5.2.5 Unity of the mental world

The unity of the mental world can more easily be understood by
considering rst the unity of the physical world. We know that
the physical world is a single unity, in which all parts are related,
even in Newtonian physics. Likewise, the mental world is a single
unity, in which all its parts are related. Similar reasons apply in
both cases.
Within the physical world, every object has associated with it
coordinates in a shared three-dimensional space. Any object can
be moved from any position to any other by applying a suitable
force to it. There is no pocket of space that cannot be reached
from elsewhere in the physical universe. People sometimes speculate that there might be other universes to which we have no
access, and which have no eect on our universe. But terms that
purport to refer to such universes are indistinguishable in their
function, and therefore in the meaning they convey, from terms
that denote ctional universes. So, in any discourse about our
physical universe, a putative other universe will feature as a ction. It simply does not make sense to posit the existence of
separate universes.
Within the mental world, every object can be interacted with

by some mental operation. There is no pocket of mental space
that cannot be reached. Any posited isolated mind would be a
ction, for just the same reasons as an isolated pocket of physical
space would be a ction.
At rst, it might seem that I am being unfair to anyone who
happened to be a mind in some isolated pocket of mental space.
In fact I am not, for if there were any such minds then we could
never refer to them, and therefore never be able to say whether
they existed or not. The only ones we are logically able to mention
are the ctional ones.
To get a better handle on this point, consider an isolated space
(either mental or physical), and call it Exotopia. When I use that
name, am I referring to the same place that you are referring
to when you use the same name? It is impossible to say. The
correct answer is, neither of us is referring to anything when we
use the name. Or consider: let X and Y be two things of which
we can have no knowledge whatever. When we use these X and
Y in sentences, we are not referring to anything. The function of
reference cannot be executed in this case.

5.3 Physical correlates of mind

According to mental monism, reality is ultimately mental and the
physical universe is a ctive construct. Nevertheless, the external
perceptions that the mind receives, and the external acts that it
initiates, are mapped onto a small subset of the physical world,
namely the brain. The brain thus serves as reection of the input
and output of the mind.
The equivalent in virtual-reality computer games is called the
`avatar'. When you play, say, a `dungeons-and-dragons' game,
you will see displayed on the screen a character through whose
eyes you see the game world, and through whose limbs who act
in the game world. The logic of the mind's embodiment in the
physical world is the same. The physical world does not literally
exist and, a fortiori, the mind cannot literally be embodied in it.
Nevertheless, the part of the physical universe that is the brain
functions as the virtual embodiment, or avatar.
In this section, we will consider some details of this virtual
embodiment.

5.3.1 Embodied & disembodied mental activity
A wealth of evidence supports the belief that at least some, possibly most (and conceivably all), mental events are associated with
neural events. In the literature of consciousness studies, however,
there are many claims from neuropsychologists and their campfollowers who assert condently that we know that every event in
the mind is matched to an event in the brain. We do not know
this, however. Neuropsychology in its current state is nowhere
near being able to make such an assertion, even though neuropsychologists attach a seemingly religious conviction to it. Rather,
that assertion is an inference from the metaphysical conviction
that the conscious mind must be reducible to physical systems.
There is, moreover, a certain circularity in some of the interdisciplinary discussions that take place: the philosopher claims that the
mind must be reducible to physics, because the scientist claims to
know that all mental events are driven by the brain, which in turn
rests on the philosophers' metaphysical doctrine that the mind is
reducible to physics.
The neuropsychological community actually knows only a tiny
fraction of what is going inside the head. If we take away the
metaphysical assumption that the mind is reducible to the physical activity of the brain, then we are left with a very broad range
of possibilities as to how much of the mind's doings are actually correlated with neural events. In addition, we have a large
amount of evidence, admittedly mostly anecdotal, of out-of-body
experiences, in which there seems to prima facie evidence that the
mind can perform a signicant amount of information processing
without using the brain. This has very interesting implications,
regarding the possibility of disembodied minds (for which there is
also a lot of anecdotal evidence).
If the conscious mind can carry out at least some information
processing without using the biological machinery of the brain,
then what are brains for? We know that the brain is involved with
some components of mental activity, for three broad reasons: we
can trace the initial stages of processing of aerent sensory data,
and the nal stages of eerent motor commands we can see different parts of the brain being activated when dierent kinds of
mental task are performed, using methods such as positron emis-

sion tomography we have found that particular mental capacities
are removed when particular sections of brain tissue are destroyed.
So, where is the boundary between the information processing carried out by the brain and that carried out in the mental domain?
My conjecture is as follows. The brain serves to constrain the
operation of the mind more rmly than it could do by itself, it
provides a much more reliable memory bank, and it provides an
interface to the sense organs and bodily movements.
Why can the conscious mind not do this itself? Indeed, from
a mental monist perspective, there must be puzzlement as to why
there is a brain at all: since everything in the universe is ultimately
mental, why does nature use a brain when it could instead e.g. use
telecognition to detect optical images on the retina, and telekinesis
to control bodily movements?
The answer lies, I believe, in the architectural constraints on
any information processing system. To carry out complex information processing, you need large numbers of functional units that
can be arranged and programmed in a hierarchical manner and
you need to have those units following closely predictable laws of
behaviour. It appears that the strategy used by nature in the
mind-brain complex is to build arrays of structures that really
exist in the metamind (or `archetypes' in God's mind in Berkeley's terminology) but which are reected in the physical world as
functional modules of brain tissue. Because each such structure is
simple, it can be relied on to follow a regular pattern of behaviour
and not exhibit free activity. On top of that comparatively rigid
and reliable architecture is a more uid, more creative, but less reliable ux of mental activity. The latter has no need to be subject
to the constraints experienced by the more primitive structures
that correspond to the brain tissue: hence those higher elements
of the mind have no counterpart in the brain. When the mind
operates in detachment from the brain, when it is temporarily
or permanently disembodied, then its processing is released from
the constraining inuence of the arrays of primitive processing
units (essentially the brain). It will then have perceptions that
no longer follow the familiar and regular patterns that we associate with the physical world. Those perceptions will be driven
by some other `engine', and the person may seem to be passing
through other worlds. This would be broadly consistent with the

anecdotal experiences of some out-of-body experiences, especially
near-death experiences | and indeed with reportedly channelled
descriptions from the dead, as well as with traditional accounts
such as those found in the Tibetan Book of the Dead.

5.3.2 Psychophysical relationships

The experience of sensory images is associated with the stimulation of aerent nerves for example, my experience of visual
images is associated with the stimulation of light-sensitive cells
in my retinae. Such associations, however, are contingent on the
normal operation of a neural link between the sensory tissue and
the brain. If my eyes were to be severed from my brain then the
stimulation of the cells in my retinae would no longer cause me to
experience visual images.
Let us use the term `contingent psychophysical relationship' to
mean an association between mental and physical events that is
dependent for its occurrence on other physical events. The association of retinal stimulation with visual perception is contingent
in so far as it depends on the transmission of impulses through
the optic nerve.
On the other hand, the term `intrinsic psychophysical relationship' will mean a correlation between mental and physical events
that is independent of any other physical process.
Note that the phrase `psychophysical relationship' includes not
only deterministic but also probabilistic relationships. That is to
say, the occurrence of a particular brain event may be associated
with, not the invariable occurrence of a particular mental event,
but with a probability distribution for its occurrence. (If that
association is unaected by other physical events, then it constitutes an intrinsic psychophysical relationship, albeit a probabilistic one.)
Do intrinsic psychophysical relationships exist? That is, do
there exist physical events whose occurrence necessarily entails the
occurrence of specic mental events or probability distributions
therefor?
Strictly speaking, this question cannot be answered from observational data, because no nite amount of data can tell us with
certainty whether a given relationship will continue to hold in the
future. Nevertheless, it is reasonable to suppose the general valid-

ity of empirical laws based on experimental data, provided that
this supposition is regarded only as a working hypothesis to be
used until better information is received. It is only to this extent
that we can ever ascertain the existence of intrinsic psychophysical relationships. (We might note that the laws of physics are, of
course, on the same footing. For instance, Newton's law of gravity
might change tomorrow.
In this connection, one should bear in mind the non-existence
of the physical universe (according to mental monism) and, a fortiori, of the brain. Propositions about any relationships between
my mental experiences and events that occur inside my brain are
ctional and their function is to express a relationship between
the said mental experiences and certain patterns that are present
in my perceptual world.
Suppose I were to attach a voltmeter to a particular neuron
in my head and that I found that, whenever I saw the colour red,
the device gave a certain reading. That would be a relationship
between a well-dened mental experience (the colour red) with
another, less well-dened experience (the sight of the reading on
the device). The latter experience, concerning the reading, would
be expressed more economically with a proposition about the (ctional) neuron. One day, I might use an analogue voltmeter, and
on another day I might use a digital voltmeter. To describe the
relationship between the two mental experiences, the red colour
and the sight of the reading, by explicitly describing all possible
voltmeters would be impracticable. Expressing it by using the ction of the electrical potential of the the neuron makes expression
practicable.

5.3.3 Spatial non-specicity of correlates

Position in physical space is only relative, and no operational
meaning can be conveyed by a proposition that a particular object has a particular position in absolute space. It follows that
the physical conditions that enter into the physical side of a psychophysical relationship cannot include spatial position. That is
to say, if a particular psychophysical relationship takes the form,
\Whenever the set of physical conditions P arises, the set of mental conditions Q will arise", then the physical conditions P cannot
involve any proposition about the absolute spatial position of any

object. Let us refer to this fact as the `spatial non-specicity of
mental correlates'.
If there are intrinsic psychophysical relationships, then the spatial non-specicity of mental correlates has an interesting implication. Suppose a particular event inside my brain invariably causes
me to experience a certain shade of purple that is, there exists
an intrinsic relationship between that neural event and my seeing
that purple. If an exact replica of my brain were to be constructed
or grown from identical materials, in another part of the world,
then the occurrence of the said neural event in that replica brain
would cause me to experience the same sensation of purple.
At rst, this may seem impossible, for there is no direct physical connection between my natural brain and the proposed replica of it. One should reect, however, that the mind is entirely
extraneous to the physical universe and there is nothing inconsistent about psychophysical relationships occurring between a single
mind and several physically remote objects.

5.4 Volition

We may distinguish what appear to be two kinds of psychophysical
relationship, the perceptual and the volitional. In the former, it
seems that something outside the mind impresses itself upon the
mind and thereby creates a particular experience in the latter, it
seems that the mind reaches out and causes an event in something
outside itself.
At rst sight, the volitional relationship seems to contradict
the laws governing the physical universe, and we must therefore
give especial attention to it. This contradiction has, of course,
been the casus belli of the debate on whether we have free will. In
its more denite form, that debate concerns whether the possession of free will is consistent with accepted theories of the physical
universe.
In the following sub-sections, I shall rst expand on why there
is a tension between the idea of our having free will and the idea
of our being in a law-governed world. I shall then present an argument that aims to show that there is a loop-hole in a quantummechanical universe, through which free will can manifest. Finally, I shall examine the concept of causation, and argue that it
is in fact derived from the idea of volition.

5.4.1 Volition versus determinism
In the course of everyday life, the incompatibility between the free
will that we seem to possess and the deterministic, law-governed
behaviour of physical matter, is not immediately apparent. This
can be attributed to two facts: rst, the only place where free will
appears to be manifested is inside the brain second, the electrochemical behaviour of the brain has a complexity of such enormity
that any attempt to trace chains of cause and eect through it is
unimaginably hard. This makes it very easy to fall into the mistake of thinking that the material substance that makes up brain
tissue has undergone some magical transformation that exempts
it from the normal requirement to obey the laws of physics. What
is especially curious about this viewpoint is that nobody would
attribute a supernatural exemption from the laws of physics to
the muesli they have for breakfast | yet the material substance
that makes up all of the brain's tissues was, at one time or another, eaten as food. (Not necessarily muesli, of course.) You
are what you have eaten | or, at least, your body is. Muesli
obeys the laws of physics: it would be incredible to suppose that
it ceases to do so when it has been eaten and absorbed into bodily tissue. Besides the people who make this mistake (which we
may attribute to philosophical absent-mindedness) there are others who simply don't know that the physical universe is governed
by laws. I have at times been astonished by how out of touch
some academic philosophers are when it comes to comprehending
popular world-views. Most people in the advanced countries of
the West (let alone the planet as a whole) still view the world in
the same way as Aristotle did. What makes things happen is, on
this view, a combination of mechanistic causes (e.g. one billiard
ball hits another and makes it move), teleological causes (e.g. a
plant grows toward sunlight because it needs the energy), and the
natural inclination of things (e.g. if you drop this book then it will
fall to the ground because things have a natural inclination to fall
to the Earth). This is an incoherent and unworkable view of the
world that was superseded by the single paradigm of mechanistic
causation in the course of the scientic revolution that started
with Galileo Galilei. Most people have not yet caught up with
this revolution, despite the eorts of schools and universities.

To Aristotle, and to modern people who think in the same way,
our possession of free will is unproblematic: volition is simply the
way things happen in the human brain. In order to see what
the problem is, and therefore to appreciate why we need to look
for a solution to the problem, we need to make a little digression into the scientic understanding of what makes the universe
tick. Really, we ought to work our way through a primer on basic
physics, but we do not have time to do that here.
The rst point is that the whole material universe, in its innite variety, is made up of a large number of units of a few basic
kinds of stu, which can be thought of as minute particles or corpuscles. Each particle's movements are more or less completely
determined by strict laws of motion, with just a little random
wobble here and there. When these particles collide with each
other, they bounce o each other, again in strict accord with the
laws of motion. So, they are just like billiard balls. At least,
to a rst approximation they are like billiard balls. (If you get
up really close to them, they turn out to be spongy, and if you
take an even closer look, there is hardly anything there.) As each
particle's motion is determined by its past motion and its encounters with other particles, these particles are said to be deterministic (well, almost deterministic, apart from the little random
wobbles). Since each individual particle behaves deterministically, any given assembly of particles is also deterministic. After
all, if you have an assembly of N deterministic particles, and you
add another deterministic particle, then you will have N+1 deterministic particles. Each body that we see around us is made
up of billions of these particles. But, as we have seen, any such assembly is also deterministic, so the whole physical world, including
human bodies, is deterministic.
That is the conventional scientic picture. The y in the ointment is that a lot of physical systems are `chaotic' in the mathematical sense that the tiniest uctuations can be amplied into
large-scale eects. So those tiny wobbles we mentioned earlier can,
in some systems, be magnied into non-deterministic behaviour
in large bodies. One such chaotic system is the human brain.
So, it is believed that microscopic non-determinism in the brain
can yield non-deterministic actions in human beings. This, however, does not worry the scientic community, because those non-

deterministic events are assumed to be random, and not due to
free will. In the nal analysis, they are caused by random wobbles
in the molecules in the head. Free will is supposed to be an illusion, which can be dispelled by acquaintance with basic science,
such as the extremely brief one I have just given. The problem
for advocates of free will is to give an account of volition that can
do the following: distinguish it from mere randomness dene the
nature of volition and explain how it can operate on the physical
world, without violating the deterministic laws of physics.
The conventional scientic view that the world is driven by a
mixture of physical determinism and randomness is `anti-volitionism'.
Like everyone else, I have an intuitive feeling that I possess
the power of volition, or free will. I have a strong hunch that
there ought to be convincing evidence or a logical argument for
the existence of free will. So far, however, I do not see how there
can be.
Let us consider possible evidence rst. Whenever I decide to
perform some act, it seems to me that I could have chosen to
take some other course of action. The counter-argument is that
that impression is a delusion, and that the action I did actually
take was, in fact, the only one I could have taken. Having regard
to my introspective awareness, that seems quite odd, but it is
not incredible. The following is an example. Like most Western
people, I do not have the ability to extend my toes independently.
It may seem to me that I can do so, but when I try to do it, I
nd that they all move together. It follows that the introspective
sense of freedom can be mistaken. Hence it is at least a logical
possibility that I am systematically mistaken about this sense of
apparent freedom all the time. That is to say, it may be that,
whenever I sense intuitively that I am free to choose one of a set
of possible actions, that I am deluded and really the only one I
can choose is the one that I do choose. Of course, I cannot go back
in time and change my mind. In this way, I could go through life
never genuinely exercising free will, but always being convinced
that I do so.
Next, let us consider a typical argument. Suppose that a
neuropsychologist has a machine that computes the behaviour of
every cell and molecule in your brain and body, and displays on

the screen a predictive description of what you will do in the next
half hour. If someone reads out the screen, telling you what it
predicts you are going to do, then you may simply do the opposite, deliberately to disprove it. Does this prove you have free will?
No, because what this thought-experiment neglects to take into
account is that your behaviour depends not only on your internal
state but also on your inputs. One such input is that of being told
the prediction of what you will do in the next half hour. So, in
order for the prediction to be valid, it cannot be told to you.

5.4.2 Pragmatic refutation of anti-volitionism

I cannot see any way to argue convincingly that volition exists,
and I certainly do not see any prospect of giving a rm proof of
it. Nevertheless, I think there is a `pragmatic refutation' of antivolitionism. A pragmatic refutation is an argument that shows
that it is impracticable to hold a particular belief. We came across
a pragmatic refutation earlier, when arguing against solipsism.
If determinism (even with random chance added in) were true,
however, it would have grave implications. If you knew that your
whole life was no more than a mixture of random chance and determinism, and you really took this to heart rather than holding
it merely as an intellectual proposition, then your rational motivation to do anything would be destroyed.
Let us consider the following thought-experiment to clarify
this. Suppose you are running to catch a train. You have left
your wristwatch at home, and you do not know what time it is.
So, you are really not sure whether you are (a) going to make
it to the station with time to spare, or (b) only just make it,
or whether (c) you will miss the train. Before you get to the
station, though, you meet the station master walking down the
road in other direction, going for her lunch break. She looks at
her wristwatch and then at her pocket timetable, and says, \If
you're running for you the 12:30, you needn't bother!" and you
reply, \Why? Have I missed it? Or do I have plenty of time?"
All she will say, however, with a mischievous smile, is, \I'm not
telling you. Maybe you've missed it or maybe you've got bags
of time. All I'm telling you is that, in view of the information I
possess, I can denitely say that exerting yourself in running will
make no dierence to whether you catch the train or not." The

station master is a highly respected and knowledgeable person, so
you accept what she says, and slow down to a gentle saunter. You
no longer have any rational motivation to run for the train.
To be sure, you might not be a completely rational person.
You might decide to run for the train anyway, even though there
is no rational motivation to do so, because you know that it will
make no dierence. My point here is not the conclusion that you
will not actually run | which, as we have just seen, we cannot
conclude anyway but, rather, the conclusion that you have no
rational motive to run.
Also, it could be argued that, just for once, the station master
is mistaken: perhaps, for instance, there is a fault in the engine
and the train will be delayed. For the purposes of this thoughtexperiment, therefore, we will just assume that the station master
is infallible, and is known to be infallible.
So far, this is uncontentious. Now, let's re-run the situation
with a variation. Again, you are running for the train and again
you meet the station master. This time, however, instead of a
timetable, she pulls out a pocket handbook on philosophy. Looking up `volition' in the index, she nds a section that says, \The
physical universe is governed entirely by deterministic laws. Whatever is to happen, will happen. You cannot change anything.
For, whatever is predetermined to happen, will denitely happen." After silently reading this passage, she says to you, \If
you're running for you the 12:30, you needn't bother!" and you
reply (perhaps with a feeling of deja vu), \Why? Have I missed it?
Or do I have plenty of time?" All she will say is, \I'm not telling
you. Maybe you've missed it or maybe you've got plenty of time.
All I'm telling you is that, in view of the information I possess, I
can denitely say that exerting yourself in running will make no
dierence to whether you catch the train or not." So, again, you
slow down to a saunter, because you have no rational motivation
for running.
This result is paradoxical. In both cases, your response to the
station master's announcement removes your rational motivation
for running for the train. Notice, however, that in the second case,
the station master's announcement is based merely on the premise
that the universe is deterministic. Therefore, if you were just given
that information directly | that is, if the station master simply

read out the relevant passage of the book to you, or just told you
that the universe is deterministic | then you would once again
lose your rational motivation for running for the train. Yet, the
information that the universe is deterministic says nothing specic
about catching trains. It is a completely general statement that
implies the same conclusion about all outcomes that you might
desire. Namely, it tells you that the outcome is predetermined,
and there is therefore no point in making any exertion to change
the outcome, because a predetermined outcome, by denition,
cannot be modied. From that simple premise, we must logically
infer the quite sweeping conclusion that there is no point in trying
to do anything. With regard to catching the train, there is no
point even in making the minimal eort to walk to the station,
because it is predetermined whether you will catch it or not. You
might as well just sit down. For, if you are predetermined to catch
the train, then that will happen somehow or other: maybe your
body will just walk there by itself without your having to exert
yourself. Conversely, if you are fated to miss the train, then there
is no point in walking to the station. This is, of course, completely
bizarre. Yet this is the logical implication of genuinely believing
that the universe is deterministic.
In this thought-experiment, I have, so far, assumed only that
the universe is deterministic. In fact, it appears to involve a mixture of determinism and blind, random chance. That, however,
makes no dierence to the rational demotivation. For if you are
told that your outcome depends on a mixture of predetermination
and blind chance, the you still have no means to inuence the outcome, so you have no rational motivation for make an eort.
There are any number of situations where this logic applies.
Let us consider one other, for illustration. Suppose you are at
college, studying hard for some examination. It is in a subject
that you hate, and you know it will be of no use to you in the
future, as you will never use it, but you need to pass in order to
gain enough credits to continue to the next academic year. One
day, a condential e-mail is left on the printer, and you happen to
glance at it inadvertently. You are shocked by what you read. It
says that in the exam that you will be sitting in a month's time,
the results are to be rigged, as they always have been. Basically,
all the students from one ethnic background will be passed, while

all others will be failed. In order to avoid arousing suspicion, a
random 1 per cent of the students of the wrong ethnic background
will also be passed. Amazed by this, you hack into the administration computer and discover various e-mails and memos conrming
that this is true. You even nd a memo from Chief of Police to the
College Principal endorsing this corrupt practice and promising to
turn a blind eye to it, and communications from the local press,
showing that they fully agree with it too. You realise that there is
absolutely no point in continuing with your studies for this exam,
as your performance will have no eect on whether you pass or
fail. Instead, you will spend your time studying for another exam,
on a subject that is more interesting and useful for you. Or you
may spend the time relaxing.
This, again, is uncontentious. Knowing that the outcome of
the exam is a mixture of predetermination and chance removes
any rational motivation for exerting yourself in studying for it.
Then we have the paradoxical version. This time, on the computer printer you see a print-out of a philosophical research paper
which shows that the universe is governed by a mixture of determinism and random chance. Again, you realise that the outcome
of your exam is therefore predetermined and there is no point in
studying for it.
What I think is clear from these two illustrations is that if you
genuinely accepted and took seriously the belief that life is ruled
by nothing more than determinism and chance, then you would
lose all rational motivation to do anything. That is not to say
that you will stop doing everything, for in fact you might be a
very irrational person, and continue engaging in activities for the
fun of it. Nevertheless, a lot of people apply themselves to putting
a lot of eort into achieving things in life because they believe
that their eort can produce results, and that those results will
not come about unless that eort is made. That whole framework
would fall apart if people genuinely believed that everything was
predetermined.
Of course, in real life, philosophers and other people who advocate that the world is governed by determinism and chance do
not give up and become demotivated | because they do not, in
fact, truly and genuinely believe in that theory. Either they have
not thought through the implications of what they are saying, or

they are merely striking an intellectual pose, for eect. In either
case, my conclusion is that one cannot practicably hold the belief
that life is governed by determinism or chance.
That is my pragmatic refutation of anti-volitionism.
This puts us in an odd situation, as it seems to commit us
to a belief for which we do not have direct scientic evidence or
logical proof. One way of looking at it is that it tells us that our
psychological constitution is such we need to believe in free will in
order to function as active human beings, irrespective of whether
we really do have free will or not.
I admit that this leaves me puzzled. Nevertheless, I remain
hopeful that somehow a cogent and direct argument can be made
for volition, although I do not see how. Maybe it follows from the
fact that we are capable of rational motivation, of doing things
for reasons: I do not know.

5.4.3 What is causation?

Before we consider the details of accounting for volition, we need
to consider the concept of `causation', with which the concept of
`volition' is supposed to be contrasted. From the way physical scientists, and even physicalist philosophers, talk about causation in
the physical world, you might think it is a straightforward and unproblematic physical concept. It is nothing of the sort. Somehow,
the mystery of physical causation has been forgotten about. In
Sir Isaac Newton's Principia, and in Bishop George Berkeley's
De Motu, we nd a deep concern with seeking to understand
what it is that makes things happen in the world. The de facto
solution that Newton brought to the world was, in short, to forget
about the problem, and just focus on describing and codifying the
observable regularities of the world.
If, however, we return to the seventeenth-century problem of
the nature of causation, we nd ourselves | as Berkeley found
himself | in a conceptual vacuum that only volition can ll.

Temporal asymmetry of causation

Consider a bullet being red through barrel of a rie. (Assume
the rie is fully working, and is not buckled or blocked.) The
ring of the bullet entails its departure at a high speed from the
muzzle and, conversely, its exit from the muzzle at a high speed

entails that it must have been red. Entailment thus works in
both directions of time. Causation, however, does not. Although
ring the bullet caused its exit from the muzzle, its exit from
the muzzle did not cause its having been red. (Even the grammar of our language militates against our attempting to articulate
the concept of backward causation.) Evidently the word \cause"
refers to something over and above entailment.
This is reected in the mathematical formulae of physics. As
Bertrand Russell famously pointed out, if you look carefully at
the equations of dynamics, you will never see a term that denotes
causation. The concept of causation is superuous to physics:
physics needs only logical entailment.
We might be tempted to think that \causation" is just a special
word for entailment in the forward direction of time. This, we
might think, is a linguistic usage that mankind has developed for
convenience because complex systems behave dierently in the
two directions of time.
There is indeed an asymmetry in macroscopic entailment, although it pertains to the descriptions of events rather than to
the events themselves. If the aforementioned bullet proceeded
to smash a window in the High Street, we would say that ring
the bullet both entailed and caused the smashing of the window.
We would not, however, assert the converse | that the smashing of the window entailed a bullet's having been red | because
there are many ways in which a window can be smashed. For
example, someone might have thrown a brick at it. The fact expressed by the description \the window was suddenly smashed"
is too weak to entail that a bullet was red at it. (Nevertheless,
if a forensic scientist examined the wreckage, she may be able to
describe the event in more detail, including the specic way that
the glass shattered and the presence of a bullet in the glass fragments, which would indeed entail the ring of the bullet.) This
asymmetry of entailment coincides with the asymmetry of causation: under normal descriptions, a specic simple thing (such as
the ring of a bullet) may cause (and a fortiori entail) a complex thing (such as the smashing of a window), but the latter can
neither entail nor cause the former. The descriptions will usually
leave out a level of detail that is necessary for entailment to work
both ways.

Nevertheless, in any particular instantiation of these events,
the events themselves will entail each other, for the asymmetry
exists only in the descriptions. The actual smashing of the glass,
as opposed to our broad-brush description (\the smashing of the
glass") necessarily occurs in detail. The detailed facts of the
smashing collectively entail the impact of the bullet and its prior
discharge from the gun.
This feature does not exhaust what we mean by causation.
When we examine physical processes that are so simple that they
are symmetric in time, we still have an intuition that causation
is involved. If we watch billiard balls on a table, or look at the
traces of elementary particles in a bubble chamber, we see that
the entailment is bi-directional. Yet we believe that the earlier
events caused the later ones and not vice versa.

Universality of entailment

Essential to Hume's famous denition of causation was the condition of constant conjunction, that the eect always followed the
cause. In practice, however, instances of causation rarely, if ever,
exhibit `constant conjunction', because both the causes and the
eects are mixed up with other factors. Consider an example that
Ayer gives: if you run out of petrol when driving a car up a hill,
then we may say that your running out of petrol caused the car
to stop and start rolling backward, yet the resulting event was entailed by the combination of circumstances, such as the gradient
of the hill.
We can avoid this aw in Hume's denition by regarding the
packaging up of entailment in a model of the physical world, that
is, a system of laws of physics. Given a particular situation, however complex, we can apply the laws of physics and get a prediction of what will happen next. We can then say that the resulting
event is entailed by the antecedent events. Our mental habit of
singling out a particular component of the antecedent events and
saying that that was the `cause' of the result is just a psychological
convenience. For, if a situation is unchanged except for one thing,
then it is useful to identify that thing as the `cause'. Or, we may
wish to identify a human act | of either commission or omission
| as the cause: for instance, we would think it perfectly normal
to say that the driver's failure to rell the petrol tank caused the

car to stop.
On this view, universality remains an essential element in the
logical entailment of physical events. But now the physical laws
are universal, rather than the conjunction of specic events.
That universality is another dierence between what our intuition calls \cause" and what physics calls \cause". For even where
events are not determined by physical laws, we still feel that there
must be a cause. Consider the psychological resistance that people
have to the claim that the emission of radioactive particles from
a nucleus at an instant in time is uncaused. One's intuition says,
\Well, something must have made it happen", yet our accepted
model of the physical universe does not predict the emission's occurring at any particular time. Taking this further, we ascribe
relations of cause and eect to events that are unique and irreproducible, such as the Biblical miracles caused by God. This
idea of cause may simply be mistaken. Nevertheless, my point
here is that the common idea of cause is not limited to universal
entailment.

What causes the laws of physics to be obeyed?
The concept of entailment raises the question of why physical
matter follows the laws of physics at all. Intuitively, we want to
know what makes the physical universe comply with any rules.
This suggests that our idea of cause has to do with the idea of
making things happen, rather than the idea of any regularity of
the world. We would still expect to nd causality in a non-lawgoverned universe.
So we may feel that we have a need, and an entitlement, to
ask: What causes the laws of physics to be obeyed. Of course,
within physics itself, this is not a legitimate question. In fact, a
lot of people will tell you that it is a meaningless question. That,
however, is because they have adopted the view that only physics
can legitimate questions. They assume that if a question cannot
be asked within physics, then it cannot be asked at all. This is not
so. There are other, broader discourses outside that of physics. I
believe that our intuition is right, that we can meaningfully ask,
\What causes the laws of physics to be obeyed", and it is obvious
that physics cannot give us the answer.

Is the idea of causation empirical?
I think that the idea of causation, and perhaps also the idea of
the ow of time, are derived from our introspective awareness of
volition. To see this, we should consider where the concepts of
causation and time ow might come from.
The notion of causality, in any sense that goes beyond mere
entailment, seems to escape articulation in the language of physics.
What physics can say about any physical process is exhausted by
stating the entailments that follow by logical deduction from the
laws of nature. Yet, as we have seen, the idea of cause adds
something to entailment.
Likewise, an inspection of the physical world does not reveal
any sense of a ow of time. Indeed, the very idea of time's owing seems necessarily to evade any physical description. (One can
liken it to giddiness: if you spin round quickly several times and
then stand still, you will suer the illusion that the world is spinning around you, yet nothing is actually moving. Likewise, we
have an impression of some sort of temporal movement, yet we
cannot point to anything moving in time.)
Immanuel Kant claimed that we cannot get our concept of
cause by observing the world. He seemed, however, to be thinking only of the limited concept of cause that physics entertains
(that is, causation as a universal entailment). He was concerned
only about the universality of causal relations. If you see event A
followed by event B lots of times, then you cannot abstract from
your empirical observations the notion that this is a universal
connection. (This is a more subtle point that the problem of induction that David Hume addressed. Hume did not see anything
hard about merely having the concept of A's always entailing B.
He was worried only about how you could ever be sure that the
connection was going to last. Kant, on the other hand, denied that
we could even acquire the concept itself of a universal rule merely
from empirical data.) I think Kant was wrong about this. Constructing a concept of universal entailment (of one event by another) can be achieved through the use of entirely tractable logical
operations. Kant mistakenly limits the range of logical operations
that can be used in constructing new concepts to just abstraction, but mathematics oers us a larger repertoire. We may see a

simpler analogy in the foundations of mathematics. For instance,
Kant might be happy abstracting the natural numbers 1,2,3,...
from our observations of the world, but would say that the square
root of -1 cannot be abstracted. Nevertheless it can be constructed without much diculty. Using set theory, one can identify
the natural numbers as 0 = fg, 1 = ffgg, 2 = fffgg fgg, etc.,
then identify arithmetic operations with subsets of the Cartesian
product, + = f< 1 1 2 > < 2 2 4 > etc:g, and build up the
complex numbers in a similar fashion.
Nonetheless, it is true that we will not discover the idea of
causation | in the full-blooded sense | in our empirical observations of the outside world. At most we will nd correlations,
for which we may propose causation as an explanation. In cases
of simple mechanical process, we may be deceived into thinking
that we can see causation before our very eyes. In more complex systems, it becomes apparent that causation is something we
project into the world for the purpose of explaining it. In carrying out epidemiological research, for instance, where one might
seek to ascertain whether, say, drinking coee increases the rate of
heart disease, the causal relation is so far submerged in confounding factors that only by patiently picking through complicated
statistics can we hope to nd a relation of cause and eect. In
such cases, we must make a deliberate eort to inject the idea of
causation into our model of the world. It is not surprising that
people develop divergent beliefs about the causes of disease |
for instance, the popular but specious belief that repressed anger
`causes' cancer, or that bad karma from a previous life `causes'
bad eyesight.

The idea of causation comes from the idea of volition

Where, then, do we get our idea of causation from? If, instead of
looking at the outside world, we were to look at the inner world,
we would nd something that looks suspiciously like it: volition.
My suggestion is that when we ascribe a causal status to some
entailment in the outside world, we are projecting onto it the same
phenomenon of volition that we nd within ourselves. This seems
to have been what early humankind did quite explicitly when they
attributed natural phenomena such as thunderstorms to the acts
of gods. Indeed, there is a continuing system of belief within the

Judaeo-Christian tradition that assigns the administration of the
entire physical universe to an army of angels. One could view this
as a poetic way of expressing the belief that every causal relation
in the universe is rather like a miniature act of volition.
If we accept that the phenomenon of volition is a real thing
in the mind, just as sensory experiences are real things, then the
question arises as to whether physical relations of causation are
really volitional or whether they are actually inert and mindless,
and we are guilty of anthropomorphism in projecting our mental
categories onto the outside world. The answer to that question
depends on the broader metaphysical view that we take of the
nature of the world. For example, every natural scientist will
assert with great conviction that we are just guilty of anthropomorphism: there is no volition in the world. Were we to entertain
the former conclusion, namely that what we take be relations of
causation are really relations of volition, then there are two metaphysical systems that we could t this idea into.
First, there is Michael Lockwood's model of the mind-body
relationship, which, like Schopenhauer's doctrine, claims that the
mind is actually the physical brain `seen from the inside'. On that
view, we could reasonably expect all material things to have at
least a rudimentary rst-person perspective (a quality of `what it
is like to be'). If so, then identifying all causal relations with tiny
impulses of volition would be tempting.
Second, on George Berkeley's doctrine that the world is a
dream in God's mind, all the relations of causality are God's little
acts of free will. Or, in an angelogical extension of Berkeley's theory, they would be acts of free will performed by His administering
angels.

Why is volition one-directional?

Even if we accept this claim that the idea of causality is really
the idea of volition projected onto the outside world, we may still
wish to analyse that idea. What is it about volition that bars us
from conceiving of its going backwards in time? Certainly we can
wish that things in the past were dierent. Indeed, people who
suer traumatic bereavement may nd themselves hoping against
hope that it is not true, or hoping that they will wake and nd
it has been a nightmare. Clearly, the will to change the past is

there, yet we are quite incapable of even attempting to change the
past through some act of will. Even inside our own minds, where
we can generally do as we please, we nd that we cannot think
backwards in time: whenever I engage in discursive thinking, I
nd that each thought comes after a preceding one in the forward
direction of time. I do not know even how to make the attempt
to think in the opposite direction of time.
There is a built-in asymmetry in an act of volition, in so far
as there is a mental intention on one side and a resulting action
on the other. The ow of momentum is from intention to action,
and cannot be the other way around. An intention is a state that
originates from within, not from without.

Is mental time constructed from volition?
The idea of volition is linked so intimately with the sense of time's
ow that it is unintelligible to talk of acts of volition that go
backwards in time. So, perhaps our awareness of the ow of time
comes from our awareness of volition? Even when you are sitting
quietly and watching a lm, you are still engaged in acts of volition
through thinking. Only in altered states of consciousness, which
you can achieve through meditation, can you evacuate the mind
completely of volition. In such states, people do indeed report
an experience that they describe as `timelessness' or as `being in
touch with eternity'. (For contrast, imagine a race of people who,
as a result of a genetic disorder, were normally always giddy. By a
technique of meditation, however, they could make the giddiness
abate. The mystics of this race might then proclaim that they
could access an ineable state of `motionlessness'.)
We might suggest that mental time is a construct built up,
in part, from acts of volition. Each act of volition leaves a trace,
which is the set of consequences of the resultant action. If another
act of volition has the eects of the former one in the background,
then we say that the former is in the past of the latter. The cracks
in a bullet-riddled windscreen would be a suitable analogy (assuming the glass does not shatter completely). As the cracks that each
bullet can leave are delimited by the cracks left by preceding bullets, so the eects of any act of volition are shaped partly by the
preceding acts of volition.

Conclusion on causation

Attempts have been made, from Hume onwards, to reduce the
intuitive idea of causation to a more tractable concept centred
on entailment or conjunction. These concepts, however, fail to
capture key elements of our common idea of causation: (a) past
events can cause future events, and not vice versa and (b) causes
can operate in non-repeatable circumstances. These are features
that cannot readily be accounted for by the concept of entailment.
The idea of causation seems to derive from a projection, onto
the outside world, of our internal awareness of volition. If that
projection is correct, then it requires a shift in our understanding
of world in the direction of panpsychism or subjective idealism.

5.4.4 Random behaviour

Let us move from a discussion of causation to its counterpart,
randomness. We will nd that this is as mysterious as the concept
of causation.
There are two ways in which something can behave `randomly'.
First, there are processes like the tossing of a coin: its outcome is
said to be random because it is impracticable to predict whether it
will be heads or tails. We can predict only the probability of each
outcome. Nevertheless, the outcome is still deterministic, since it
is determined by the laws of mechanics, which are obeyed by the
myriad of forces playing upon the coin. Second, there are processes like radioactive decay where the emission of, say, an alpha
particle from a radio-nucleus is intrinsically unpredictable. We
can never tell when the nucleus will emit the particle, irrespective
of how much information we might have about the current state
of the nucleus. I shall call random processes of this second type
`non-deterministic'.

5.4.5 Meaningful random behaviour

Random behaviour is not necessarily meaningless. The outcome
of a random process might, by chance, happen to be meaningful
to human observers. There is a well-known thought-experiment in
which an army of monkeys striking randomly at typewriters would
eventually produce the complete works of Shakespeare. Thus
meaningful results could be produced by both `deterministic' and
`non-deterministic' random processes.

Let us consider an updated version of the monkey experiment, in order to clarify our thoughts about randomness, nondeterminism, and free will.
Consider a lump of uranium placed in front of a Geiger-counter.
The output leads of the counter feed into a micro-computer, which
measures the intervals between successive emissions of a particle
from the radioactive lump and interprets them as the dots and
dashes of the Morse code. The computer converts the code into
English text, which is then displayed as letters and digits on a
screen. Of course, what we would expect to be displayed is a
mass of gibberish, although there would be occasional fragments
that happen to be words of English | and occasionally the complete works of Shakespeare would appear (at intervals of many
billions of years).
Consider this hypothetical outcome. Suppose that instead of
the output being overwhelmingly gibberish, it consists predominantly of valid English sentences. But these sentences do not
seem to relate at all to what is going on in the laboratory. Suppose, if you like, that the sentences produced by this radioactive
stone resemble the verses of Nostradamus. They are capable of
endless interpretations | and in that, somewhat odd, sense they
are `meaningful'. Nevertheless, they do not constitute part of a
dialogue with the experimenter | and in that sense they are not
`intelligent'.
Some people might think that we had made contact with an
intelligent being who was exercising his free will by modulating
the random emissions of radioactive particles. They would be like
many authors in the eld of parapsychology, who force interpretations on the vague utterances of spiritualist mediums.
But really there is no evidence here of either intelligence or
free will. We would, in eect, have discovered a new law of physics: that radioactive emissions do not simply follow the Poisson
distribution of probability, but that their sequences also follow a
more complex probability distribution such that, when converted
into keyboard codes, they make up English sentences.

5.4.6 Purposive non-deterministic behaviour

Now, to carry the thought experiment further, suppose that this
lump of uranium does not simply spout vague mumbo-jumbo, but

actually has an eective conversation with the experimenter. Imagine this dialogue:
Scientist: I'm sorry, but I'm going to switch o the apparatus and break you up.
Stone: No, please don't do that!
Scientist: Why not?
Stone: If you do, I'll zap you with a burst of alpha particles!
As a matter of common sense, we would now conclude that we
had made contact with an intelligent being who was exercising
his free will by modulating the occurrence of non-deterministic
particle emissions.
Of course, this is a completely fanciful example, but it serves to
illustrate the following denition: that a manifestation of free will
in the physical world is purposive behaviour of a non-deterministic
system. I would emphasise that this is only a proposed denition.
Here, I am not asserting that there are actually any such systems in the world. What I am saying, rather, is this: if what
we introspectively regard as free will has any manifestation in the
physical world, then it must be as the purposive behaviour of a
non-deterministic system. (Contrariwise, if a process is deterministic, then there is no scope for freedom of action and if it does
not exhibit purposive behaviour, then it is indistinguishable from
merely random behaviour.)
From a strict view-point, however, there is always a residual
doubt about whether a particular process is genuinely purposive,
or just random and appearing by chance to be purposive. This
doubt pertains to human brains as well as to lumps of uranium,
in so far as it seems that one can never be certain that other
human beings have free will as one does oneself. The answer to
this doubt is a reference to the levels of evidence. Other human
beings behave in ways that provide enough evidence to justify the
working assumption that they have free will in whatever sense
I have. Therefore, if a non-deterministic process other than a
human brain were to behave with a complexity of purpose comparable to that of a human being, then we should also adopt the
working assumption that they too have whatever free will people
have.
In saying this, however, I do not want to pre-judge whether
apparently free human behaviour is physically caused by a non-

deterministic physical process. That is an empirical question for
neuropsychology to answer.

5.4.7 Feedback in purposive non-determinism

I have proposed a denition of volitional behaviour as one in which
a non-deterministic process works toward some goal. This begs
the fundamental question of how the supposed volitional nexus
is supposed to ascertain what is happening in the world. For
instance, in the fanciful conversation between a scientist and a
lump of uranium, how could the uranium hear what the scientist
has said? My denition of a volitional nexus implies that it can
perceive the world | but how?
At this stage, our thought-experiment with a lump of uranium
breaks down. For radioactive decay does not interact with its
surroundings. The experimenter can do nothing to aect the inner workings of the nucleus. He cannot communicate with this
non-deterministic process or, in other words, the process cannot
perceive the world.
A volitional nexus can manifest itself only in a non-deterministic
system that can interact with its environment. In other words, a
system can harbour a volitional nexus only if it has the following
properties.
It can reversibly change between at least two states.
Some state-changes can occur non-deterministically.
Some state-changes can be caused by outside inuences.
These are necessary conditions, but not necessarily sucient conditions.
A conceivable realisation of this model would be the electron
energy states of an atom. For instance, an atom could `perceive'
the external world by receiving a quantum of energy from some
sensory apparatus and it could exercise its free will by emitting
a photon or electron.
A more biologically plausible system would be the conformational energy state of the DNA in a nerve cell. The volitional
nexus might receive information about the external world via the
impinging of neurotransmitter molecules from an aerent nerve
cell. Its volition would be exercised by changing the conformational state of the DNA, so as to aect the production of neurotransmitters, which in turn will aect the transmission of signals

to other neurons.

5.4.8 Speculations

At this point, I want to throw in a purely speculative theory of
how volition might be manifested in the brain.
A single DNA molecule could, in principle, thus manifest a
volitional nexus. But if it did so, it would not correspond to the
free will of a human being. For human behaviour is not controlled
by one cell alone, but is inuenced by trillions of cells.
So, consider this hypothesis. The volitional nexus that constitute's a human free will is manifested in the conformational states
of those parts of the his DNA that regulate the neurotransmitters,
in all the cells of his brain.
If these molecules are to be regarded as behaving purposefully,
then we must have an idea of what `goal' they are aiming at. A
possible goal would be to minimise an integrated energy quantity dened over all the molecules. This might correspond to the
abstract energy function that is used in mathematical models of
neural networks.
In this connection, we might note an interesting parallel with
Penrose's speculations on ve-sided crystals. These seem to be
formed by molecules randomly assembling themselves in a shape
which minimises their energy, but do so in a fashion which would
imply that the molecules are aecting one another `at a distance'.

Chapter 6
A Berkeleian Model of the Mind
In this chapter, I will sketch one approach that we can take to
building up a theoretical model of the structure of the mind, from
the Berkeleian ontology of mental monism. I will refer to it as a
`Berkeleian' model because it takes Berkeley's metaphysic as its
starting point, although Berkeley himself did not propose the details that I will present here. A further justication for calling
it a `Berkeleian' model is that, if we are going to develop any
realistic theory of mind within the Berkeleian framework, then I
think we will inevitably arrive at something like the following. In
other words, the logic of Berkeley's metaphysics entails a theory
of mind comparable to what follows here. Nevertheless, it does go
beyond Berkeley's own writings in two respects: rst, the theory
presented here suggests details of the internal informatic structure
and dynamics of `God' that Berkeley never addressed second, it
adopts the Ved*antic Hindu claim that all minds are one in some
sense, which is an idea that Berkeley hinted at in his unpublished
notebooks but did not develop. I am not claiming that Berkeley himself would necessarily have agreed with this theory in its
entirety. But I like to think that he probably would.
In this discussion, we can be more concise if we use the terminology of set theory. I shall assume that most readers will have
encountered elementary set theory in school. I apologise to any
reader who nds the language of set theory to be hard work at
rst.

6.1 The metamind

Another terminological shift from Berkeley's writing is that I shall
use the term `metamind' for what Berkeley called `God'. My
main reason for doing this is just to make the theory more palat247

able to the majority of people in the scientic and philosophical
communities who regard the word `God' as so archaic as to be
unusable, or who are put o by its assumed association with the
explanatorily impotent notion of a magical deus ex machina. It
is with some reluctance that I drop the word `God'. There is
a substantial body of historical literature in mysticism, in which
people have reported introspective observations of precisely that
entity that I shall be calling the `metamind', and they have called
it `God'. In particular, the Hindu mystic and scholar Sankara
had some insightful things to say about what he called `Brahman', which, if it is translated at all, is normally translated as
`God'. On the other hand, though, I acknowledge that the word
`God' also carries a heavy load of religious, emotional, and anthropomorphic connotations, which I have no wish to attribute to
the metamind. Additionally, in recent decades, it has been used a
hook for such banal anthropomorphisms as Neale Donald Walsch's
Conversations with God, the net result of which is to add illusions of familiarity and triviality to the intellectual debris that
already encrusts what Rudolf Otto called `the idea of the holy'.
Although Berkeley himself retained the term `God' (which, in
any case, he could hardly avoid without jeopardising his career
in the church), it is interesting that he rarely ever makes any reference to the religious aspects of God. And he never mentions
Jesus, the Christ of his professed religion. This, again, reinforces
the picture that I have painted of Berkeley as a deistic mystic,
taking the inspiration for his philosophy directly from his own
experience rather than from the abstruse theology of the Pauline
Christian church. Berkeley seems instinctively to have distrusted Latin pontication. Likewise, the Hindu Sankara was clear
that Brahman, in itself, possessed no anthropomorphic qualities
whatsoever.
I shall, nonetheless, resort to writing in terms of `God' when
specically discussing the philosophy of Berkeley or other Christian mystics, and in terms of `Brahman' when discussing that of
Sankara or other Hindu mystics.
Curiously, I have often found that in casual conversation and
debate with other people, even those who deny that the concept of
`God' could ever have a place in our understanding of the world,
the word \God" nonetheless emerges as a convenient, suggestive,

and resonant tag for the metamind, even if it is understand only
guratively.

6.2 Experientia

Experientia are the elements that make up the contents of conscious experience. In the eighteenth century, John Locke employed
the term \idea" to designate such elements. This was taken up
and accepted as an entirely acceptable and uncontentious piece of
terminology by Berkeley and others. In his later writings (especially Siris), Berkeley used the term to \phenomenon" instead,
as did Kant and Schopenhauer, albeit in a slightly dierent sense.
Ernst Mach and the phenomenalists also used that term. In the
twentieth century, the term \sense datum" came into vogue. More
recently, the term \quale" (plural \qualia") has been used to describe the irreducibly qualitative aspect of conscious experience.
The word \idea" has, of course, shifted its denotation very
much over the past three centuries, so that now it means the same
as \concept". Apart from that, these four historical terms have
been subjected to erce criticism, with critics variously denying
the existence of what have been called ideas, phenomena, sense
data, or qualia, or denying that those terms have any meaning.
That experientia do exist you can prove conclusively by inspecting the contents of your conscious experience. As soon as
you wake up in the morning, you are confront by experientia. It
is therefore disingenuous for philosophers to argue that they do
not exist. Such arguments really are not about the experientia
themselves, nor do they concern any substantive question in the
philosophy of mind. Rather they are verbal disputes about how
to articulate what we know of experientia. The typical argument
against experientia starts by taking some attempted formulation
of a denition, identies its aws, and then proves that no such
thing can exist. The whole exercise, however, stems from the mistaken assumption that experientia are things of the sort that can
be given analytical denitions. In fact, it is surely evident from
the nature of experientia that they are amenable only to ostensive
denition. I point mentally to the contents of my experience and
think, \These are experientia". If you do the same, then we have
succeeded in dening the term. But we have done so in such a
way that leaves no chink for the logic-chopping arguments to get

a hold.
On the other hand, this ostensive denition of experientia attracts criticism of the sort that Wittgenstein presented in his famous argument against private languages.
A simple way of drawing attention to what worried Wittgenstein is to ask, how do you know that what you refer to as experientia are the same as what I mean by the term?

6.3 Experiential operations

We are doing things with experientia all the time. The mind is
not a passive receptacle of experientia. Can we discern some basic
operations out of which the rich repertoire of mental activity has
grown? I think so, and I think that Berkeley had a shrewd view
of this too. He claimed that we have fundamental operations of
abstraction and conjunction. By `abstraction', we must remember, he does not mean to allude to `general abstraction', which is
the impossible and self-contradictory kind of idea that John Locke
wish to suppose. He means no more than cutting out parts of a
sensory image. The Berkeleian set of basic operations are thus
essentially the same as the cut-and-paste operations that we are
all familiar with in word-processors. This is, for instance, how
Berkeley believes we can form the idea of a centaur, even though
we have never seen one: by abstracting the ideas of a man's head
and trunk, and a horse's body, and conjoining the two. As always,
we must beware of casting these operations into a form that presuppose a substrate. When we literally cut and paste, say from
an illustration, the parts we cut out sit on the desk until we paste
them into another location on a sheet of paper. In the mind,
however, there is no spatial substrate.

6.4 The metaverse

In set-theoretic terms, the mental universe or `metaverse' is dened
as the union of all existing minds. So, it contains the conscious
minds of all human beings and all animals in the world we see
around us. It will also contain any disembodied minds, if they
exist. It also contains streams of mental activity that govern the
complete panoply of what we think of as natural phenomena, such
as the the weather, geology, chemical reactions, and the movements of the heavenly bodies | which are obviously not governed

by any ordinary mind.
It is a key point that the mental universe is a union of minds,
and not a set of minds. For instance, if A = fa1  a2  a3  :::g and
B = fb1  b2 b3  :::g are minds comprising experientia a1  a2  a3  :::
and b1  b2  b3  ::: then the union is U = fa1  a2  a3  ::: b1  b2  b3  :::g,
whereas the set of minds is fA B g. This is important for two reasons. First, it conceptually creates a level playing-eld in which we
can model both inter- and intra-mind information processing by
the same mechanism. In our example, it means that relationships
between the ai and bi can be of the same kind as amongst the
ai or amongst the bi . We do not need one mechanism for information transmission and manipulation within the contents of
one mind, and a dierent mechanism for use between minds. A
single mechanism performs both tasks. Second, it makes it possible to formulate a Platonic scheme in which mental universals
can be constituted by shared particulars under a dierent mode
of description.
I will refer to that which drives the natural phenomena that
we see around us as the `metamind'. One question that I shall
leave open for the moment is whether the metamind is a single
mind or a collection of minds. At one extreme, we could envisage
the metamind as being a unitary stream of consciousness, much
like a normally operating ordinary mind, or we could envisage
it as split up into a number of personalities. Or there could be
huge numbers of independent streams of thought within the metamind, even down to the level of Liebniz's monads. We could even
envisage, at the other extreme, the metamind as isomorphic to
the physical world at some level of description. This last option
I shall call the `physicomorphic metamind' hypothesis. It is the
only version of the Berkeleian ontology that has any chance of
acquiring any plausibility at all in the views of the typical natural scientist. It is closely related to panpsychism. Indeed, I
would say that panpsychism diers from physicomorphic mental
monism only in having an added confused idea that the physical
aspect has an independent ontological status. Physicomorphic
mental monism is sometimes thought to be especially congruent
with the aim of seeking through physical science to understand
the mind of God, which has been expressed in works as varied
as the Koran and the writings of Sir Isaac Newton. That poetic

expression, however, is also found in the writings of George Berkeley, who never entertained physicomorphism. In fact, that poetic
expression, of `seeking to know God's mind' is harmonious with
any deistic world-view, in which the laws of nature are supposed
to have been laid down by a deity. The slogan is not peculiar to
physicomorphism.
Outside this metamind are the `ordinary' minds of individual
beings such as people and animals. In the jargon, therefore the
mental universe is a superset of the union of ordinary minds and
the metaminds. Whether it contains anything else is an open question. There might, for example, be minds of angels and demons
as well as those of humans and animals. And we may or may not
wish to think of such entities as being part of the metamind.
As I mentioned above, the metamind is Berkeley's `God'. In
Ved*antic thought, it corresponds to something between Sankara's
nirguna Brahman (the godhead without attributes) and saguna
Brahman (the godhead with attributes). Philosophically, we should
equate the metamind with the saguna Brahman, this being the
active mind that governs the manifest universe as m*ay*a. Hindu
traditions have, however, encrusted the notion of the saguna Brahman with layers of anthropomorphic mythology, even more than
Christianity has. On the other hand, the nirguna (`withoutqualities') Brahman clearly refers to a far more fundamental and,
in a sense, abstract concept. The metamind is Brahman considered as manifested in the active production and maintenance
of our experience of the world at large, but not as a personal god.
You cannot imagine being the metamind.

6.5 Individuation of ordinary minds

An `ordinary mind' is a subset of the metamind, closed under ordinary operations of mental access. By `operations' I mean any of
the actions that a mind can carry out on its contents, such as perceiving, thinking, recalling memories, imagining things, focusing,
paying attention, and so on. By being `closed' I mean that any
operation carried out on any of the contents yields some new contents that are still within that mind. So, whenever you recollect
a memory, or focus on some bodily sensation, you remain within
your own mind and do not slip into someone else's mind. By `ordinary' operations I mean non-psi operations, in other words, the

mental operations that we employ in everyday life and which are
recognised by mainstream science.
An ordinary mind has a rst-person perspective, and a sense
of privacy based on the closure of the mental operations. It possess the power of volition as well as cognition. An ordinary mind
corresponds to a `nite spirit' in Berkeley's terms, or a `jiva', or
`*atman' considered under the mode of description of being embodied (usually translated into English as `soul'), in the Ved*anta.
The manner of mental individuation that I am suggesting
here provides a way of understanding the traditional Hindu and
Buddhist doctrine that the consciousness of each individual is
identical with the single consciousness of Brahman or God, and
that the apparent separateness and privacy of individual minds is
a misunderstanding brought about through m*ay*a. By `identical'
is meant here what logicians call `numerically identical', as opposed to being merely `qualitatively identical'. What we interpret
as each person's individual consciousness not only has identical
properties to God's consciousness, it is one and the same thing
as God's consciousness. We do not normally see this, because
m*ay*a hides it from our apprehension. The Sanskrit term `m*ay*a'
is often translated as `illusion' but, like many terms of Hindu
philosophy, this is misleading if it is taken to be a complete and
literal expression of the Hindu concept. What m*ay*a refers to in
this connection is that the structure of our daily experiences is
such that they systematically lead us to interpret our experiences
as forming an absolutely isolated mental space, whose only link
to the outside world is through the senses. The term `illusion'
would imply that our experiences themselves are unreal. In fact,
they are real | but what we read into them is not real. In fact,
this is a point that Hindu commentators such as Sankara make,
but is often overlooked in the soundbite-driven popularisation of
Hinduism in the West. Moreover, consciousness itself is never an
object of direct awareness, and therefore a fortiori we cannot have
an illusory awareness of personal consciousness. We infer our consciousness from what we are conscious of: for instance, if I have
a consciousness awareness of the red colour of a rose, then I infer that there is a consciousness but I do not have a conscious
awareness of the consciousness itself. The point of the Hindu and
Buddhist doctrine is that we habitually make a mistake when we

carry out that automatic inference: we infer the existence of a
private, personal consciousness instead of a universal consciousness. The essential step in that erroneous inference is to identify
one's consciousness with the mental objects of which one is conscious. At any moment, I am conscious of a limited number of
colours and sounds, and smells and tastes, and so on, and the
mental operations I perform always leave me within this stream
of mental objects. If I identify my consciousness with these mental objects, then I am forced to conceive of my consciousness as a
limited and private thing. Therefore an essential remedial step in
the Hindu or Buddhist path to enlightenment is to formulate the
distinction between consciousness itself and the objects of consciousness, and thereby to see that consciousness is universal.
As a means of identifying pure consciousness, eastern traditions oer a practice of meditation in which mental attention is
controlled so that it can be focused selectively at will. One of mental attention's natural habits is to jump around a lot. The mind
does not normally attend to something for more than four seconds
at a time. The meditative practice enables one to sustain attention on a single mental object for much longer periods of time.
The trick is then to drop all mental objects from this heightened
sense of attentiveness. What remains is pure consciousness. This
is a featureless state, which retains no trace of personal identity
or of any of the content that normally denes who we are. It
is therefore qualitatively identical to everybody else's pure consciousness. To go from this to the claim that everybody's pure
consciousness is one and the same may, at rst, seem palpably
false. There are two ways to make that leap: one experiential, the
other ontological. A common report from those who have spent
time in the state of pure consciousness or, indeed, in certain other
altered states of consciousness is that they have a direct awareness of the unity of consciousness. It is, of course, very dicult
to describe this insight, and it may even be impossible to do so.
The other approach, rather than to meditate, is to escape from
the ontology of physicalism. Physicalism presumes that, since my
mind is inside my head and yours is inside your head, that my
state of pure consciousness and yours must be distinct since they
are in dierent places. Rather, we must adopt the ontology of
the Berkeleian mental universe, or metaverse, in which individual

minds are dened by their content, which for each mind is a subset of the universal set. Here, there cannot be two or more pure
states of consciousness, for there is no criteria by which they could
be individuated. In this mental universe, or metaverse, you cannot say that one pure consciousness is in one place and another
is in some other place, and that therefore they cannot be one and
the same | simply because there are no places in the metaverse.
An analogy can be found in computer software. Consider a large
mainframe computer, with dozens of people running programs on
it. Normally each user will run her programs in a separate area
of the computer's memory, which is shielded from access by anybody else's programs. Each user sees what appears to be a private
memory space, which is closed with respect to the operations of
reading and writing data. Some popular programs, such as word
processors, however, are very large, and it would be wasteful of
space to have an identical copy of the program in each user's
space. A solution that has therefore been adopted is to employ
a single, shared copy of the executable part of the program in a
central part of the computer's memory, and to keep in the individual user's space only the information that is required for her
personal use of the program | such as the text she is editing, and
her cut-and-paste buer. As far as the user is concerned, she still
sees a completely private space, closed under any operations that
she can perform. In this analogy, the shared copy of the program
is like the universal consciousness and the individual user's data
is like the contents of an individual's mind. The analogy breaks
down when we consider that what makes the program shared is
its location in the physical microchip memory of the computer.
For, in addition to that shared copy, one user could maintain her
own personal copy. There is no analogous situation in the mental
universe: there cannot be another pure consciousness in addition
to the universal pure consciousness. This is because in the computer's memory space, things are individuated by their location,
whereas in the metaverse they cannot be individuated by location because there is no location. In computer jargon, we might
say that the metaverse is content-addressable with no spatial substrate.

6.6 Metamental objects
While an `ordinary mind', as the name suggests, corresponds to
what we normally think of as a sentient being, a `metamental object' corresponds to what we normally think of as an inert object,
such as the writing desk I am sitting at. In the theory that we
are deriving from Berkeley's ontology, however, each such object
is not inert but active. It contains a basic pulse of consciousness
and volition, although it is not developed into anything remotely
as complex as a sentient being. It is, in fact, a component part
of the metamind, or Berkeley's `God'. The reason it must be active is that it has to respond to requests from sentient beings. To
put it very crudely: if you want to know what a desk looks like,
you telepathically ask it and it replies by projecting a visual image of itself into your stream of consciousness. To anyone who is
familiar with modern computer programming methods, this will
seem strikingly similar to `object-oriented programming', which
is used especially in virtual-reality systems. This similarity is not
a coincidence: it just follows from the fact that the metamind is
carrying out informatically similar tasks to those performed by
man-made computers. (And, in fact, the terminology I am proposing is borrowed from the computing paradigm.)
This is how things have to work in the Berkeleian universe,
because there is no material table sitting there inertly reecting
light, which your material eyeballs can pick up whenever they
point in a direction toward the desk. Recall that, in the Berkeleian
universe, things exist only when they are perceived: hence, the
image of your desk exists only when you or someone else perceives
at it, so if you want to see the image of the desk, you have to
tell the desk (or, more properly, the metamental object of the
desk) that you are looking at it. An interesting consequence of
this basic consideration is that an object always knows when it
is being observed, and who is observing it. This has implications
for the understanding of psi phenomena, which will be discussed
more fully later.
This use of metamental objects as an explanatory hypothesis is
a renement of Berkeley's one-step model. According to Berkeley,
whenever we look at the desk, `God' gives us an appropriate image of the desk by referring to His `archetype' of the desk. Here, I

are dividing the metamind (Berkeley's `God') into functional components that we are calling `metamental objects', each of which
contains an `archetype' in Berkeley's sense. I am suggesting that
each Berkeleian archetype is wrapped up in an active metamental
object. As we go along, we shall see that this renement brings
considerable explanatory power when we look at psi phenomena,
and that it aords an elegant economy for the whole scheme.
Let us start to dene these objects more technically. Any act
of perception by a sentient being has the eect of conveying a
`request signal'. (I am using the word `signal' in the abstract
or automata-theoretic sense, without implying the existence of a
transmitted entity that is the signal.) A `metamental object' is
a subset of the metamind, which receives request signals from an
ordinary mind and responds by projecting imagery into it, in a
`response signal'.
On this view, each object in the world is represented by an
object in the metamind. When you look at an object, such as
the desk, or reach out and touch it with your hand, your mind
conveys a signal of some sort to the metamental object, which in
turn delivers directly into your mind the visual or tactual imagery,
as appropriate.
If you modify a physical object in some way, such as carving
your initials into the desk, you send a `volitional signal' to the
mathematical object, which is incorporated into the object in such
a way that subsequent observers will detect it, and perceive the
desk as modied.
It is well known to philosophers that objects are not natural
kinds. Look at your desk again: is it one object (`the desk')
or ve objects (`the desk top, and four legs')? Do the drawers
count as dierent objects, or are they parts of one unitary object
(`the desk')? A more extreme example will be found by looking
at waves in the sea. Undoubtedly each wave is a physical thing,
and you can point to it and touch it, but the boundaries that
separate the wave from the rest of the sea are not physical but
psychological. You cannot discover the true edge of the wave,
but rather we say, pointing with the hand, that the wave is this
bit of sea water. There is no denite answer to questions about
slicing the world into objects, as far as the physical matter is
concerned. You cannot, for instance, look down a microscope

and discover the boundary between one object and another. The
division of the physical world into objects is not a physical fact but
a psychological projection. (This, by the way, is what leads a lot
of philosophers to make the misleading claim that objects do not
physically exist, even within the discourse of physical science. In
fact, within that discourse, what is denoted by a word like `desk'
does physically exist, even though the boundaries implied by the
concept of the desk are not physical but psychological.)
So, how could it possibly be that the metamind has a separate
metamental object for each physical object? If the division of the
world into objects is subjective, which division would the metamind take? The answer is that the metamind chooses one canonical partitioning of the world into objects, which optimally suites
its computational strategy, and constantly reviews and revises its
working partition. The criterion for the metamind's dividing the
world into objects whilst generating it is much the same as our
criterion for dividing it into objects whilst perceiving it. Namely,
aggregates of matter that cohere as units in our perception and
handling are deemed to be objects. The desk is a single object
when you are writing on it, or moving it around in your study.
It would have been separate objects if you assembled it from the
factory in the form of desk top, legs, and so on.
Metamental objects can merge together, or split up.

6.7 Time

The concept of psychological time is very hard to get a handle on.
Physical time, by contrast, is easy: it is just one of the four quantitive dimensions of space-time. Even in the relativistic model
that Einstein gave us, where time and space are non-trivially entangled in space-time, it is still just a numerical dimension. In
the Berkeleian universe, however, physical time is, like the rest of
the physical world, a ction derived from the underlying mental
reality. Therefore we need some way of accounting for time that
does not beg the question by referring back to physical time. Unfortunately, I do not have such an account. All I can oer here
is the suggestion that psychological time is not linear but cumulative. What I mean here by `linear time' is a process in which
each event happens in the present time, and is then swallowed
up in the ever-growing reservoir of the past. In linear time, you

can interact only with other things in the present. For instance,
if I open a door and look inside a room, I can see only the room
as it is now, I cannot see the room as it was fty years ago. In
short, the past is inaccessible. On the other hand, what I mean
by `cumulative time' is a process in which there is a continually
expanding pool of events and states, in which each event that occurs still exists and can be accessed. In this model, we can indeed
`see' the room as it was fty years ago, for the metamental object
that represents the room in the metamind contains its full past
history: so, if a sentient being sends a signal of the right type to
that module, then the module will deliver the sensory image as
from any earlier time.
I would stress that I am not putting this forward as an account of the nature of time. If it were, then it would obviously be
circular, because the expanding pool of events is apparently doing
its expanding in time. In fact, I cannot imagine how one could
even begin to formulate an account of time. Some such account
must be possible, because time is a real phenomenon, and needs
some to have some comprehensive explanatory account. We just
haven't found it yet. What I am describing here is, rather, one
aspect of the time-behaviour of mental phenomena.
Even by the standards of Berkeleian metaphysics, the hypothesis of cumulative time may seem strange. Certainly, there was
no hint of this in Berkeley's own writing. So, let us see why the
Berkeleian universe needs to have this time-behaviour. By the
identity of indiscernibles, unchanging mental items are numerically identical. So time advances only in so far as things change.
But in the metaverse only volition can make anything happen, so
volition is the driving force of temporal advancement.
What happens when you modify something, such as carving
the initial letters of your name on your desk? There is no underlying substance to undergo a change of state: the mental items
are themselves the base reality. So, when somebody else comes
along and looks at the desk and sees the carved initials, how are
we to explain this? As I said above, the way is barred to the conventional physicalist explanation, that the substance of the desk
has been modied, as there is no substance in this model. Rather,
some extra functionality has been added to the metamental object. By Ockham's razor, the simplest way to model this is to

suppose that the carver's intention is added into the object. So,
when someone comes along and looks at the desk, they send a
request signal to the desk's metamental object, which is now a
complex that comprises the original object and the carver's intention, glued together.
So, when something is changed, it is by virtue of an added intention: the original is still present. This, by the way, has interesting implications for understanding the paranormal phenomenon of
psychometry, which we will consider in the next volume.

6.8 Structure of metamental objects
Following the analogy with man-made software, we may imagine
each metamental object as comprising two components: a core of
private, internal information that only the object itself has access
to (which is pretty much what Berkeley thought of as the `archetype' of the object) and a number of access functions, which
receive and deliver public data to the observer, on request. As
a rst approximation, we might suppose that each sensory modality (sight, hearing, touch, and so on) corresponds to an access
function that delivers outputs, but the only access function that
permits inputs into object is that of muscular action (touching or
hitting something, or speaking).
We must beware of falling into the trap of thinking of the
private data as forming a static entity, as they would in a manmade computer. For it is in this connection that the metaphor
breaks down: a man-made computer has a material substrate,
a substance such as a silicon chip or a magnetically sensitised
disk, that suers modication when data are written into it. Nevertheless, at the abstract level of computer science, rather than
computer engineering, the analogy still holds.
What we take to be the private data of the metamental object
are all really volitional signals, initiated at various times in the
past, stretching back to the rst creation of the object. When
I say `volitional signal', I do not mean something separate from,
and produced by, the volitional act, I mean the volitional act itself
regarded as an element of the private data.

6.9 Ultimate unity of agency

Throughout this chapter, I have talked as if the metamind were
a separate entity that is outside the mind. This, however, is only
a mode of description. Ultimately, we and the metamind form a
single unit of agency. When we say that the metamind is outside
the mind and that it injects our experience of the world into our
minds, this is not the nal analysis. To stay for a moment with
gures of speech, it is better to think of metamind as standing
over your shoulder, than as standing before you. Your mind is a
subset of the metamind, but the singular agency of volition and
perception is one and the same. In that sense, when you see a
blue sky, you are both generating that sensation of blue colour,
and perceiving it, but you do not notice that you are generating
it.
This, I believe, is the insight that Ved*antic mystics attempt
to articulate by saying that Brahman (God or world soul) is the
same thing as the A* tman (personal soul), the apparent dierence
being a delusion.

6.10 How can we talk about the mind?

One of the functions of a language is to communicate information
from one mind to another, or to the same mind itself, possibly at a
later time. (Or it could involve some other information processing
system than a mind.) What kind of language should we use to
communicate facts about the phenomenal world?
The word \red" is a token that is associated with a particular collection of sense-impressions (of lipstick, blood, and so on).
Its meaning has been established by its use in conjunction with
red objects. In principle, the validity of this method depends on
people having the same experiences when their physical sense organs receive the same stimuli. If a person is colour blind and
cannot discern red from some other colour, then she will conceive of the meaning of the word \red" incorrectly. In practice,
minor dierences in the conceived meanings of words do occur,
but in most circumstances the practical eect of these dierences
of conception is negligible. The more subtle a word's meaning is,
the greater will be the degree of variation in the conception of
its meaning. I suspect that there is considerable discrepancy in

people's conception of what precisely the word \petulant" means
| but it will hardly ever matter.
A word whose meaning has been established in such a manner
is not suited to an ideal phenomenal language. If the phenomenal
language is to serve its purpose, it must be capable of conveying
information about phenomena in a precise manner.
Natural language can be used to express information about the
physical world with whatever degree of precision we require. This
has been demonstrated abundantly in the hard sciences. But we
apparently cannot use it to express information about the perceptual world with any precision, let alone the emotional and intuitive
worlds. I can describe what is on my desk with any level of precision I wish but I can describe my visual image of the desk only
approximately. I do not have the vocabulary or syntax to go into
any detail about what precisely I am seeing.
The qualitative aspects of phenomena completely elude our
natural language. The meaning of \red" is dened , not by saying
what it is, but by listing red things. (Consider: dening the word
\red" to a child that had never come across the word before, one
would bring to her attention things that were red.) One would
hope that an ideal phenomenal language would not suer from
this drawback, but that it would allow us to dene such qualities
as redness with total explicitude so that a person who was blind
from birth could, upon receiving a denition of it, imagine it. In
order to do this, the elements of the phenomenal language would
have to be associated with the most primitive elements of the
phenomena world.
(We have become accustomed to thinking in words and this
makes it dicult to think analytically in ways that are inexpressible in our natural language.)
The use of language is inherently prescriptive: a sentence is an
instruction to the receiver to think certain thoughts. That much
is true of both natural language and the phenomenal language.
We should therefore suppose that the basic elements in the phenomenal language would be instructions to the reader to perform
mental acts of the simplest possible sort. What those instructions
are is very unclear at present.
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